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Abstract

Object contours are needed in many computer vision applications, such as automatic

image segmentation. It is not a trivial task to automatically extract contours from

arbitrary objects under varying circumstances. Despite many years of research, still no

completely satisfactory solution to this problem has been found.

This work wants to draw a distinction between common edge detection with edges as

low-level features and contour detection with object contours being higher-level features

with regard to a cognitive scale. In the course of doing this, the relation of contour

detection to the field of visual grouping will be illuminated, as well as the relation to

some results from psychological research.

Some important historical approaches to both edge and contour detection will be

discussed together with their strengths and shortcomings. As with almost all image

features there are ways to extract them using local methods or global methods, each

with their own benefits. The globalPb detector by Arbelaez et al. [28] will be introduced

and presented as a relatively new method to perform contour detection uniting both local

and global approaches to contour detection. Since the globalPb detector is a combination

of two other methods of contour detection, both approaches will be discussed in detail

as well.

Finally the performance of the different components will be evaluated with regards to

contour quality and computation time to give the reader an overview in what contexts

their application might be useful.
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1 Motivation

Humans generally have very little difficulties in distinguishing objects from backgrounds,

even if the object in question is previously unknown to the observer. It is hard for us to

imagine that this might be a difficult task since we do this intuitively on a daily basis.

But as so often when humans can do something intuitively, it is hard for us to give an

exact description of how we do it. If we want to delegate this task to a computer an

exact description for this problem as well as an exact description on how to solve it

is needed. In order to replicate the human ability to recognize object contours with a

computer a mathematical model for this problem has to be found.

Ever since the beginnings of digital image processing, the detection of object contours

has been a center of interest. They play an important role in many applications such as

object detection and recognition as well as in image segmentation or 3D-reconstruction.

Similar to humans who often can recognize an object based on its shape alone, object

contours can also provide crucial information for algorithms designed to solve problems

like the ones just mentioned.

For algorithms using object contours it is desirable that the contour detection works

reliably under varying conditions. Such conditions may span different lighting conditions

as in indoor or outdoor photos, artificial structures with uniform textures or organic

structures where textures may vary strongly. Furthermore should the detected contours

be stable when an object is photographed from slightly different perspectives.

It turns out that it is not easy to find mathematical descriptions for contour detec-

tion which satisfy these requirements. So it is not surprising that over the years many

approaches to this problem have been explored.

In this thesis we first try to draw the distinction between edge detection and contour

detection in chapter 2. We will also explore how the globalPb detector fits into these

categories. In chapter 3 we will present some principles of visual grouping as identified

through psychological research. We will also discuss some previous approaches to the

contour detection problem and their relation to those principles. The globalPb contour



8 2 Definitions

detector and its components will be presented in chapter 4 and some details about our

implementation can be found in chapter 5. Finally we will evaluate the performance of

our implementation in chapter 6. We will also discuss some general properties of the

globalPb detector. Our concluding remarks and possible areas of further optimization

and research can be found in chapter 7.

2 Definitions

Contour detection is closely related to edge detection and it is hard to draw a sharp

boundary to distinguish them from each other.

Edges in images are usually defined as strong discontinuities in a signal, such as bright-

ness or color. Although one can think of ways to measure ’discontinuity’, this definition

is already ambiguous since it is not obvious what qualifies as a ’strong discontinuity’.

Most edge detection algorithms hand on the problem to the user in the form of a thresh-

old value that needs to be specified. This way the user can tweak the threshold according

to his needs. But this approach doesn’t satisfy the requirement that contour detection

should work reliably under various circumstances. A threshold that has been found to

work well in one situation might not work for another.

But independently of what qualifies as a ’strong discontinuity’, from a semantic per-

spective it is clear that not all edges in an image are object contours. But — at least in

an ideal world — all object contours should correspond to an edge in some signal.

Object contours on the other hand are defined as boundaries between objects. This

definition may sound unambiguous but the accuracy of this definition depends on a clear

understanding of what constitutes an object. When human test subjects are presented

with a photograph and asked to mark the object boundaries, there will most likely be

a consensus on the boundaries of the most general objects. But the level of detail will

vary with each subject. If a picture of a human face is shown, one subject might identify

the outline of the face as an object boundary. Another subject might mark the eyes or

the mouth as separate objects. The Berkeley segmentation dataset (BSDS) [9], which
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we use to evaluate our implementation of the globalPb detector, contains examples of

this behavior. A selection of human annotated object boundaries can be seen in figure

14 in chapter 6.1.

So it may be said that edge detection is performed on a more fundamental level than

contour detection and that contour detection needs to select appropriate edges from the

edge detection in order to link them together to form object contours. Edge detection

may deal with the problem to identify the different kind of edges such as step edges, line

edges, junctions, etc most effectively.

It is important to note that edge detection is not necessarily a prerequisite for contour

detection. Contour detection on its own doesn’t concern itself with what kind of edges

are present or how they are oriented towards each other. It aims to identify boundaries

between objects, which can also be archived by other means — ideally producing closed

contours. Other approaches for contour detection will be summarized in chapter 3.3.

In the literature, contour detection is often used as a synonym for image segmentation

since once an image has been segmented, the segments can easily be translated into

object contours and vice versa. Using object contours in this strict sense means that the

globalPb detector is an edge detector. What the globalPb detector is capable of doing

is to mostly suppress edges that do not belong to object boundaries. So in this sense

the globalPb detector can be viewed as a contour detector.

Since edges are closely related to object contours, it is not surprising that many

techniques developed for edge detection are also employed for detecting object contours.

3 Previous Approaches

Long before computer vision existed as a field of study, several attempts were made by

the gestalt psychologists to determine the factors by which the human perception system

groups visual stimuli. Many experiments were conducted, where people — after being

presented with images like the following — were asked to describe what they have seen.

In the example in figure 1 most people will say that they see three groups of dots
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Figure 1: Experiment on visual grouping performed by Wertheimer [37].

consisting of three dots each. By looking at examples like this, it becomes clear that

smaller structures — which have no meaning or function on their own — can result

in emergent properties when arranged in a specific way. This is also the fundamental

underlying difficulty of grouping and therefore also for the detection of object contours.

By conducting experiments like this, Wertheimer [37] was able to identify several factors

which influence visual grouping. Table 1 lists the most important principles.

As the name suggests, spatial proximity means that people tend to perceive elements as

belonging together when they are located close to each other. The principle of similarity

states that elements tend to be grouped together if they are similar to each other.

Similarity can be expressed in many ways with size, shape and color being the primary

distinguishing properties. Grouping can also be affected by continuity, meaning that

elements tend be grouped if they are arranged along a smooth path. In the example

given in table 1 most people tend to perceive the segments A and D as a single object

and B and C as another single object. The principle of symmetry states that if elements

are arranged to have a common center of symmetry, they tend to be perceived as a single

unit. The same is true if elements are laid out parallel to each other. Of special interest

to contour detection is the principle of closure which states that elements are perceived

as a single unit if they are arranged along closed paths.

Most contour detection approaches explored in computer vision implicitly use one or

more of the above-mentioned factors to extract contours from an image.

Another problem for contour detection algorithms is that the human brain can rely

on tremendous amounts of prior experience and background knowledge when grouping

objects. This is a luxury a computer does not have. When contour detection is attempted

in a computer it is still limited to use very low-level features like brightness or color

gradients. From the experiments from the gestalt psychologists it becomes clear that
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Spatial proximity

Similarity

Continuity

Symmetry

Parallelism

Closure

Table 1: A selection of factors that influence visual grouping according to the results

of the gestalt psychologists. Example images taken from Wertheimer’s original

work [37].

contour detection is a problem that is unlikely to be solved satisfactory by looking at

low-level features alone.

Our brain does not even have to rely on changes in brightness, color or texture to

identify object contours. Figure 2 shows a so-called Kanitza triangle. It demonstrates

the human ability to group visual stimuli into object contours, even when there are no

gradients present [23]. Those contours are called subjective contours and not surpris-

ingly, most contour detection algorithms have troubles detecting them. However there

are contour detection approaches that are able to detect such structures [25]. Those

approaches cannot rely on local features alone but need to look at an image globally.

It should have become clear by now that there are two ways in which object contours
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Figure 2: The Kanitza triangle demonstrates the human ability to perceive object con-

tours, even without brightness and color changes

can be extracted. The top-down approach is to cluster the pixels of an image by using

cues that are considered to carry information about similar image regions — like bright-

ness, color and texture. The bottom-up approach is to use some kind of edge detection

to obtain local edges features. In a second step the algorithm can then try to determine

which edges belong to an object contour and suppress all the other edges. We will look

at some of those methods in greater detail in the following chapter.

3.1 Gradient-based methods

We have just discussed in what way contours can be extracted. In particular we have

identified a bottom-up process that works by linking together edges and a top-down

process that looks at the image as a whole.

For the bottom-up process we first need a means to detect edges. Edge detection has

been studied for a long time and many approaches have been explored. An obvious way

to obtain edges from an image is to make use of strong brightness gradients in an image.

The reasoning is that the boundary between two objects in an image will probably result

in a strong discontinuity in the brightness values. These discontinuities can be found

by convolving the image with a directional derivative filter which probably is the most

common principle for edge detection.

Using brightness discontinuities when detecting object contours has many benefits.
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One of them is that it is usually very simple and therefore fast. Aside from that it usually

can be easily be adapted to color images: Every channel can be treated separately and

the filter responses for all channels are then combined into a single image. Taking color

into account means that there is no loss of information: When color images are converted

to grayscale images many colors are projected on the same gray value. This means that

object boundaries that were clearly detectable in the original image might not be visible

any more in the transformed image.

A class of filters that can be used for this task are first-order directional derivative

filters like the Sobel [21] operator. Shown below is the Sobel filter kernel Sv for detecting

vertical edges.

Sv =


−1 0 1

−2 0 2

−1 0 1

 (1)

If there is a strong brightness discontinuity in the same direction as the filter indi-

cates, the result will be a filter response with a high absolute value. This process can

be done both in horizontal and vertical direction and the filter responses can then be

combined into a single image. The filter for detecting horizontal edges can be obtained

by transposing the elements of Sv.

A useful property of the Sobel operator is its separability. This allows the 2D-

convolution to be replaced by two 1D-convolutions which is more efficient. Another way

to look at the Sobel filter is to view it as a high-pass filter: Due to the anti-symmetric

design of the filter, slow changes in the signal are balanced out and therefore suppressed.

Since edges are sharp discontinuities, they are represented by a high-frequency com-

ponent in the signal. Unfortunately image details and noise are also high-frequency

components. This means that noise in the image can also pass through the Sobel filter.

There are many other variants of first-order derivative filters, like the Prewitt [29],

Scharr [32] or Roberts [30] operator, each with its own advantages and disadvantages

but the sensitivity for noise remaining a common problem for all of them.
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Another class of useful filters are second-order derivative filters like the discrete Laplace

operator. Multiple versions of the Laplace filter exist. Shown below is a version that

only responds to edges in horizontal and vertical direction.

L =


0 1 0

1 −4 1

0 1 0

 (2)

Like first-order derivative filters the Laplace operator is triggered by sharp disconti-

nuities in the underlying signal and is designed to be zero-sum. But unlike first-order

derivatives, edges are not found by searching the filter response for high absolute values

but for zero-crossings. In contrast to first-order derivatives, the Laplace operator needs

one 2D-convolution to detect both horizontal and vertical edges. The downside is that

it is even more sensitive to noise than the Sobel operator.

It should become clear that there is a general problem with this approach. The

fundamental problem with calculating derivatives of an image is that they are very

sensitive to noise. This will lead to many false positives if left untreated. In order to

reduce the influence of noise, the image is usually subjected to a prior smoothing step.

This usually works very well but smoothing always leads to a loss of high frequency

information in the image. It also raises the question how strongly the image should be

smoothed. Too much smoothing means that finer structures may be lost and too little

means that noise in the image will introduce more false positives. Despite this problem,

first and second order derivative filters are still at the heart of most edge detectors today.

The results from operators like the Sobel or Laplace operator are usually not directly

usable for contour detection purposes as they only produce a measure of magnitude for

the gradient at every pixel. Much more useful for computer vision applications are hard

edges.

In principle, this could be archived by simple thresholding, but this brings up again

the question on what threshold to use. And no matter what the actual choice of the

threshold will be, it will almost certainly be a tradeoff between pieces of a real edge
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which are missing and edges being recognized where none are present in the input image.

Another problem of thresholding is that it will introduce a lot of jitter when the values

from the gradient image are close to the threshold.

A different way to extract hard edges from the gradient image is non-maximum sup-

pression. In order for non-maximum suppression to work we need the direction of the

gradient. Directional derivatives like the Sobel operator can deliver the magnitudes of

the gradient in vertical and horizontal direction. We can, however, get a better estimate

of the direction Θ of the gradient by taking

Θ(x, y) = arctan
Sv(x, y)

Sh(x, y)
(3)

where Sv(x, y) and Sh(x, y) are the output of the vertical and horizontal Sobel operator

at the position (x, y).

This information can then be used to find edges in the gradient image. An edge is

going to be perpendicular to the direction of the gradient. If we want to find out if a

pixel belongs to an edge we can look at the neighboring pixels in the direction of the

gradient. If both neighbors have a smaller value, we have found a local maximum and

can include it in our edge map. Figure 3 illustrates this principle.

A way to get around the jitter problem is hysteresis thresholding: The idea is to

specify two thresholds, a high threshold and a low one. One threshold serves as the ’on

switch’, the other as the ’off switch’. Imagine tracing an edge with small segments where

the signal is only faint. Once the signal gets stronger than the high threshold the signal

is interpreted as an edge (Figure 4). If the signal drops below the low threshold this is

interpreted as the end of the edge. This method prevents wild changes in the detector

output.

It is noteworthy that non-maximum suppression with hysteresis thresholding also

makes implicit use of the spatial proximity and continuity principle of the gestalt psy-

chologists. Continuity because hysteresis thresholding introduces a bias in favor of con-

tinuous lines. Spatial proximity because it operates under the assumption that pixels

which are next to each other probably belong to the same edge.
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α

A

BB

A

Figure 3: Principle of the non-maximum suppression step. The center pixel is suppressed

if at least one of the neighbouring pixel values along the selected orientation

— calculated with sub-pixel accuracy — is greater than the value of the center

pixel

Many of the above mentioned techniques — such as the Sobel filter, non-maximum

suppression and hysteresis thresholding — are also employed by the Canny edge detector

[3], which is arguably the most commonly used edge detection algorithm to this date.

3.2 Edge Linking

After looking at some important principles in edge detection we shall now look at some

methods to link edges together into object contours.

If only simple structures like circles or lines have to be extracted from the gradient

image, the Hough transform [20] [13] is the method of choice in most cases. Since the

Hough transform requires prior knowledge on what to look for, it usually will not be

applicable for boundary detection. Aside from that, the Hough transform is computa-

tionally very expensive and its complexity increases exponentially with the number of

model parameters which makes it unsuitable for complicated models.

Another approach to contour detection is segmentation by voting [18]. It receives

the edges as well as the edge directions as input and constructs a saliency map which

consists of a scalar value and a direction for every pixel in the image. This saliency map

represents the most likely direction of the contour and the likelihood of this particular
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on o�

Figure 4: Principle of hysteresis thresholding. Once the signal has crossed the high

threshold it must drop below the low threshold to turn off the output signal.

pixel being part of an object contour. This map is computed by overlaying every pixel

with a pre-computed vector field — the so called extension field — which indicates the

preferred direction of neighboring edges. Usually this extension field is chosen to favor

curvilinear continuity. This extension field together with the output of the edge detector

is then subjected to what can best be described as a vector-valued convolution.

The result is a map of the most likely direction of the edge along with a confidence

value. The advantage of this approach is that it is not constrained by the immediate

neighborhood when evaluating the strength and direction of an edge unlike other detec-

tors such as the Canny edge detector [3]. It is also possible to think of this approach as

a generalized Hough transform which doesn’t vote on the parameters of a pattern but

on the direction and strength of the edge at a certain location. It is also worth noting

that this approach is able to detect subjective object contours like the Kanitza triangle

(see figure 2 in chapter 3).

Another approach using local features is to view the edge linking problem as a shortest-

path search in a graph. This method requires a map of gradient magnitudes (which for

instance can be delivered by the Sobel operator) as well as a map of gradient direction

(see equation 3 in chapter 3.1) as input. Every pixel in the direction map can now be

viewed as a node in a graph. Every node is connected to the nodes in front of itself
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as the direction map indicates. The edge weights are set according to the values of

the gradient image. Then a shortest-path search can be performed for which effective

algorithms exist and the returned path is then interpreted as an edge.

This method implicitly makes use of the same gestalt principles as the Canny edge

detector — which is curvilinear continuity and spatial proximity. Therefore it suffers

from the the same shortcomings as the hysteresis thresholding approach and the returned

contours may not resemble object contours as perceived by humans very well.

3.3 Region-based Approaches

So far only edge detection techniques have been looked at because they represent the

bottom-up approach to contour detection. A completely different way to detect contours

is to partition an image into similar regions. Region-based techniques can be both local

or global in nature. Many different region-based approaches have been proposed and it

is hard to pick methods that have been especially important in the history of contour

detection. One could classify the segmentation techniques in two categories: Clustering

and energy minimization in graphs.

There are two ways in which image regions can be formed: One way is to start out with

many small regions (e.g. every pixel defines its own region) and incrementally merge

them into larger regions until some convergence is reached. The other way is to start

out with the whole image as a single region and to cut the region into smaller segments.

Clustering algorithms group objects that are similar to each other. This means that

they can be seen as region-growing algorithms. Energy minimization on the other hand

creates image partitions that minimize some potential function. Creating a partition

implies that an image region needs to be divided. This mean that algorithms which

employ energy minimization can be seen as belonging to the group of region-cutting

algorithms.

A representative of the class of clustering techniques and probably the most commonly

used technique for obtaining image regions is mean-shift segmentation [7]. The mean-

shift algorithm can find local maxima in density distributions. In order to do this an
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initial search window must be selected. The algorithm then calculates the centroid of

all the data points within the search window. After the centroid has been found a new

search window is centered on the centroid location. This procedure is repeated until a

point of convergence is reached.

To utilize the mean-shift algorithm for segmentation, feature vectors need to be calcu-

lated for every pixel in the input image. The goal is to find areas with a high concentra-

tion of feature vectors in the feature space. Search windows are initially placed around

every feature vector in the input image and the mean-shift algorithm is applied. The

search windows will converge on the modes of the feature maps — the cluster centers.

Since the mean-shift algorithm can be seen as a hill-climbing algorithm the cluster cen-

ters will tend to form in the proximity of the initial search window locations which most

likely won’t yield a good segmentation. To fix this, the cluster centers can be subjected

to another clustering step. All pixels whose search windows have converged on the same

cluster center are assigned to the same region.

Mean-shift clustering usually yields very good results for image segmentation and does

not require any prior knowledge of the number of clusters. However it has a tendency

to oversegmentation which means that large uniform regions which would usually be

regarded as a single segment (e.g. sky) are broken into multiple segments [26].

As already mentioned, another class of segmentation algorithms utilize energy min-

imization in graphs. Those algorithms usually make use of graph cuts. A graph cut

problem is defined by (G, f) where G = (V,E,w) is a weighted input graph. V is a set

of nodes, E ⊂ V × V is a set of edges connecting the nodes and w : E → R is a function

that assigns a weight to every edge in the graph. In this work only undirected graphs

are of interest so we need to require that w(v1, v2) = w(v2, v1). The objective is to find a

partition V = V1 ∪̇ V2 ∪̇ . . . ∪̇ Vn so that f is being minimized. f is a potential function

that takes a subset S = {(vk, vl) ∈ E : k, l ∈ 1..n k 6= l} of E as input and maps it to a

real value.

The idea is that the pixels in the image are represented by nodes V and the edge

weights represent a measure of similarity between the pixels. The graph cut then yields
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a partition of the image with similar regions. There are many ways to choose the

potential function. A popular choice is the min-cut criterion as described by equation

13 in chapter 4.5.1 or the average-cut criterion.

Since energy minimization works by finding cuts whereas clustering builds clusters

from smaller entities, one might be tempted to think that these approaches are mutually

exclusive. However, they need not be. Spectral clustering demonstrates how both ap-

proaches can be united. Spectral clustering makes use of the spectrum (the eigenvalues)

of a graph that is expressed in the form of an affinity matrix. Since spectral clustering

is an important concept in the gPb detector we shall discuss the mechanics behind it in

greater detail.

There are many algorithms and variants for the spectral clustering. One algorithm

which is also used in this implementation of the globalPb detector works a follows:

Suppose a set V = {v1, v2 . . . vn} of n objects to be clustered is given as well as their

pairwise similarities (in the form of an affinity matrix W). The algorithm first constructs

the so-called Laplacian matrix ∆ = D −W where D is a diagonal matrix containing

the row sums (which represent the sum of all connection weights for every node) of the

matrix W. The algorithm then calculates the k+ 1 lowest eigenvalues λ0 . . . λk and the

corresponding eigenvectors e0 . . . ek for ∆. Now for every object vi a vector with the

components wi is constructed from the eigenvectors as follows:

[wi]j = [ej ]i (4)

The resulting vectors wi are then clustered using some traditional clustering algorithm

such as k-means.

Spectral clustering offers many advantages to other methods of clustering. The first

one is that they are usually less prone to be stuck in local optima like other clustering

algorithms [35]. They can also be used to separate clusters of data points that cannot

be linearly separated in the input feature space [11]. They do this by mapping the data

points in the input feature space to another feature space (which may be of a higher

dimension) where the data points can be clustered more easily.
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Figure 5: Illustration of the principle of spectral clustering. Left: A simple cluster-

ing problem with two clusters containing strong intra-cluster and weak inter-

cluster affinity. Center left: Affinity matrix of the graph. Colored squares

represent strong affinity. Center right: Eigenvectors to the largest 2 eigen-

values of the affinity matrix. Right: Eigenvectors mapped to another feature

space.

For an intuitive example on why and how spectral clustering works, consider the simple

clustering problem depicted in figure 5. This problem consists of two clusters with high

intra-cluster affinity and low inter-cluster affinity. The graph can be represented in the

form of an affinity matrix. To improve the readability of the matrix we chose to arrange

the rows and columns in such a way that the edges with high affinity values come together

in a block.

Since we have modelled the affinities as an undirected graph, the corresponding affinity

matrix is a symmetric matrix of real values. This implies that the affinity matrix can be

diagonalized and the eigenvectors to the largest eigenvalues will represent the principal

components of the matrix. Since the matrix is a block diagonal matrix, the principal

components will also be in the form of blocks. It can be shown that this concept can

be generalized [36] so that near-block diagonal matrices will yield near-block principal

components.

Note that the eigenvectors have as many components as the graph has nodes. After

the principal components have been extracted, every data point can be mapped to a



22 4 The GlobalPb Contour Detector

new feature space. The components of the eigenvectors define the coordinates where the

point should be mapped. Note that the more eigenvectors are calculated the higher the

dimension of the target space becomes which makes the data points potentially easier

to separate.

This approach to spectral clustering can be understood fairly intuitively. However,

the algorithm presented above seems to be very different from this intuitive approach.

The spectral clustering algorithm presented above uses the eigenvectors corresponding to

the lowest eigenvalues while the intuitive approach uses the eigenvectors corresponding

to the largest eigenvalues. Another crucial difference is that the first algorithm uses

the Laplacian matrix while the second approach directly uses the affinity matrix of the

graph. Although those approaches seem to be different it can be shown that they are

equivalent [36]. It can further be shown that both methods can be replaced a modification

of the k-means algorithm — the weighted kernel k-means algorithm [11] which uses a

non-linear kernel function to transform the data points to another higher-dimensional

space and introduces a weight for every data point.

By now it should have become clear that segmentation using graph cuts and clustering

are somehow related. Going to back to the example in figure 5: Suppose we have

a measure of affinity between the pixels of an image we want to segment. We can

represent these affinities in the form of a graph and then try to find a graph cut or we

can represent the affinities as a matrix and run a spectral clustering algorithm in order

to obtain a partition of the image. In chapter 4.5.1 the concept of normalized cuts by

Shi and Malik [33] will be introduced and the relationship between them and spectral

clustering will be dealt with in greater detail.

4 The GlobalPb Contour Detector

The globalPb (gPb) contour detector by Arbelaez et al. [28] is trying to combine the

benefits of bottom-up techniques such a edge detection with the benefits of top-down

approaches like clustering. It also incorporates both approaches into a probabilistic
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framework. This means that the final result as well as all intermediate results are

regarded as probabilities.

A probabilistic framework offers a lot more possibilities than a binary yes/no decision.

This is true in almost every situation where multiple factors are involved in a single

outcome. In such a case, it is useful to first look at all the factors separately and to

calculate the probability for this factor to cause a certain outcome. Then all factors can

be taken into account to calculate the final probability of this outcome. If the factors

offer only binary yes/no values it is a lot harder to combine results from different cues

in a meaningful way.

The gPb detector is divided into two components. The multiscalePb (mPb) detector

and the spectralPb (sPb). The mPb is an adaptation of the Pb contour detector by

Martin et al. [12] to include multiple scales. Since no contour detection works perfectly,

the detection results usually still contain lots of false positives. Because the gPb detec-

tor was developed with image segmentation in mind, many of those false positives can

be suppressed if the detector is biased towards closed contours. This is archived in a

globalisation stage called spectralPb. The combination of the results of the multiscalePb

and the spectralPb is called the globalPb.

Before the details of the components are being discussed, it makes sense to look at

the general workflow of the the gPb contour detector (see figure 6).

In a first step, the input image is fed into the Pb detector which calculates bright-

ness gradients (BG), color gradients (CGA/CGB) and texture gradients (TG) — the

so called oriented gradients. This process in repeated two more times but on different

scales. Keeping each orientation separate, the oriented gradients from the different scales

are then linearly combined using learned weights. The combined oriented gradients then

need to be consolidated in a single image. This is done through a non-maximum sup-

pression step which also delivers hard edges. The final output is the results of the mPb

detector.

The results from the mPb detector are then used as input for the sPb detector which

represents a globalisation step. Based on the local edge features delivered by the mPb
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sPb
(Globalisation)mPb

BG / CGA / CGB / TG

Output:
gPb

Input:
Original Image

Figure 6: Overview of the stages in the gPb detector. Brightness gradients (BG), color

gradients (CGA/CGB) and texture gradients (TG) are calculated from the

input at different scales. Combining the cues yields the mPb output which

is fed into the sPb stage. Results from all stages are combined into the gPb

output.
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the image is then partitioned into regions which likely belong together. ’Likely’ in this

case means uninterrupted by boundaries detected by the mPb. The mPb does not

produce closed contours and has to rely on local features to detect object contours. The

intuition behind the sPb is that objects can be distinguished by closed boundaries and

that the imperfect boundary map of the mPb can be used to identify image regions

that belong together. The sPb does not deliver a hard partition of the image for reasons

discussed in chapter 4.5.1. Nevertheless, sharp discontinuities in the sPb output indicate

the presence of an object boundary. So the identified regions are again translated into a

contour signal by taking oriented gradients from the sPb output.

The gPb then combines the output of the sPb with the output of the mPb to suppress

many of the false positives of the mPb. A final thinning step then yields the output of

the gPb.

4.1 The Pb Detector

As already discussed in the previous chapter the gPb detector is divided into mPb and

sPb detector. The mPb on the other hand is essentially a Pb detector that is being run

on multiple scales. So it is necessary to look at the way the Pb detector works.

Imagine a disc - separated into two half-discs - centered on a pixel in the source image.

The Pb contour detector calculates histograms for the image area below each half-disc.

Then the detector calculates the chi-squared distance between the histograms which is

given by

χ2(g, h) =
1

2

∑
i

(g(i)− h(i))2

g(i) + h(i)
, (5)

where g and h denote the histograms generated from the image values below the

half-discs and g(i) and h(i) denote the value of the i-th histogram bin. The result is a

measure of the differences between the image parts covered by the two half-discs. This

measure is used to determine the probability that the pixel in the center of the disc is

sitting on an edge.
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Figure 7: Illustration of the main function of the Pb-detector. Top: Half-disc moving

over a sharp discontinuity of a signal. Middle: Histograms for both sides of

the half-disc. Bottom: χ2 distance between the histograms.

One can expect that the difference between the histograms will be large if the sepa-

rating line between the half-disc is right on top of an edge in the image, as long as the

input cue is adequate for distinguishing two different image regions. This principle is

illustrated by figure 7.

The whole process is then repeated with different disc orientations so that in the end,

eight orientations are covered. There are two important parameters that influence the

results of the Pb detector: The size of the disc and the number of histogram bins used.

In chapter 6.3.1 we deal with the effects of those parameters on the quality of the results

in greater detail. For now let us assume that that a smaller disc size means that the Pb

detector is more susceptible to noise but also has the ability to resolve smaller structures.

Using the same method the oriented gradients for a number of different cues are

computed. The cues used in this approach are brightness, color and texture (Figure 8

shows some examples). For this, the images are converted to the Lab-Colorspace which
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means that brightness is treated by the L-channel and color is treated by the a and b

channels. Although the gradient computation works exactly the same way as with the

brightness cue, it might be advisable to choose the size of the disc slightly larger for the

color channels than for the brightness channel. The reason for this is that some image

formats might employ chroma subsampling and therefore the density of information is

not the same as for the brightness channel. For the Berkeley Segmentation Dataset [9]

the JPEG format [1] — which employs 4:2:0 chroma subsampling — is being used.

In order to use texture gradients, textures need to be extracted from the image first.

Obviously the gradient computation for textures will be slightly more complicated than

for the other cues and will be dealt with in the following chapter.

4.2 Texture Gradients

In addition to brightness and color the Pb detector also makes use of texture gradients.

Textures can be defined as recurring patterns of pixel values. So the texture of an image

region can never be determined by looking at the value of a single pixel alone. The

neighboring pixels have to be taken into account as well and convolution would be a

natural way to do this. To calculate the texture gradients we would also like to reuse

the same framework we used for the brightness and color gradients.

If textures are to provide any meaningful information within the Pb framework, it

must be possible to detect strong differences in the half-disc histograms when the disc is

placed directly on top of an edge. On order to be able to do that, it must be possible to

assign each pixel of an image to a region of texture. Martin et al. [12] propose the use

of textons [22] as a way to do this.

The idea of textons is to create a set of basic textures — the so called texton dictionary

— and to express textures in the image as a linear combination of those basic textures.

Using Gabor filters as textons has been found to produce good results [14] [27] for texture

recognition but in principle it does not matter what basic textures are used. We are

following the recommendation of Martin et al. [12] to use first-order and second-order

gaussian derivative filters as well as a center-surround filter (see figure 9). The directional
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Figure 8: Left: Example images from the BSDS Center left: Brightness gradients

Center right: Color gradients (a-channel) Right: Color gradients (b-

channel)
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Figure 9: Filterbank used to detect textons (magnified and scaled). Top row: Odd

symmetric filters. Bottom row: Even symmetric filters. Right: Difference of

gaussians

derivative filters are stretched along one axis by a ratio of 1:3.

The idea is to convolve the brightness image with a filterbank comprised of the chosen

textons. In our case we use the 17 filters shown in figure 9. The result of this convolution

can be interpreted as a 17-dimensional feature vector assigned to every pixel of the input

image.

To obtain a partition of similar textures the filter responses are clustered using k-means

clustering. This means that every pixel in the input image will be assigned a cluster and

receives a number as a label — the so called texton id. A texton id represents an area

where textures are most similar to each other — a so called texton map.

After obtaining the texton map for an image, the texture gradient can then be com-

puted using the same methodology as for the brightness and color gradient as described

above. The only difference between the color gradient and the texture gradient compu-

tation is that every texton id has its own histogram bin. This is necessary because it

is impossible to predict which label is going to be assigned to a certain cluster by the

k-means.

One of the advantages of using the χ2-distance as a measure of difference in his-

tograms is that it does not matter what label a texture region receives from the k-means

algorithm. This is because the χ2-distance only looks at the differences between corre-
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sponding bins of the half-disc histograms and the same label will end up in the same bin

on both histograms. That means this distance is a measure of how many pixels belong

to different texture regions, which is exactly what is needed.

K-means clustering requires that the number of clusters has to be specified in advance.

This brings up the following problem: A choice of n clusters means that no matter how

many different real textures are present in the input image, n different textures will

always be found. This means that n has to be chosen empirically. This is not as big of

a problem as it might appear on first glance because we do not need a solution that is

globally accurate. We only need to cluster accurate enough so that we can discriminate

the different textures within the sweeping disc. The question of how many clusters to

use is closely related to the question of how many bins to use in the color and brightness

histograms and is discussed in chapter 6.

As can be seen from figure 10, the texture gradients can have a very coarse appearance.

This can cause problems in the non-maximum suppression step. The non-maximum

suppression needs a smooth input image to give good results. In order to smooth the

images and to improve localization the texture gradients are subjected to an additional

filtering step.

Martin et al. [12] have proposed a solution to improve localization and to smooth the

texture gradients. Since the smoothing needs to occur only orthogonal to the direction

of the half-disc it is sufficient to look at the one-dimensional case. If the gradient signal

is given by f(x) the idea is to compute the signal

f̂(x) =
f(x)

d(x) + ε
, (6)

where d(x) is the distance to the nearest maximum and ε is a small positive number

that controls how strongly the image will be smoothed. It also prevents the algorithm

from dividing by zero. One can immediately see that f̂(x) will yield a large value for

pixels close to the maximum while suppressing pixels that are further away from it. It

remains to be discussed how d(x) can be computed.

Since the direction of the gradient is known — which is orthogonal to the orientation
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Figure 10: Top row: Original image and texton map. Center row: Texture gradi-

ents, without (left) and with (right) smoothing. Bottom row: Non-max

suppressed texture gradients without (left) and with (right) smoothing
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of the half-discs — the distance to the maximum d(x) can be estimated by d(x) ≈
−|f ′(x)|(f ′′(x))−1. In order to estimate the directional derivatives f ′(x) and f ′′(x) one

can fit a cylindrical parabola p(x) = ax2 + bx + c onto an image patch centered on x.

Once the parabola is fitted the estimated derivatives are then given by f ′(x) = 2ax+ b

and f ′′(x) = 2a.

Another way to look at the estimation of d(x) is to view it as an adaption of a LOESS

regression [6]. LOESS regression works by fitting a low degree polynomial — in this

case a parabola — using the method of least squares locally around a point of interest

which is then evaluated at the point of interest. In this version of LOESS regression

the parabola is not simply evaluated. Additionally the curvature of the parabola which

carries information about the uncertainty of the localization is also taken into account.

LOESS smoothing is computationally very demanding. Another problem is that the

above-mentioned method of localization was originally proposed for the Pb detector

which only runs on a single scale. The mPb detector however executes the Pb detector

on multiple scales while adding up the results. The larger the scale the more blurred the

gradient images become. This means that most of the benefits of localization will almost

certainly vanish when a gradient image of a larger scale is being added to the result.

This is why in our implementation we decided to use a slightly different approach.

Golay and Savitzky have shown that locally fitting a polynomial around a data point

and subsequently evaluating it at this data point is equivalent to calculating a weighted

average with fixed weights [31]. In other words, fitting and evaluating a parabola can

be replaced by a convolution which is much faster. We therefore only need to calculate

the desired Savitzky-Golay filters (see figure 11) — which again should fit a cylindrical

parabola — and convolve each gradient image with the appropriate filter, the long axis

oriented orthogonal to the direction of the half-disc that produced the gradient image.

This method has the advantage that it is much faster than naive LOESS smoothing

and it does hardly affect any structures that are orthogonal to the direction of smoothing.

Localization however, cannot be improved using this method. Fortunately this is not a

high price to pay. Originally we wanted to make the texture gradient smooth enough
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Figure 11: Savitzky-Golay filter kernels used for smoothing the texture gradients (mag-

nified and scaled)

in order to get better results after the non-maximum suppression step. Although it is

desirable to improve localization as well, the non-maximum suppression only needs a

smooth input image in order to function properly. Aside from that, the mPb detector

will run the Pb detector on multiple scales, adding up the results. Larger scales means

more strongly blurred images which would almost certainly destroy any benefits gained

by localization.

4.3 Efficient Computation

In order to make the gradient computation as efficient as possible, the disc is divided

equally into sectors. A separate histogram is computed for every sector. This is done by

pre-computing a mask that maps the pixels of the disc onto an index which can be used

to identify the histogram to be used (see figure 12): Instead of two histograms which

have to be recalculated for every orientation, only a single pass is needed which will

create the histograms for all orientations.

When the histogram computation is complete, the filter response for all eight directions

can be computed very fast by simply adding the histogram values for the sectors that

correspond to a half-disc for a given direction. And even this step can be optimized. After

the filter response for a certain orientation has been calculated one can incrementally

compute the responses for all other orientations only by looking at the last sector of the

current half-disc and the new sector that is going to be added to the half-disc.

The histogram itself is computed using soft binning. This means that the pixel values

are not simply assigned to a single bin based on an interval range. Instead, for every pixel
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Figure 12: Example of the spinning-wheel implementation for histogram creation in four

directions. Separate histograms for all sectors are being created. Half-disc

histograms are calculated by summing up the appropriate sector histograms.

Incremental calculation is possible for all other directions.

value to be binned, a kernel is added to the histogram which may span multiple bins. In

the original implementation by Fowlkes and Martin (see chapter 5) a gaussian kernel is

used for the histogram creation. But we found this approach to be too computationally

expensive (see chapter 6.4). In order to speed up the computation while maintaining

the benefits of soft binning, a rectangular kernel is now being used in this work. A

rectangular kernel has the advantage that the percentage of overlap with a bin can be

calculated much more easily and therefore faster.

If one is willing to drop the requirement that a circular mask has to be used, another

way to speed up the computation has been proposed by Martin et al. [12]. Instead of

computing the histograms by spinning the disc it is possible to leave the rectangular

mask in place and to rotate the image. For each bin a binary image can be computed:

Jb(x, y) =

1, when the pixel at (x, y) is in bin b

0, when the pixel at (x, y) is not in bin b
(7)

Now for every binary image an integral image I can be computed. Imagine now a
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rectangular mask M(pul, pur, pll, plr), defined by its corner points, where pul represents

the upper-left corner, pur the upper-right corner, and so on.

The number of pixels h(b) that fall into a given histogram bin b can be calculated by

h(b) = I(plr)− I(pll)− I(pur) + I(pul) (8)

Since h(b) has to be computed for every pixel and for every bin, the additional work —

which can be executed in linear time to the number of pixels involved — pays off. Now

the complexity of building the histograms has been reduced from quadratic to linear

time.

Although this approach natively only supports hard binning it could be adapted to

work with soft binning if rectangular kernels are being used. It is probably not efficient

to employ this method in combination with other kernels. Since the histogram gradient

computation only consumes a small fraction of the total runtime, we did not implement

this mechanism and used the traditional circular disc in favor of better quality.

4.4 The mPb Detector

Although the Pb approach already yields good results it suffers from a flaw. The disc

size limits its contour detection capabilities. The smaller the disc size, the sharper a

discontinuity in the signal has to be in order to produce a strong filter response. So one

might be tempted to make the disc larger. But that is also not without its problems.

The larger the disc, the more blurred the filter response will be.

The mPb [28] is supposed to overcome this problem. In order to get a localized

filter response as well as the opportunity to detect gradients with a lower slope the

Pb framework is run multiple times with different disc sizes. The disc radii used for

the different runs are [σ2 , σ, 2σ], where σ is the radius of the disc in pixels used for the

Pb detector. This produces oriented gradient signals Gi,σ(x, y,Θ), where i denotes the

channel (brightness, color, etc.).

All those oriented gradient signals are then linearly combined, separately for every
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orientation, using learned weights αi,s with s being an index to identify the scale.

mPb(x, y,Θ) =
∑
s,i

αi,sGi,σ(i,s)(x, y,Θ) (9)

The results however are not yet very useful for computer vision purposes for two rea-

sons: First of all, the final result should be a single boundary map, ideally accompanied

with a measure of confidence. Secondly, the detected boundaries should have a precise

location. The boundary locations as delivered from the previous step are still very blurry

and it is not immediately clear where the exact object boundary should be.

Both objectives can be addressed with a non-maximum suppression. The working

principle is the same as the non-maximum suppression used by the Canny edge detector

which has been discussed in chapter 3.1 (see figure 3). The only difference is how

the directions are calculated. The Canny detector calculates the direction of an edge

through the ratio of the gradient magnitudes in vertical and horizontal direction. In

the case of the mPb detector we have gradient images mPb(x, y,Θ) in eight different

directions. For every pixel (x, y) we take the maximum filter response over all directions

mPbmax(x, y) and memorize the direction where the maximum came from in a separate

map dirmax(x, y). Now we have the same situation — an intensity map and a directional

map — as with the non-maximum suppression of the Canny detector and can apply the

same principle.

Formally we perform the following calculation: Let prev(x, y,Θ) and next(x, y,Θ) be

the values of the ’previous’ and ’next’ pixel in the direction Θ as seen from the pixel at

(x, y). Those pixels do not need to correspond to real pixels in the image but can also

be pixel values that are calculated with sub-pixel accuracy from the neighboring real

pixels.

mPbmax(x, y) = max
Θ
{mPb(x, y,Θ)} (10)

dirmax(x, y) = arg max
Θ
{mPb(x, y,Θ)} (11)

Only pixels (x, y) where the ’previous’ and ’next’ pixels are truly smaller than the
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value at (x, y) are kept. All other pixels are being suppressed. Let us write for brevity

p(x, y) = prev(x, y, dirmax(x, y)) and n(x, y) = next(x, y, dirmax(x, y)).

mPb(x, y) =

mPbmax(x, y), if p(x, y)) < mPbmax(x, y) ∧ n(x, y) < mPbmax(x, y)

0, otherwise

(12)

In order to get the best results for prev(x, y, dirmax(x, y)) and next(x, y, dirmax(x, y))

we interpolate between the pixel values according to the direction dirmax(x, y) is pointing

to as indicated on figure 3.

4.5 Globalisation

4.5.1 Normalized Cuts

The mPb detector only can provide local features. In chapter 3 we have already looked

at the importance of global approaches. Especially for image segmentation one might

want to consider a more top-down approach. We have looked at graph cuts as a region-

based method for image segmentation. Region based methods have the advantage that

they always yield closed contours. We have yet to discuss criteria to partition a graph.

Probably the first criterion that comes to mind when thinking about graph cuts is the

minimum cut criterion [39]. In order to find a min-cut which divides a graph V into two

subgraphs V1 and V2 the following term needs to be minimized.

cut(V1, V2) =
∑

v1∈V1,v2∈V2

w(v1, v2) (13)

where w(v1, v2) represents the edge weight between the nodes v1 and v2.

Minimum cuts in graphs are a well-studied problem with many efficient algorithms

for finding solutions [24] [19]. Although fast solutions can be found, it turns out that

min-cuts are not the best approach for image segmentation because they have a tendency
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to break up the image into overly small regions [33]. To counter this tendency one needs

to penalize small graph fragments.

Many ways to archive this have been explored. As already mentioned, the mechanism

used in the gPb is the normalized cut. The normalized cut approach as proposed by Shi

and Malik [33] seeks to minimize

Ncut(V ) =
cut(V1, V2)

assocV (V1)
+
cut(V1, V2)

assocV (V2)
, (14)

where assocV (X) is a measure of association between the subgraph X and the graph

V defined by the total connection weights between them.

assocV (X) =
∑

x∈X,v∈V
w(x, v) (15)

Informally the normalized cuts approach tries to minimize the ratio between the

weights that are connecting the two subgraphs and the total weights in each subgraph.

Let W be the adjacency matrix of the graph containing the edge weights, di the i-th

row sum of W and x be a vector that represents a cut of the graph with a set of nodes

V in the following way: xi = 1 if the i-th node is in V1 and xi = −1 if the node is V2.

Furthermore, let y = (1 + x)− b(1− x) where

b =

∑
xi>0

di∑
i
di −

∑
xi>0

di
(16)

It can be shown [33] that the exact solution to the normalized cut problem is given by

minNcut(V ) = min
y

yT (D−W)y

yTDy
(17)

s.t. yi ∈ {1,−b} , 0 < b ≤ 1,yTD1 = 0

Finding a solution to this problem unfortunately is NP-hard [33].
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If however the problem is relaxed to allow real numbers it is possible to minimize the

term in equation 17 in an easier way. The term in equation 17 is called the Rayleigh quo-

tient [17]. The Rayleigh quotient can be minimized by solving the following generalized

eigenproblem for the eigenvector that belongs to the second smallest eigenvalue [17] [33].

(D−W)y = λDy (18)

Since the problem has now been relaxed into a continuous domain we are facing the

problem of how to retrieve discrete partitions. This can simply be done by thresholding

the eigenvector. Technically the user is free to choose the threshold according to his

needs. Shi and Malik propose to use the median [33].

This eigenproblem looks familiar because it corresponds to the spectral clustering

approach we described in chapter 3.3. Spectral clustering therefore is equivalent to

finding normalized cuts in a graph.

4.5.2 Spectral Clustering in the gPb

After discussing the relation of the normalized cuts approach to spectral clustering and

how the cut can be found, it is time to look at how the spectral clustering can be used

for the gPb detector.

In order to use the normalized cut approach, a measure of similarity between two

pixels is needed to build the affinity matrix. For this the output of the mPb detector is

being used. The idea is that if the mPb has detected an edge between two pixels, they

are not as likely to belong to the same image region as if no edge was detected. The

affinity between two pixels is set to

Wi,j = exp

(
−
maxp∈ij {mPb(p)}

ρ

)
, (19)

where i and j are pixels in the input image and ij is the line connecting them (sampled

using Bresenham’s algorithm [2]). ρ is a positive value that controls the strength of the
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affinity and therefore controls how similar two pixels need to be in order to be assigned

to the same region.

The graph partitioning approach calls for a fully connected graph. That means that

every pixel would need to be connected to every other pixel. This means that the

eigenproblem can get very large, so large that it won’t fit into the memory of a normal

computer. To deliver results in an acceptable amount of time the problem needs to be

sparsified so that sparse matrices can be used.

This can be done by only connecting pixels within a certain distance and to set the

entry for every other pair to zero. This implementation only considers pixels in a radius

of r = 5 pixels. This is an arbitrary value we found to be a good tradeoff between

memory consumption and quality.

As described in chapter 4.5.1, we need to solve the equation (D−W)y = λDy for y

— which is a generalized eigenproblem — in order to find normalized cuts . There are

many libraries that can solve ordinary sparse eigenproblems. Unfortunately libraries for

solving sparse generalized eigenproblems are hard to come by. In order to use existing

sparse eigensolvers the problem needs to be reduced to an ordinary eigenproblem which

is of the form Cz = λz.

For the following considerations it is important to realize that D is always positive

definite. D contains the row-sums of the affinity matrix W as diagonal elements. All

elements of the affinity matrix fulfil Wi,j ≥ 0 and for the diagonal elements Wi,i = 1

holds. This means that Di,i > 0. Since the eigenvalues of a diagonal matrix are equal

to the diagonal elements D is guaranteed to be positive definite.

We just showed the D is always positive definite which means it is also invertible. The

easiest approach to reduce the generalized eigenproblem to an ordinary eigenproblem

would be to compute the inverse of D to get

Cy = D−1(D−W)y = λy (20)

However, this approach is not numerically favorable. The problem is that D−W is a

symmetric matrix but D−1(D−W) most likely is not. Furthermore, many eigensolvers
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are optimized for real-symmetric or complex-hermitian matrices. A symmetric matrix

would allow for more efficient computation, more numerical stability while using less

memory. Therefore we adopted another approach.

We compute the Cholesky decomposition D = LLT of D. The Cholesky decomposi-

tion requires the matrix D to be positive definite, which we have shown to be the case.

Computing the decomposition is extremely simple in our case — we just need to calcu-

late the square roots of the diagonal elements. The decomposition can then be used to

reformulate the generalized eigenproblem to

Cz = (L−1(D−W)L−T )(LTy) = λ(LTy) (21)

Using a Cholesky decomposition offers some additional advantages. Since D is a

diagonal matrix L = LT and the inverse L−1 = L−T can be computed very efficiently.

After the generalized eigenproblem has been reduced to a simple eigenproblem Cz =

λz, it then can be passed to the solver. The result can then be transformed back to

y = L−T z, (22)

which is a solution to the generalized eigenproblem.

As the examples in figure 13 show, the result is a ’soft’ partition of the image. In

order to make this partition usable for the gPb detector, they need to be converted into a

contour signal. In theory this could also be done using the Pb framework. Unfortunately

the spectral clustering step delivers a much weaker signal than is shown here, so the

Pb filter response would barely be noticeable. Instead, first-order gaussian directional

derivative filters are being used.

This ’soft’ partition is convolved with filters — one for every direction. The results

sPb(Θ) are linearly combined using learned weights into the gPb output.

gPb(x, y,Θ) = γsPb(Θ) +
∑
s,i

βi,sGi,σ(i,s)(x, y,Θ) (23)



42 4 The GlobalPb Contour Detector

Figure 13: Two example images together with their first four eigenvectors
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where G(i, σ(i, s) are the oriented gradients as delivered by the mPb detector. γ and

βi,s are the learned weights for cue i and scale s. Note that the weights βi,s are different

from the ones used for the cue combination of the mPb (see chapter 4.4). As with the

mPb the gradients over all orientations are combined into a single image by taking the

maximum over all orientations.

gPb(x, y) = max
Θ
{gPb(x, y,Θ)} (24)

Again the gPb results are very blurry border maps which need to be thinned. This is

done by using the thinned non-max suppression output from the mPb as a mask

gPbthin(x, y) = gPb(x, y)

1 if mPb(x, y) > t

0 otherwise
(25)

where t is a threshold value that needs to be learned. As a final step a skeletonizing

operation is applied to the gPbthin image. Note, that gPbthin cannot contain any new

contours that have not already been detected by the mPb detector. gPbthin only contains

contours that both detectors ’agree’ on. Since the sPb detector is a region-based detector

it is biased towards closed contours which helps to suppress edges that are not part of

object contours.

Now we can see why the gPb uses a different set of weights than the mPb: In the

context of the gPb detector the contour information of the mPb is used multiple times

in different functions which potentially need two different sets of weights to archive

maximum performance. Initially, the mPb is used to provide contour information to the

sPb in order to perform the globalization step. After the sPb has finished the contours

detected by the sPb and the mPb are merged into the gPb. The purpose of the gPb is

to mostly suppress false positives from the mPb. This means that the mPb should not

have too much influence on the final result. Otherwise it will destroy the benefits of the

globalization step.
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5 Implementation

Our implementation is based on the implementation of the Pb detector by Charless C.

Fowlkes and David R. Martin [4] [15] [12] 1. This original implementation was extended

to a mPb detector. This essentially includes modifications to allow it to be run on

multiple scales, adding routines for combining the results and implementing the non-

maximum suppression. The original implementation was found to be very slow and took

about two minutes to run on a single image while only using the brightness channel. In

order to archive acceptable runtimes on multiple scales the existing Pb code needed to

be optimized.

By replacing many parts of the code with functions from the Intel Performance Prim-

itives (IPP) 2 library a great speed-up could be achieved. Together with the use of a

different method of binning (see chapter 6.4) the computation time could be reduced by

almost a factor of 20. Now the Pb detector can be run in about seven seconds per image

and the entire mPb detector can be run on three scales in about 40 seconds per image.

This runtime could be improved even more through parallel processing, but we re-

frained from doing so because the user is likely to parallelize over the images. However,

the mPb detector itself offers great potential for parallelization. The two components

that consume most of the runtime is the histogram gradient and the texton computa-

tion. The histogram gradients are a promising target for loop parallelization because

they need to be created for every cue, for every scale and for every pixel in the input

image and the results are not dependent on each other.

Since most of the runtime of the Pb detector is spent on computing the textons —

and particularly on the k-means clustering stage — it is also a promising target for

parallelization. There are effective parallel algorithms for k-means clustering [40] [10].

The k-means implementation used in this work however is not easily parellelizable.

The gPb contour detector poses a greater challenge for parallel processing. Most of the

runtime of the gPb detector is used to compute the eigenvectors of the affinity matrix.

1Available from http://www.cs.berkeley.edu/~fowlkes/BSE
2Available from http://software.intel.com/en-us/articles/intel-ipp/

http://www.cs.berkeley.edu/~fowlkes/BSE
http://software.intel.com/en-us/articles/intel-ipp/
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Eigenvector computation can be parallelized and there are many existing software pack-

ages specially designed for this purpose [34]. Unfortunately they are usually designed

to run in an MPI environment — which means they are usually designed to run on

different physical machines. We are not aware of an implementation of a parallel sparse

eigensolver capable of running on a shared memory architecture other than GPUs.

The eigensolver used in this implementation, is ’trlan’ [38]. ’trlan’ is a sparse eigen-

solver package written in Fortran. It can be parallelized using MPI but it offers no

support for parallelization via OpenMP. Another problem of the ’trlan’-package is that

it does not support reentrancy. This probably does not pose a problem for its intended

area of usage since eigensolvers for large-scale problems usually don’t require this prop-

erty. But since the user should be able to parallelize over multiple images it becomes

a problem. So we modified the ’trlan’ package to support reentrancy and recompiled it

for use in a Windows environment.

Our implementation is designed as a C++ library. For convenience we also provide a

stand-alone version for the gPb detector that can be run from the command line. The

parameters can be adjusted through an XML file.

6 Evaluation

6.1 Methodology

Contours can be tricky to evaluate because not even humans can agree on what bound-

aries should be included in an image. But in order to evaluate the performance of the

contour detector an objective method of measurement for contour quality is needed.

The Berkeley Segmentation Dataset3 (BSDS) [8] has established itself as the standard

benchmark for contour detection and image segmentation.

The BSDS comes in two varieties. In 2001 the BSDS300, which contains 300 training,

validation and test images along with human annotations, was released. Recently the

BSDS300 was extended into the BSDS500 which now features 500 sample images. All the

3Available from http://www.eecs.berkeley.edu/Research/Projects/CS/vision/bsds/

http://www.eecs.berkeley.edu/Research/Projects/CS/vision/bsds/
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evaluations were performed on the BSDS500 dataset. Each image has been annotated

by multiple human subjects. Figure 14 shows some example images from the BSDS

together with the annotations of multiple human subjects consolidated into a single

image. Boundaries marked by multiple subjects are displayed stronger than others.

Figure 14: Example images from the Berkeley Segmentation Dataset (BSDS) with hu-

man annotations

The first problem that is immediately obvious from the annotations is that even if two

human subjects agree on the same contours in an image it will be impossible for them

to draw exactly the same boundaries. The evaluation methodology has to take this into

account. This means that a simple pixel-by-pixel comparison of the two boundary maps



6.1 Methodology 47

will yield poor results. The solution of the BSDS benchmark to this is to formulate

the boundary correspondence problem as a min-cost assignment problem in a bipartite

graph.

A min-cost assignment problem P is defined as P = (G, c), whereG = (A
⋃
B, (A×B))

is a bipartite graph composed of two graphs with nodes A and B. c : (A × B) → R is

a cost function with c(ai, bi) ≥ 0 ∀(ai, bi) ∈ (A× B). The goal is to determine a subset

M ⊂ (A×B) so that
∑
i∈M

c(ai, bi) is minimal. For a perfect matching it is also required

that every node in A has an edge to exactly one node in B and vice versa. A perfect

matching defines a bijection between A and B which also implies that |A| = |B|.
In our scenario, the pixels of the two boundary maps to be compared would be regarded

as the nodes of the graph A and B. The cost of the edges between the nodes are assigned

to be the Euclidean distance between the pixels positions in the boundary images which

correspond to the nodes and together therefore form a bipartite graph G. This problem

can now be represented in the form of an adjacency matrix of G.

Although this approach would work in theory, it is impractical because if A and B are

fully connected the resulting adjacency matrix is dense. Since the matrix can become

very large, the time needed to solve this assignment problem exactly would be beyond any

acceptable limits. An approximate solution, however, can be calculated fairly quickly.

In order to speed up the computation the problem needs to be sparsified. For a problem

with |A| = nA nodes in one graph and |B| = nB nodes in the other, this can be done in

the following way (see also figure 15):

1. Remove all edges from the graph whose weights exceed a maximum search distance

dmax.

2. Remove all isolated nodes from the graph.

3. Add nB outlier nodes to graph A and nA outlier nodes to graph B.

4. Add exactly one edge with high costs between all nodes in graph A and the added

outlier nodes in graph B and vice versa.
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A B C D E F

Figure 15: Building the graph for the matching problem. Circles represent real edges,

squares represent outlier nodes. A Real edges after pruning the graph. B

Outlier connections to ensure the existence of a perfect matching. C and D

Fixed number of random outlier connections for every real node. E and F

Random edges between outlier nodes.

5. Connect every real node in the pruned graph to nc random outlier nodes (nc = 6

has proven to be sufficient in practice [12]).

6. Connect every added outlier node in graph A to nc outlier nodes added to graph

B and vice versa.

Steps 3-6 are necessary because in order to keep the computation time within accept-

able limits, a perfect matching must be requested. This is very unlikely to be possible

because it is not guaranteed that both graphs have the same number of nodes and even

if they did, the pruning of edges in step 1 will most likely have made such a match

impossible. This is why in step 3 the outlier nodes are introduced into the graph to

ensure that there are enough nodes on both sides for a perfect match. Step 4 makes sure

that the a perfect matching — albeit not likely to be a good one — exists. The weights

for the connections introduced in step 4 need to be larger than any connection weights

between real nodes to make sure that they are only used when necessary.

The reason why steps 5 and 6 are necessary, is the following: Because we need to re-

quest a perfect matching, once a node in graph A has been assigned to a node in graph

B, both nodes cannot be used for other connections any more. Since the added outlier
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Figure 16: Illustration of the necessity of steps 5 and 6. Left: Input graph without

random outlier connections. Center: An partial matching demonstrating

the desired output. Right: The only possible perfect matching based on the

edges provided in the input graph

nodes initially only have a single connection to the rest of the graph, the matching algo-

rithm has only one option for a perfect matching: Namely to use the single connection

the outlier nodes provide which results in a poor matching. This is demonstrated in

figure 16. To circumvent this, the outlier nodes would need to be connected densely to

the rest of the graph. But this would defeat the purpose of the whole construct. So it is

necessary to keep the number of connections linear to the number of nodes. This is why

a fixed number of random outlier connections are introduced for every real node. The

more connections are introduced, the more likely it is that the matching resembles the

result a fully connected graph would provide.

The same goes for the outlier nodes. Initially it is not possible for outlier nodes to be

matched to another outlier node. This must be possible to ensure that a good matching

is possible.

The resulting assignment problem therefore has the following properties: A perfect

matching is guaranteed to exist and the total assignment-cost of the result is likely to

be a good approximation to the equivalent fully connected problem. The higher the

value for the parameter nc, the more likely the result will be the same as for the fully

connected problem — at the cost of increased computation time.

To solve the assignment problem, the BSDS benchmark internally uses the network
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optimization codes by Goldberg [16] [5] and has found to have a runtime which is linear

to the number of nodes [12].

6.2 Performance Key Factors

In most real-world applications, the quality of the results is not the only important

measure of performance. Since resources are limited, two other measures that might be

of importance are speed and memory consumption. Often there is a trade-off between

memory consumption and speed since there is always the option to store intermedi-

ate results or to re-compute them as they are needed. Another trade-off usually exists

between the quality of the results and the time needed to produce them. Better re-

sults typically require more elaborate methods, which in turn usually means that more

complex computations need to be performed which leads to a longer runtime.

For the evaluation of computation time, operations that are most computationally

intensive are being identified. Then possible alternatives will be discussed along with

their impact on the quality of the results as measured by the BSDS benchmark.

The BSDS benchmark measures precision and recall. Precision is the ratio of correctly

detected contours to the total number of contours detected. Recall is the ratio of correctly

detected contours to the total number of contours.

Obviously those values have to be calculated against every annotated image — as

described in chapter 6.1 — and the results are then averaged. But precision or recall

on their own are not particular useful measures for the accuracy of a detector since it is

usually possible to increase the value of one at the expense of the other. The same is true

for the gPb results. Since the gPb returns the object contours as a map of probabilities,

it is possible to threshold the map at different values. A high threshold will yield fewer

detected boundaries that are none (false positives) but it will also result in more real

boundaries being missed (false negatives).

Measuring precision and recall is a very natural way of measuring the performance

of the detector but as just mentioned, they cannot be measured independently of each

other. Therefore a measure has to be used that combines both values and evaluates
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them together. A popular measure for this is the F-measure,

F = 2
pr

p+ r
(26)

where p denotes the precision and r the recall. The BSDS thresholds the input images

at different levels and calculates precision and recall against all the user annotated

images.

Every point in the precision-recall curve can therefore be associated with an F-

measure. Beside the precision-recall curve, the BSDS also returns the maximum F-

measure and the average F-measure over all thresholds. The maximum F-measure is

given in two varieties:

• OIS (Optimal image scale): The maximum F-measure that could be attained by

selecting an optimal threshold on a per-image basis. This value can therefore be

seen as the peak performance of the detector.

• ODS (Optimal dataset scale): The maximum F-measure that could be attained

by selecting a fixed threshold that maximizes performance over the whole dataset.

This measure can indicate how well the detector generalizes over different images.

6.3 Quality of Results

Probably the first question that comes to mind when thinking about the performance of

an algorithm is how well it performs compared to other competing algorithms. In this

thesis we will compare the performance of the gPb detector against the performance of

the mPb and Pb detector. Since all of the above mentioned detectors are computation-

ally very intensive we are also interested how much better they will perform against a

lightweight edge detection algorithm like the Canny detector.

The test setup is as follows: In order to archive best results the parameters of the

different algorithms were trained through a randomized hill-climbing. In order to get

more accurate timing results all images are processed sequentially. This way effects like
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cache trashing should mostly be avoided. It also avoids the question on how to treat

problems that arise when the algorithm reaches the end of the dataset when there might

not be enough images left to keep all cores busy. Since for some experiments, especially

with the gPb detector, the runtimes are fairly high, only a subset of the evaluation

dataset was used to evaluate the performance of the algorithms.

The Canny edge detector does not return a probability map. Given a certain threshold

value it only returns a binary yes/no decision for every pixel. This behaviour does not

fit well into the evaluation methodology described in chapter 6.1 because the BSDS

benchmark expects probabilistic boundary maps as input. In order to circumvent this

problem the Canny detector is being run multiple times per image with increasing values

for the threshold parameter. The detected edges are then added up and normalized by

the number of runs. The result is a boundary map where the edges that have been

detected in many runs are displayed more strongly than the edges that have only been

detected in a few runs. This can be interpreted as a value of confidence and thus be

used as an input for the BSDS benchmark.

Figure 17 shows some results delivered by the mPb and the gPb detector compared

to the results of the Canny edge detector. The results for the Canny detector have been

processed using the method described above to provide a probability map. To show

the capabilities of the gPb detector we chose the images containing strongly textured

objects. It can be seen that in such a context the Canny detector is likely to produce

more false positives than the gPb while the gPb manages to suppress many of the edges

that do not correspond to object contours. For images with more uniform backgrounds

the differences are not as striking.

While training the parameters of the algorithm we made the observation that the

values of the weights for the mPb (as described in chapter 4.4) and the gPb (as described

in chapter 4.5.2) only have a small effect on the performance of the algorithms. The

values can be trained to slightly increase the overall precision of the algorithms. But

as long as the weights are chosen to be remotely reasonable (approximately uniformly

distributed) the performance of the algorithm hardly changes irrespective of whether the
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Figure 17: Selected results showing the performance of the different detectors. Left:

Example image from the BSDS. Center left: Output of the Canny edge

detector. Center right: Output of the mPb detector. Right: Output of

the gPb detector
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Figure 18: Performance of the components of the gPb detector compared to the perfor-

mance of the Canny edge detector.

actual values are low or high.

This observation bears two implications. First, it greatly simplifies subsequent exper-

iments: No long training is required to archive comparable results. It is sufficient to use

standardized weights. Secondly, it means that the gPb and mPb are general purpose

contour detectors. They will perform roughly the same over a wide range of diverse

images. This is on the one hand a desirable property because it means that there are

very little parameters to tune in order to get a good detection. But on the other hand

it also means that if the algorithm encounters a class of images it has difficulties with,

there is little hope to fix the problem by adjusting the parameters. In contrast to this,

the Canny edge detector does not perform similar over a variety of images but the pa-

rameters can usually be optimized for a special class of images. This aspect is not tested

by the BSDS benchmark since the BSDS contains a variety of different scenes.

Figure 18 shows the precision-recall curves for the different algorithms. The green dot
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in the upper right corner represents the average precision and recall of human annotations

with regards to the annotations of the other subjects. The green lines are iso-F lines,

indicating points of equal F-measure.

It can easily be seen that the Pb detector already outperforms the Canny edge detector.

It is also evident from figure 18 that combining Pb detector outputs over multiple scales

does improve the robustness of the contour detection as well as the peak performance.

Those results are also consistent with the results of Arbelaez et. al. [28] [12] who report

a maximum F-measure of 0.65 for the Pb and a maximum F-measure of 0.67 for the

mPb.

We were unable to reproduce a significant improvement in the peak performance by

introducing globalization as reported by Arbelaez et al. who reported a maximum F-

measure of 0.70 for the gPb. We were, however, able to observe an improvement in the

robustness of the contour detection which can be seen by looking at the improvement of

the average F-measure.

6.3.1 Influence of the different cues

In the field of machine learning, a complex model does not necessarily lead to better re-

sults than a simple one. Similarly for a contour detector, more cues do not automatically

improve the quality of results. In previous work [12] many different cues were examined

and only brightness, color and textures made their way into the gPb contour detector.

It may be of interest to examine the influence of each cue separately.

A first experiment was conducted to see how well every cue would do on its own to

detect object contours. This experiment was conducted by running the Pb detector with

all the other cues disabled. The output images can again be fed directly into the BSDS

benchmark which yields the results shown in figure 19.

These results can be used as a measure of how well suited the cues are for the edge

detection task. As expected the brightness cue gives the best results. A more surprising

result is that the Pb detector with only the brightness cue enabled already gives better

results than the Canny edge detector which might be useful in scenarios where the
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Figure 19: Separate performance of the different cues over multiple scales r (disc radius in

pixels). Top left: Brightness gradient Top right: Texture gradient Bottom

left: Color gradient (a-channel) Bottom right: Color gradient (b-channel)
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computation time is a critical parameter. The texture and Color-b cue also show a

performance close the the peak performance of the canny detector.

6.3.2 Histogram parameters

Histogram creation lies at the very core of the gPb detector. Many million histograms

need to be created over the runtime of the Pb and mPb detector. And although his-

tograms are not needed for the sPb component of the gPb detector it relies heavily on

accurate results delivered by the mPb detector. Since histograms are playing such a

fundamental role in the gPb detector it is worth to spend some time to look into their

effect on the performance in order to maximize their effectiveness.

The first question that comes to mind is how many bins are needed to archive good

results? It is to be expected that additional noise will be generated during brightness or

color gradient computation if the number of bins is too low. While it is clear that too

few bins will hurt the performance, it might not be immediately obvious why too many

bins also have the potential to negatively impact the performance. One might expect

that with increasing number of bins the histograms will approach a continuous spectrum

which improves the accuracy of calculating histogram differences.

There is, however, a problem in the way the histogram differences are being calculated.

The χ2 distance only looks at the difference between corresponding bins in the two

histograms. If more bins are used the data points will likely be distributed more sparse

among the bins which will make the calculation of histogram differences more unstable.

This effect will be especially strong when there are very few data points to begin with,

which is the case at small scales.

To test the influence of the number of bins the following test setup is being used. The

mPb is being run on the BSDS with brightness and color gradient computation only.

All parameters are being held constant except the number of bins. For every setting the

number of bins is set to the same value for both brightness and color cues.

The results of this experiment is shown in figure 20. As it can be seen from figure 20

the performance of the detector initially increases slightly with the number of histogram
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Figure 20: Influence of the number of bins on the performance of the mPb detector

bins and then stabilizes fairly quickly.

We discovered that a large part of the runtime initially was spent during the histogram

creation (something we will discuss in more detail in chapter 6.4). So we were looking

for ways to make the process of histogram creation faster. In the light of this question

we were wondering what effects the actual binning methods actually might have on

the quality of the results. As already mentioned, the original implementation uses soft

binning with gaussian kernels. Additionally to gaussian kernels, hard binning and soft-

binning using a rectangular kernel have been evaluated. A Rectangular kernel has the

advantage that it is very easy to calculate what fraction of the kernel falls into which

bin.

As it can be seen from the results in figure 21, the differences in contour quality are

marginal. But as we shall see in chapter 6.4 the runtimes differ quite strongly. As a

result of our findings we dropped binning with gaussian kernels in favor of rectangular

kernels.
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Figure 21: Precision and recall for different binning techniques

6.4 Computation Time

Next to the quality of the results, the time needed to produce them is also of interest.

Since we discussed the quality of the different components in the previous chapter we

shall now look more closely at the runtime for the different components. Although all

images in the BSDS have the same size we are running the different components on a

subset of 40 images to make sure that we get good average measurements. Figure 22

shows the runtimes for the gPb and its components.

There are many factors which can influence computation time: The size of the input

image, the number of iterations needed for k-means clustering or the convergence speed

of the eigenvector computation — to name just a few. Our measurements have identi-

fied the three major components in the gPb with the largest impact on the computation

time: Histogram creation, texton computation and the eigenvector computation. Un-

fortunately there is very little we can do to speed up eigenvector computation except to

calculate fewer eigenvectors. Therefore we focused on histograms and texture gradients.
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Figure 22: Average runtime per image for the gPb and its components using default

settings.

Building a histogram in itself is not an operation of high computational complexity. So

one might be tempted to see it as not worthy of optimization. In the context of the gPb

contour detector, histogram creation becomes the most critical component to optimize —

even trumping eigenvector computation. The reason for this is, that histogram creation

is at the very core of brightness, color and texture gradient computation and over the

runtime of the detector many million histograms need to be built. This means that small

optimizations can add up to have a huge effect on the total runtime.

There are many ways in which the computation of histograms can be optimized. The

spinning-wheel technique has already been mentioned in chapter 4. Using the same idea

it would be possible to calculate the histograms for all scales in a single run by further

subdividing the disc. We did not implement this optimization in this version of the mPb

detector because we initially wanted to retain the flexibility to use a different number of

histogram bins and textures for every scale. But our experiments described in chapter

6.3.1 have shown that the impact on the quality of the results is negligible. Instead the

histograms are recalculated for every scale. Since there are only three scales involved

the impact on the total runtime is not too high, but there certainly is still room for

optimization.

As we have already discussed in chapter 6.3.1 we have focussed on optimizing the
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Binning method Avg. runtime / image Fmax (ODS) Fmax (OIS) Favg

Hard binning 38 s 0.63 0.67 0.62

Soft binning (rectangular) 38 s 0.66 0.69 0.64

Soft binning (gaussian) 1821 s 0.65 0.68 0.65

Table 2: Runtime and quality indicators for different binning techniques

histogram creation process instead. We have already established that the difference

in quality for the different binning techniques is negligible but as table 2 shows: The

disparity in runtime is very much significant. As a result of our finding we dropped

binning with gaussian kernels in favor of rectangular kernels.

7 Conclusion

As it can been seen from this work the gPb contour detector offers high quality results.

The price to pay is a significantly higher computation time compared to commonly used

edge detection algorithms such as the Canny detector.

Subjectively, it seems that the gPb detector has little difficulties in handling strongly

textured objects which might cause traditional edge detector to fire wildly. In some

cases the probabilities of the detected object contours however do not seem to match

the human intuition very well. This is not necessarily a problem of the concept of the

gPb itself but may be a result of the weakness of the evaluation framework which returns

little information about the quality of the contour probabilities.

The gPb — as far as our implementation is concerned — does offer marginally more

robust results than the mPb detector, although the peak performance is the same as with

the mPb. In the light of those results it is difficult to imagine a real-world application

that might rely on the gPb detector, unless the dataset only has a very limited size and

results are allowed to be pre-calculated.

Although the possible applications of the gPb detector currently remain fairly limited,
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it is an interesting concept. It shows that contour detection from local features and global

information does not have to be mutually exclusive. In order to make the gPb useable

for a wider range of real-world applications more research is needed. A promising field

would be to make use of the relationship between spectral clustering and kernel k-means.

This could lead to significant improvements in runtime.

In our implementation the mPb delivers results almost as good as the gPb but does so

in only a fraction of the time needed by the gPb which makes it a more likely candidate

for use in real-life applications. The mPb also offers the advantage that it can be

parallelized very effectively. It offers such a high potential for parallelization that it even

might be possible to run the mPb in realtime applications on current hardware when

implemented for a GPU.
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