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Abstract

Nowadays online photo-sharing services such as Flickr host billions of images. Therefore, new methods

for managing the tremendous amount of available data have to be explored.

This thesis investigates content-based image retrieval on large-scale community databases. It examines

two different approaches that allow to search an image repository by specifying a query term. Thereby,

the objective is to find images which clearly illustrate the semantic concepts one associates with the query

term. Both approaches discussed in this work use the associated metadata for finding images. That is,

beside the visual content of an image, we also exploit its tags as provided by the community members.

The first approach to retrieve images is twofold. First, we build a graph from the tag list associated

with an image. The link structure of this graph is based on the similarity between tags, whereby both,

visual features and tag co-occurrence are exploited to get a reliable similarity estimate. Finally, we apply

the random walk algorithm to this graph to propagate relevance scores among the tags according to their

pairwise relationship. The position of a tag within the ranked tag list is then used for finding images that

are relevant to the query term.

In our second retrieval approach we utilize a graph that describes the pairwise relation of images by

using multiple cues. More specifically, we derive the graph by exploiting visual features and tags to

establish the link structure, which is then refined by random walk. The use of a nearest neighbor ap-

proximation during graph construction allows to compute an image ranking efficiently and scalably in a

query-independent manner.

Both approaches are evaluated in detail on a large image database by conducting multiple user studies.
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Chapter 1

Introduction

Within recent years, online photo-sharing services such as Flickr witnessed a tremendous increase of

photos contributed by their community members. As of June 2009, Flickr claimed to host more than

3.6 billion images, up from 3 billion in November 2008 [37]. Even though most users avoided to an-

notate photos in desktop and mobile environments due to a lack of incentives, there emerged several

motivations for tagging in online communities. Beside traditional organization and retrieval benefits for

themselves, most users nowadays add keywords to their photos to make them better accessible to the gen-

eral public [1]. These keywords, called tags, describe the visual content of an image or provide additional

contextual or semantical information about the photo. As tagging becomes increasingly popular, partly

due to the rapid spread of camera phones and smart phones in particular, the growth of available images

and metadata is set to continue.

This thesis explores two different approaches that utilize the available tags for the purpose of content-

based image retrieval. Both approaches allow to query an image repository to find images that are a

representative visualization of the query term.

Many recent work addresses the task of finding, searching and ranking photos in databases. For in-

stance, several approaches aim to find representative images of landmarks [39, 16, 4, 19]. Other recent

work [2] uses cluster centroids for finding iconic images with clear foreground objects. The authors

of [30] extend the previous work, as they propose to perform a multimodal joint clustering, based on tags
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and visual features, to identify iconic images that are consistent both in appearance and semantics.

Other approaches rely solely on tags as provided by the author of an image. However, tags in commu-

nity databases often are imprecise and thus limit their use for image retrieval. Therefore, some approaches

analyze and exploit the visual content of images to improve the noisy labeling. For instance, X.Li et

al. [18] predict tag relevance by a neighbor voting approach based on visual features. The authors follow

the intuition that the relevance of a tag for one particular image can be derived from the tagging behavior

of different persons labeling visually similar images. Liu et al. [22] propose a method to explore the

pairwise relationship between tags to gain information about each tag’s relevance to the image content.

The latter work strongly inspired the first part of this thesis. Here, the approach to retrieve images is

twofold. First, we build a graph of the tags associated with an image according to their pairwise similarity,

whereby the main challenge is to define a reasonable similarity estimate. Therefore we exploit the visual

image content as well as the co-occurrence of tags and use a combination of both to establish the link

structure of the graph. Afterwards, we perform a random walk over the tag graph to determine the tag’s

relevance for the image content. However, ranking each image’s tag list individually does not allow a

direct comparison of images among each other. Thus, we exploit the position of tags within the ranked

tag list to measure the relevance of each image to the query term.

In the second part, we use a graph-based approach that adapts the PageRank method [27] to the visual

domain. For instance, Jing and Baluja [12, 13] propose a method for finding product images on large-scale

databases. Here the authors build a query-dependent image graph where images correspond to vertices

and links between them are established according to their visual similarity. Afterwards, the graph is

refined by performing a random walk, which yields a ranking score for each image and hence allows to

perform image retrieval based on this ranking. This approach utilizes prior search engine results and thus

performs an image re-ranking in a query-dependent manner.

As the just mentioned work, our second approach performs a random walk over an image similarity

graph to obtain a ranking. However, we use multiple cues to establish the link structure of our graph,

i.e. tags and visual features. In contrast to our first explored approach, here we directly derive a ranking

among images that allows to obtain a global ranking independent of any predefined query. In order to

let this approach scale well with the steadily growing size of image repositories, we employed a nearest

neighbor approach for graph construction. This idea has been motivated by [7], where the authors propose

a framework for structural analysis of image databases using spectral techniques. The experimental results
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presented in [10] as well as the discussion in [28] prove the rationality of nearest neighbor approaches in

a random walk context.

This thesis is organized as follows. Chapter 2 introduces Markov chains which are used to model the

graphs associated with our random walk applications. It also discusses the random walk in detail and

gives an overview of the prerequisites to ensure convergence of this graph-based method. Chapter 3 then

introduces the tag ranking approach and explains our retrieval method based on the ranked tag lists. Our

second retrieval approach is outlined in Chapter 4. Afterwards we provide a experimental performance

comparison to the first tag ranking approach and finally conclude in Chapter 5.





Chapter 2

Random Walk

This chapter introduces random walk and its application to an associated context graph. In Chapters 3

and 4 we utilize this technique for the purpose of image annotation refinement and content-based image

retrieval. As the actual details of the associated graphs are application-specific, let us first assume that

a context graph is a generic concept to describe the relation between objects, e.g. webpages, images

or words. Therefore, each vertex of the graph represents one particular object. Moreover, the pairwise

relation between vertices is modeled by weighted, directed edges called links. The resulting link structure

of a context graph thus describes the relationship among all of its governed objects.

First of all we facilitate that random walk is a probabilistic graph-based approach by introducing the

simple problem of population migration. Thereby we consider the migration between two geographical

regions A and B. Furthermore, we assume to know the proportions of migration from one location to

another. For instance, we may know that within each year, 40% of A’s population moves to B, while only

15% of the population living in B migrates to A. Intuitively, the question arises whether the population

in both regions will either stabilize or one location will be deserted on the long run. As illustrated in

Figure 2.1, one may represent the problem of population migration as a simple context graph. While

we assume that the migration pattern remains unchanged over years, the population of either region does

obviously change. Therefore we consider PA(i) and PB(i) as the contextual information of this graph,

i.e. the number of people who live in the respective region during the current year i. In fact, random walk
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FIGURE 2.1: Example for a context graph illustrating the population migration problem between two

geographical regions A and B.

provides the means to determine the long-term development based on the population migration pattern.

Thus, it allows to observe the stabilized population distribution developing over time.

This chapter is organized as follows. In Section 2.1 we first discuss the fundamentals of Markov chains

which are used to model the context graph. In Section 2.2 we then introduce a random walk-based

algorithm to iteratively refine the contextual information associated with the context graph and analyze

its convergence behavior in Section 2.3. Finally, we discuss Google’s PageRank algorithm as one of the

most famous examples for a random-walk based application in Section 2.4.

2.1 Markov Chains

This section explains how a context graph can be modeled by Markov chains. Therefore, let G = (V, E)

be such a context graph defined by a set of n vertices V and a set of weighted, directed edges E between

pairs of nodes. As we intend to explore the pairwise relation of objects we further weight each link in

the graph, whereby each weight represents the probability to follow the link from one vertex to another.

Given this context graph we then define a finite set of n states, each of which corresponds to one vertex

of the graph. This set S = {s1, s2, . . . , sn} is called the state space of a Markov chain. Further we

introduce a transition probability from each state to another. Each transition probability between two

states corresponds to one link in the graph. Hence each weight of a directed edge from one vertex to

another determines the probability to transition between the corresponding states of the Markov chain.

Consequently, we model each link between two nodes by a non-negative transition probability. Moreover,

some applications make it necessary to introduce unrelated objects. For instance, assume an "isolated"

geographical region C in the population migration problem which does not show any migration movement
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and hence does not have any link towards A and B. Accordingly, we model this sort of unrelated objects

by zero transition probabilities. In order to derive a formal definition of transition probabilities we define

a Markov chain of first order as

P (Xt+1 = sjt+1 |Xt = sjt) = P (Xt+1 = sjt+1 |Xt = sjt , . . . , X0 = sj0), (2.1)

where X = (Xt)t=0,1,... is a sequence of random variables taking on values from state space S. One

can think of a Markov chain as a sequence of random events occurring at discrete points t = 0, 1, . . . in

time [25]. In the definition given above P (Xt+1 = sjt+1 |Xt = sjt) denotes the conditional probability

of transitioning to state sjt+1 at time instance t + 1 given that the Markov chain already resides in state

sjt at time instance t. Furthermore, the definition given in Equation (2.1) states that we perform time-

discrete steps which solely depend on the current state. Intuitively, we assume that each state comprises

all information that could possibly change the outcome of the stochastic process and thus no knowledge

of states prior to the current is needed. In general, the we start in a fixed state si and transition to a new

state sj with probability pij defined as

pij(t) = P (Xt+1 = sj |Xt = si). (2.2)

In fact, there are applications in which it is reasonable to describe transition probabilities dependent

on time. For instance, it is rather implausible to assume for our introducing example of population

migration that the migration pattern does not change over time. However, this work only considers

context graphs that describe relations between objects such as images and textual annotations. Thus, it

is appropriate to model relations among these objects by time-homogeneous Markov chains. That is, the

probability to transition between states is independent of time. Therefore, we may describe the probability

to follow an edge from vertex i to j by the transition probability pij = pij(t). Due to this assumption

any context graph can be modeled by a time-homogeneous Markov chain of first order [25], denoted by

matrix P ≡ [pij ]n×n = [p(j|i)]n×n. Since this matrix governs all transition probabilities given by the

link structure of G, we call it transition matrix. In fact, the transition matrix is a weighted adjacency
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matrix. For instance, one can describe the population migration graph from Figure 2.1 as

P =


s1 s2

s1 a11 a12

s2 a21 a22

 =


A B

A 0.60 0.40

B 0.15 0.85

,

where state s1 of the Markov chain is associated with vertex A and s2 corresponds to vertex B, respec-

tively. Note that each vertex in the graph (i.e. its corresponding state of the Markov chain) matches one

row and one column in the transition matrix. Thus, the probabilities for migration originating from A

corresponds to the first row of P whereby p12 = 0.40 denotes the probability to transition from node A

to node B in the corresponding context graph. Accordingly, p21 = 0.15 reflects the rate of migration per

year in the opposing direction. The other two probabilities are the probability of staying in A or B such

that each rowsum of P equals 1. Thereby we implicitly assume that the overall population count remains

unchanged, i.e. we do not consider birth- and mortality rates in any way. Keeping this example in mind,

we now aim to support the intuition behind random walk. Therefore we first perform one single step on

the associated context graph, i.e. the migration movement during one year.

2.2 Power Method

When considering a context graph G consisting of a set of vertices V = {1, 2, . . . , n}, we associate each

vertex i with state si of a Markov chain. Furthermore, we described the link structure of G by transition

matrix P = [pij ]n×n. Thereby, each row of matrix P governs all probabilities to follow an edge from

vertex i to j in one step. In addition, we introduce a state distribution xk ≡ [xk(j)]j=1...n governing all

probabilities to reside in one particular state at time instance k. Assuming that we have the distribution

for time instance k we then compute the probability to reside in state j at the subsequent iteration k + 1
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as follows:

xk+1(j) = P (Xk+1 = sj)

= P [Xk+1 = sj ∧ (Xk = s1 ∨Xk = s2 ∨ . . . ∨Xk = sn)]

= P [(Xk+1 = sj ∧Xk = s1) ∨ . . . ∨ (Xk+1 = sj ∧Xk = sn)]

=
n∑
i=1

P (Xk+1 = sj ∧Xk = si)

=
n∑
i=1

P (Xk = si)P (Xk+1 = sj |Xk = si)

=
n∑
i=1

xk(i)pij

(2.3)

As can be seen from Equation (2.3), the probability of ending up in state sj at time instance k + 1 solely

depends on the prior state distribution as well as the transition probabilities comprised in column j of

matrix P. Intuitively, the j-th column describes all links in the graph pointing from any vertex to the

vertex labeled as j and thus Equation (2.3) determines the state probability of vertex j after k+1 steps by

exploring each potential link leading to j. Moreover, we have to supply an initial contextual information

to the graph1. If no additional information is available, one may assume an uniform distribution for time

instance t = 0, that is x0 ≡ [P (X0 = sj)]j=1...n is initialized uniformly by setting x0(j) = 1/n,

whereby
∑n
j=1 x0(j) = 1. The following lemma proves that each successive iteration of random walk

yields a state distribution.

Lemma 2.2.1

The state distribution xk defined in Equation (2.3) is a probability distribution for each k.

Proof. Let x0 be an initial state distribution such that its entries add to 1. Furthermore, let P be a row-

stochastic transition matrix, i.e. the entries of each row of P add to 1. Our inductive assumption is that

for any time-instance k we already know that xk is a probability distribution. Finally, we derive that the

1For instance, the "initial" population distribution over the geographical regions A and B.
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sum over all entries of xk+1 equals one:

n∑
j=1

xk+1(j) (2.3)=
n∑
j=1

(
n∑
i=1

xk(i)pij

)

=
n∑
i=1

n∑
j=1

xk(i)pij

=
n∑
i=1

xk(i)

 n∑
j=1

pij


=

n∑
i=1

xk(i) Ind.= 1

(2.4)

Correspondingly, xk+1 is a probability distribution, whereby each entry xk+1(j) describes the likelihood

of ending up in state sj after k + 1 steps.

As we are not only interested in the probability to reside in one particular state after each iteration but

rather intend to compute the state distribution governing all probabilities, we reformulate Equation (2.3)

as follows

xTk+1 = xTkP = (xTk−1P)P = . . . = (xT0 P)Pk = xT0 Pk+1. (2.5)

This iterative algorithm is known as the Power Method. For k going to infinity, it allows to determine a

state distribution satisfying

xTπ = xTπP. (2.6)

We therefore deduce that xπ is a stationary state distribution, as additional iterations would not yield any

modification of the state distribution. Intuitively, this distribution results from endlessly traversing the

context graph according to its link structure. Since the links describe the pairwise relationship between

the vertices of G we suppose that xπ is an appropriate measure to identify the "importance" of each vertex

in the graph. However, the actual interpretation of this importance is application-specific. For instance,

in the population migration example this importance represents the long-term population distribution

over the two geographical regions. Therefore, let us assume an equally distributed population xT0 =

(0.5, 0.5) at the beginning and let P be the transition matrix corresponding to the context graph depicted

in Figure 2.1. We then compute successive iterations of xTk by using Equation (2.5), which finally yields
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the stationary population distribution xTπ = (0.27, 0.73) after 19 iterations. Since we evaluate the long-

run migration behavior, the resulting stabilized distribution depends on the relationship between both

regions rather than the initial distribution. In fact, it identifies each region’s "importance" as we observe

73% of the overall population living in B, whereas only 23% live in A.

2.3 Convergence

So far we assumed that xπ exists, regardless of the characteristics of transition matrix P. However, to

ensure convergence of the random walk process its transition matrix requires two fundamental properties.

In first place, the transition matrix has to be row-stochastic as this has been a prerequisite for the proof

of Lemma 2.2.1. In fact, this is a reasonable characteristic as each row of P governs the probabilities to

leave the current state. Furthermore we presume that the context graph comprises all relevant vertices,

e.g. in the population migration example we assumed that there are no other geographical regions besides

A and B. In addition, a Markov chain must not get stuck in a subset of states. For this purpose we first

introduce a fundamental property of Markov chains.

A Markov chain is said to be irreducible if each state is ultimately reachable by any other state. Thus, if

a Markov chain becomes trapped in a set of states (i.e. once entered this set of states, it will never reach a

state not included in this set), it is said to be reducible. In practice, objects often are not related with each

other and thus have no link established in the context graph. In this case we encounter a sparse transition

matrix, whereby the higher the degree of sparseness, the more likely the transition matrix is reducible.

To maintain convergence in cases of reducibility we are then forced to slightly alter the context graph’s

original link structure. For this purpose, let v ≡ [v(j)]j=1,...,n be a column vector corresponding to a

state distribution consisting of strictly positive values. Consequently, this vector is normalized such that

its entries sum to 1. We then reformulate Equation (2.3) as

xk+1(j) = α

n∑
i=1

xk(i)pij + (1− α)v(j), (2.7)

where α ∈ [0, 1]. Opposing to Equation (2.3) we not only make the vertex j accessible by traversing over

the graph’s link structure, but also allow to directly reset to the respective vertex. Therefore, each state j

is reachable in exactly one step, even if the random walk process resides in a set of states that do not have



18

a link to j. In cases where no auxiliary knowledge is available one may initialize v uniformly. However,

it also allows to assign a "prior probability" to each vertex by setting its entries to non-uniform values.

The latter case is why we also refer to v as the bias vector, since it lets us influence the random walk

result to our preferences. We now reformulate Equation (2.7) more compactly as follows

xTk+1
(2.7)= αxTkP + (1− α)vT (2.8)

and apply some algebraic manipulations to it

= αxTkP + (1− α)(

1︷︸︸︷
xTk e)vT (2.9)

= xTk [αP + (1− α)evT ] (2.10)

= xTkP′ (2.11)

where e corresponds to a column vector of all 1. Moreover, xTk e =
∑n
j=1 xk(j) = 1 since xk is a

state distribution. As one can see, Equation (2.11) is equal to Equation (2.5) except for a new transition

matrix P′ ≡ [p′ij ]n×n. In fact, this new transition matrix is a convex combination of P and a strictly

positive matrix E ≡ evT . Thus, P′ consists of strictly positive transition probabilities, as each entry of

E is strictly positive. Therefore, the new transition matrix is irreducible by definition. Due to its strictly

positive entries the transition matrix P′ allows to traverse between each pair of vertices in the context

graph and hence ensures that the random walk can not get stuck. Furthermore, one can easily prove that

our adjusted transition matrix still is row-stochastic, since each of its rows adds to 1:

n∑
j=1

p′ij = α

n∑
j=1

pij + (1− α)
n∑
j=1

v(j) = 1 (for i = 1, . . . , n) (2.12)

Even though we apply the Power Method to a new transition matrix we still obtain a probability distri-
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bution as result of each iteration. Similar to the proof of Lemma 2.2.1 we deduce that

n∑
j=1

xk+1(j) (2.7)=
n∑
j=1

(
α

n∑
i=1

xk(i)pij + (1− α)v(j)

)

= α

n∑
j=1

n∑
i=1

xk(i)pij + (1− α)
n∑
j=1

v(j)

(2.4)= 1,

(2.13)

since
∑n
j=1 v(j) = 1 by definition. In the following lemmata we will show that the successive iterations

of the Power Method converge to a unique stationary state distribution, i.e. the dominant eigenvector of

the transposed transition matrix. Thereby we assume a row-stochastic transition matrix A ≡ [aij ]n×n

with aij > 0 which describes an arbitrary context graph.

Lemma 2.3.1

A is a primitive matrix.

Proof. According to the definition of primitive matrices given in [25], our prove is twofold. First of

all, aij > 0 implies that A is non-negative. Furthermore aij > 0 also ensures irreducibility, since the

probability to transition between any two states is non-negative. Second, the largest eigenvalue of a row-

stochastic matrix is known to be 1 [25], which in turn is known to be the unique dominant eigenvalue of

A (Perron-Frobenius Theorem). That is, 1 is the largest eigenvalue of A and any other of its eigenvalues

is strictly smaller in absolute value.

Lemma 2.3.2

When iteratively applying the Power Method to A we obtain successive state distributions that converge

to a unique stationary state distribution xπ as the number of iterations goes to infinity.

Proof. We now prove that the Power Method results in a stationary state distribution xπ . We split this

proof into a proof of existence and a proof of uniqueness.

Step 1 (Existence): To show that xTπ = limk→∞ xTk
(2.5)= limk→∞ xT0 Ak exists we determine whether

Ak exists as k goes to infinity. According to Lemma 2.3.1 we know that A is a primitive matrix. For this

specific class of matrices we know that limk→∞Ak exists [25] and hence xπ exists, too.
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Step 2 (Uniqueness): According to [25], the solution of limk→∞Ak for a primitive matrix A is given

by

lim
k→∞

Ak =
pqT

qTp
> 0, (2.14)

where p and q are the unique Perron vectors of A and AT . Thereby, Perron vector p of the row-stochastic

matrix A is defined as the unique vector satisfying Ap = p where p > 0 and ‖p‖1 = 1. By introducing

the n-dimensional column vector e of all ones, one can derive from

A
e
n

=


1
n

∑
j a1j

...

1
n

∑
j anj

 =


1
n

...

1
n

 =
e
n

(2.15)

that p = e/n is the Perron vector of matrix A. However, Perron vector q of the column-stochastic matrix

AT is unknown. We then derive from Equation (2.14) that

lim
k→∞

Ak =
(e/n)qT

qT (e/n)
=

eqT

qTe
= eqT . (2.16)

Thus a positive, irreducible Markov chain defined by its row-stochastic transition matrix A converges to

a unique stationary state distribution given by

xTπ = lim
k→∞

xTk
(2.5)= lim

k→∞
xT0 Ak = xT0 eqT = (xT0 e)qT = qT . (2.17)

Note that xT0 e =
∑n
i=1 x0(i) = 1 since x0 is the initial state distribution. Furthermore, one can observe

that the stationary state distribution does not depend on the initial state distribution.

Lemma 2.3.3

Applying the Power Method to A yields the dominant eigenvector of AT .

Proof. The Power Method as defined in Equation (2.5)

xTk+1 = xTkA (2.18)
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converges to a unique stationary state distribution for k going to infinity, in which case xTπ = xTπA holds.

(Lemma 2.3.2). The transpose of the latter Equation yields ATxπ = xπ , whereby xπ is the eigenvector

to eigenvalue 1. In order to prove that it is the dominant eigenvector of AT we simply show that 1 is its

largest eigenvalue. Since A is row-stochastic we know that its largest eigenvalue is 1 [25]. Furthermore,

det(A) = det(AT ) implies that both matrices have the same eigenvalues, since they share the same

characteristic polynomial. Thus, 1 is the largest eigenvalue of AT and hence xπ is its corresponding

dominant eigenvector.

2.4 Example Application: PageRank Algorithm

In 1998, the Google founders Larry Page and Sergey Brin proposed the PageRank [27] algorithm which

elevated their search engine ahead of its competitors. After robot crawlers determined the hyperlink

structure of the web, this information is used to build a context graph, which in turn allows to determine

the PageRank of each webpage prior to a user’s query. At query time, the user may then retrieve a ranked

list of webpages for any query almost instantaneously, as this only requires a simple lookup [17]. In this

section we will show how the PageRank vector is determined by applying the Power Method to the web

graph. Based on the assumption that the perceived "importance" of a webpage can be inferred from the

hyperlink structure of the web, we consider each hyperlink originating from a webpage as indication for

the importance of the targeted webpage (see Figure 2.2).

To avoid to overrate the influence of a webpage, each weight of a link originating from a webpage Qi

is tempered by its outdegree, denoted by deg(Qi). More precisely, the outdegree of a webpage is equal

to its total number of outlinks. In addition, the importance conferred from webpage Qi to webpage Qj is

proportional to the importance of webpage Qi. Therefore, the rank of a webpage Qj is defined as

xk(Qj) =
∑

Qi∈BQj

xk−1(Qi)
1

deg(Qi)
, (2.19)

where BQj is the set of webpages having outlinks to Qj . In fact, this recursive definition is strongly

related to Equation (2.3). In this context, the transition probability pij corresponds to 1/deg(Qi) as each

link originating from webpage Qi is assumed to be equally probable. It should be mentioned that any

other webpage not included in BQj does not have a hyperlink to Qj and hence has a transition probability
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Webpage i - 1

Webpage i + 1

FIGURE 2.2: A single webpage often is referred to by many hyperlinks, as exemplified for Amazon.com.

The i-th webpage contributing to its importance in this case is a hyperlink originating from

Wikipedia.

of 0. Similar as in Equation (2.3) the recursive definition of xk allows to perform random walk on the web

graph, which is traversed according to its link structure established by the hyperlinks between webpages.

Thereby, the web graph most likely contains webpages that have an outdegree of 0, i.e. webpages having

no outgoing hyperlinks, which are called dangling pages. As each dangling page corresponds to a row of

all 0 in the transition matrix, this violates our assumption that the transition matrix is row-stochastic.

For this reason we add uniform weights originating from each dangling page to any other webpage

represented by the web graph. Therefore, let n be the number of vertices in the web graph modeled

by transition matrix P of dimension n × n. Let further be u ≡ [u(i)]n×1 a vector corresponding to a

uniform state distribution over all vertices in the graph, i.e. u(i) = 1/n and let d ≡ [d(i)]n×1 be a vector

identifying all nodes having an outdegree 0, that is

d(i) =


1 if deg(Qi) = 0

0 otherwise.
(2.20)
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We then construct a valid transition matrix P′ as follows

P′ = P + duT . (2.21)

Each dangling page establishes n links weighted with uniform transition probabilities. This ensures that

P′ is a row-stochastic transition matrix. As discussed earlier, the transition matrix not only has to be

row-stochastic, but also irreducible. The latter almost certainly does not hold for the web graph, since it

is very likely that it is not strongly connected 2.

For instance, consider the example given in Figure 2.3. Obviously, once the random walk enters state

5, it is stuck in {5, 6}.

4 6

3

2

51

FIGURE 2.3: An example for a reducible graph corresponding to a reducible Markov chain. Once reach-

ing state 5, the random walk process is stuck in {5, 6}.

To avoid issues in terms of convergence Google adjusts the transition matrix as stated in Equation (2.7).

From a commercial point of view the use of a non-uniform "personalization vector" v has the advantage

to allow Google to adjust the PageRank of particular webpages and hence influence their search engine’s

ranking result [17].

2A graph is strongly connected if there is a path from each vertex in the graph to any other vertex in each direction.





Chapter 3

Tag Ranking

This chapter deals with the exploitation of tags in the domain of image retrieval. In this scenario we

assume a user that queries the database by specifying a query term. In fact, many social media sharing

communities such as Flickr offer their members a text-based search for finding images. However, the tag-

ging behavior of its users is fundamental for the quality of the retrieval results, as content-based retrieval

systems are based on the assumption that the tags of an image describe its visual content.

Sigurbjörnsson et. al [35] observed that the labels provided by the Flickr community as a whole span a

broad spectrum of the semantic space. For instance, beside the tags describing an image’s visual content,

the authors also supply tags that give information about when and where the photo has been taken. Even

though this user-specific background information (e.g. time and place) offers a richer semantical descrip-

tion of an image, it often is of little use for image retrieval. Moreover, tag lists as initially provided by

Flickr users often are imprecise and ambiguous. In fact only around 50% of the tags are related to an

image [15]. In addition, studies revealed [22] that less than 10% of the images have their most descriptive

tag at the top position of their attached tag list. This mediocre quality of tag lists can arise from many

causes. Besides many clear cases in which authors label their images with meaningless tags, there are

also more subtle difficulties in the manual tagging scenario. In fact, tags often have a diverse visual ap-

pearance depending on the perspective of the photographer (see Figure 3.1). Thus, the relevance of a tag

for the visual content of an image mostly depends on the user’s subjective perception of the image.
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FIGURE 3.1: Different visualizations for "bus".

Beside the mentioned problems we still expect a certain correlation between the author’s input sequence

of tags and their relevance for the image content, as this coincides with most users’ habits. Even so, we

suppose that this correlation is not strong enough to reliably perform image retrieval based on the initial

tag lists. Recent work thus performs a relevance ranking on the images’ tag lists to provide a more reliable

source for image retrieval. Therefore, the authors of [18] estimate tag relevance by accumulating votes

from visually similar neighbors. They assume that a tag is likely to reflect objective aspects of the visual

content of an image if different persons label perceptually similar images using the same tag. Based on

the ranked tag lists they then perform a tag-based retrieval to obtain images that are relevant to the query.

Alternatively, other approaches [36, 22] propose to use a graph-based random walk-refinement of each

tag list to achieve a relevance ranking. Opposing to the former voting approach, the latter work exploits

the pairwise tag relationship to identify the importance of each tag for the image content.

The tag ranking system as proposed by Liu et al. [22] strongly inspired the approach presented in

this chapter, which is organized as follows. First, we construct the tag similarity graph in Section 3.1.

Section 3.2 then explains the probabilistic bias used for the random walk-based refinement, followed by

the implementation details in Section 3.4. Based on the random walk results we then devise an image

retrieval system in Section 3.3 and finally conclude with an experimental evaluation in Section 3.5.

3.1 Tag Similarity Graph

In order to perform random walk, the first step is to define a context graph. As we rank the tag list

of an image by exploiting the pairwise relationship between tags, we call G the tag similarity graph.
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FIGURE 3.2: Illustration of the tag similarity graph for an image labeled with three tags, e.g. "aircraft",

"airport" and "vacation".

Given an image labeled with n tags, we first associate each tag with one vertex of the graph and hence

obtain a graph consisting of n nodes. Afterwards, we model the relationship between pairs of tags by

establishing links in G. That is, we connect the associated vertices by weighted, directed edges. When

determining the weight of each link we assume that strongly connected tags are more descriptive for the

image content rather than isolated tags. That is, we weight a link stronger the more similar the respective

tags are. Furthermore, this weight reflects the probability to transition from one vertex to another and

hence characterizes the "random walker’s" behavior while traversing the graph. For instance, if an author

labels an image with similar tags such "aircraft" and "airport", we expect both tags as more relevant to

the image content rather than an isolated tag, e.g. "vacation". The construction of the tag similarity graph

is illustrated in Figure 3.2. However, we require a reliable measure for tag similarity to determine the

link weights pij . For this purpose we utilize two complementary approaches as proposed in [22]. Both

approaches employ different ideas to estimate tag similarity, one based on visual features, called exemplar

similarity, and the other based on tag co-occurrence, called concurrence similarity. We linearly fuse both

similarities to obtain the link weights used for the graph construction.

The exemplar similarity ϕe measures the similarity between tags with respect to the visual content of

an image. Therefore, let x be an image labeled with a sequence of tags, e.g. t1, t2, . . . , tn. To determine

the pairwise tag similarity based on visual clue, we start with a broad set of images. That is, for each

tag ti we first determine all images that are labeled with ti. We call this set of images Ψti . However,
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e.g. (aircraft, vacation)

Visual exemplars for each tag, according to x 
Image x

Γairport
…

aircraft
…Γ

Γvacation
…

1 2 3
4

5 N

1 2 3 4 5 N

…

…

Γaircraft

Γvacation

Exemplar Similarity
     for tag pair

(aircraft, vacation)

Pairwise
comparison

of all exemplars

φe

1 2 N

1

1

2

2

N

N

FIGURE 3.3: For two tags, e.g. "aircraft" and "vacation", the exemplar similarity is determined by pair-

wise comparisons between the representative image collections Γaircraft, Γvacation.

Ψti is not explicitly related to the content of one particular image as it simply contains all images labeled

with a certain tag. For this reason we constrain Ψti to the subset of images that share a similar visual

content with x. As illustrated in Figure 3.3, we therefore determine the N visual nearest neighbors of x

for each of its tags. We obtain this set of visual exemplars, denoted by Γti , by comparing each image to

x according to the L1 distance of their respective image representations as low-dimensional vector (see

Section 3.4.2). That is, Γti ⊆ Ψti contains an image if the distance of the vector representations is among

the N smallest distances. Based on this collection of visual nearest neighbors for each tag of an image,

we derive the exemplar similarity as follows

ϕe(ti, tj) = exp(− 1
N ·N

∑
x∈Γti

,y∈Γtj

‖I(x)− I(y)‖21
σ2

), (3.1)

where ‖I(x)− I(y)‖1 denotes the L1 distance between the image representations I(x) and I(y) re-
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spectively and σ is a normalization constant set to the median of pairwise L1 distances of all images.

Intuitively, a pair of tags (ti, tj) is more likely related if their respective representative collections Γti

and Γtj share a similar visual content. We avoid near-duplicates provided by a single author by limiting a

user’s contribution to one image per collection. Moreover, it is necessary to take care of noise introduced

by polysemy. For instance, ambiguous tags such as "crane" often yield a highly diversified image content

in Ψti , as each image relevant to this tag may either depict a bird or else show construction equipment

at a building site. Beside the number of necessary image comparisons growing quadratically in N , it is

therefore advisable to apply a nearest neighbor strategy by using only small values.

Complementary to the previous visual approach, the concurrence similarity ϕc assumes that the co-

occurrence of tags in large databases reflects their true use in society and hence allows to acquire addi-

tional information about tag similarity. We assume that two tags are similar if they are both frequently

used together to describe the visual content of images. However, we also have to take care of each tag’s

total number of occurrences to obtain an estimate that is comparable among different pairs of tags. Thus,

we adopt the Google Similarity Distance [3] to our needs, as it takes all mentioned aspects into account.

According to the definition proposed by Cilibrasi and Vitányi, we obtain an estimate for the semantic

distance as follows

d (ti, tj) =
max (log f (ti), log f (tj))− log f (ti, tj)

logG−min (log f (ti), log f (tj))
, (3.2)

where f (ti) and f (tj) is the number of images containing ti and tj respectively within our database, and

f (ti, tj) is the number of images being annotated with both tags. Again, we constrain the contribution

of each author to one image and hence take care of noise that might be introduced by single users.

Furthermore, G is the total amount of images in our database (see Section 3.4.1). As one can see, the

higher the co-occurrence of two tags, the smaller is their semantic distance. Based on this estimate we

define the concurrence similarity as

ϕc (ti, tj) = exp (−d (ti, tj)). (3.3)
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Due to the complementary nature of exemplar- and concurrence similarity, we expect that a linear

combination of both boosts performance over using only one of them. Therefore, we define the tag

similarity matrix S ≡ [sij ]n×n as

sij = s (ti, tj) =


λ · ϕe (ti, tj) + (1− λ) · ϕc (ti, tj) if i 6= j

0 otherwise,
(3.4)

where λ ∈ [0, 1] determines the weight between exemplar- and concurrence similarity. We set the diago-

nal entries of S to zero as they are non-informative for the pairwise tag similarity.
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FIGURE 3.4: The tag similarity matrix is built according to the initial input sequence of tags, as specified

by the image’s author, e.g. t1, t2, . . . , tn.

Even though this matrix, as illustrated in Figure 3.4, governs all relevant tag similarities, it is not a

valid transition matrix as required for random walk. According to the discussion in Chapter 2, a transition

matrix has to be row-stochastic and irreducible. The latter is ensured by the definition of the exemplar-

and concurrence similarity, since both yield positive values in range (0, 1]. Obviously though, S is not

row-stochastic in general. Thus we define a new matrix P ≡ [pij ]n×n based on S, hereafter referred to

as transition matrix:

pij =
sij∑
k sik

(3.5)

We consider pij as the probability for the "random walker" to traverse the link from tag ti to tag tj , based

on their pairwise tag similarity. Moreover we ensure that the new transition matrix P is row-stochastic

due to the row-wise normalization.
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3.2 Probabilistic Tag Relevance Estimation

Beside the transition matrix, the random walk also requires a bias vector. As discussed in Chapter 2, the

use of the bias vector serves two fundamental purposes in random walk applications. First of all, it is used

to ensure convergence of the random walk process by ensuring irreducibility of its transition matrix. Even

though our transition matrix is irreducible by definition, the use of a bias is still advisable as it allows to

enhance the relevance ranking of tags. In fact, assigning a "prior importance" to each vertex has been

successfully applied in many random walk-based applications [13, 12, 36, 22]. The authors of the latter

work [22] describe how to obtain an initial relevance estimate for each tag of a given image’s tag list.

Accordingly, the most direct way to characterize a tag’s relevance is to regard the conditional proba-

bility p(t|x) as an estimate, as it indicates the probability of tag t given image x. However, keywords

used too frequently for tagging often add only little information to an image as they tend to be less de-

scriptive for the image content. Common examples for generic tags are "2007" and "nature", which are

monkey, goat, nature, 
zoo

insect, butterfly, monarch, 
nature

desert, sand, dunes, 
nature

FIGURE 3.5: Images downloaded from Flickr according to tag "nature".

non-informative in most cases (see Figure 3.5). For this reason, we define the probabilistic tag relevance

score (PTR score) as

s(t, x) =
p(t|x)
p(t)

. (3.6)

This definition devalues a tag proportional to its occurrence frequency. Based on Bayes’ Theorem we

then redefine the above Equation, as a direct computation of p(t|x) is infeasible. Thus, we derive

s(t, x) =
p(x|t)p(t)
p(x)p(t)

=
p(x|t)
p(x)

, (3.7)
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where p(x) is the prior probability of image x and p(x|t) is the probability of image x given tag t. Since

we aim to rank the tags for one individual image x, the prior probability of x is identical for all of its tags.

Hence we can write Equation (3.7) as

s(t, x) ≈ p(x|t), (3.8)

whereby we conclude that p(x|t) is proportional to p(t|x). In order to determine an estimate for p(x|t)

we consider the set of images labeled with t, which we call the image space. As we describe the content

of an image by its representation as low-dimensional vector (see Section 3.4.2), we further assume that

the image space has an associated probability distribution. That is, we consider each image Xj labeled

with t as an identically-distributed random variable, whereby each random variable has the same prob-

ability distribution as the others. Additionally, we assume that the images are mutually independent1.

Given this sequence of independent and identically-distributed random variables (Xk)k=1,...,m with a

common probability density function f(x) = p(x|t), the Kernel Density Estimation (KDE) [29] allows

to determine an estimate for f(x) as follows

f̂(x) =
1
mh

m∑
j=1

K

(
x−Xj

h

)
. (3.9)

Thereby, K is a kernel function and h is a smoothing parameter called bandwidth. Moreover, m is the

number of random variables, i.e. images labeled with tag t. Hörster et al. [9] showed that the L1 distance

is a reasonable similarity measure for our used image representation. Therefore, the distance of two

images x andXj is computed by the L1 distance of their vector representations, i.e. x−Xj ≡ ‖x−Xj‖1.

FIGURE 3.6: Gaussian kernel with mean 0 and standard deviation 1 (see [38]).

1We only allow one image per user and thus take care of image series.
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Moreover we choose a Gaussian kernel with mean 0 and standard deviation 1 (see Figure 3.6), which

is defined as

K

(
x−Xj

h

)
=

1√
2π

exp (− (x−Xj)2

2h2
), (3.10)

whereby the kernel’s variance is controlled indirectly by smoothing parameter h. We then substitute

Equation (3.10) into Equation (3.9) and thus obtain

f̂(x) =
1
m

1
h
√

2π

m∑
j=1

exp (− (x−Xj)2

2h2
)

(∗)
≈ 1

m

m∑
j=1

exp (− (x−Xj)2

c2
).

(3.11)

In conclusion from Equation (3.11) we receive that each data sample (i.e. image) contributes one kernel

to the density estimate f̂(x), which is smoothed by bandwidth parameter h. As we have no auxiliary

knowledge about the optimal value for the bandwidth parameter, we empirically chose a normalization

constant c in (*), which is set to the median of pairwise distances of all images. The proper choice of

the bandwidth is an important aspect to obtain a reliable estimate, since a larger bandwidth may yield

an overly smoothed density, whereas a very small bandwidth may result in a too conservative estimate.

The problem of optimal bandwidth selection has not been addressed here. A detailed discussion to this

subject can be found in [31, 32].

Intuitively, Equation (3.11) lets each neighbor Xj place a vote for x, whereby each vote is smoothed

by the kernel function. Therefore we estimate the relevance of a tag based on "collective intelligence"

from friend images [22]. This estimate is considered as the PTR score, which in turn is used to bias the

random walk.

3.3 Image Retrieval

In Section 3.1 and Section 3.2 we described our tag ranking system, i.e. we introduced the tag graph

construction and the bias, respectively. We then perform random walk on the tag graph by applying the

Power Method, as discussed in Chapter 2. That is, we iteratively use Equation (2.8) until convergence is

achieved, whereby each tag is assigned a relevance score. Finally, the tag list is re-ranked according to

this score. The random walk-based ranking process is illustrated in Figure 3.7.
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FIGURE 3.7: During the tag ranking process the score residing in each node is refined iteratively until

convergence is achieved. The ranked tag list is obtained by sorting the nodes according to

their scores in decreasing order.

As illustrated in Figure 3.8, our retrieval system allows to find images within our database in a query-

by-term manner. Based on the ranked tag lists, it returns images that are relevant to the query term.

For simplification, our query terms consist of a single word, i.e. a tag. However, we do not have any

additional information which images are the preferable output of our retrieval system, i.e. which images

are the most relevant ones for the query tag.

Therefore we need a ranking function to determine the relevance of each image. We suppose that the

position of the query tag within an image’s tag list entails information about the relevance of this tag

for the individual image content, and vice versa. That is, we assume that the position of the query tag

identifies the relevance of an image for the query term. Finally, Section 3.5.2 introduces different ranking

functions and provides a performance comparison.

3.4 Implementation

3.4.1 Database

Our image database consists of 261,901 images downloaded by the Flickr API service. To derive this

dataset we downloaded up to 10,000 images from each of the following 28 categories: aircraft, beach,
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FIGURE 3.8: Schematic system overview.

bicycle(s), bird(s), boat, bottle(s), building, bus(es), car(s), cat(s), chair(s), city, coast, cow(s), desert,

dog, forest, horse(s), motorcycle(s), mountain(s), people, potted plant, sheep, sofa, street(s), table(s),

tree(s), tv. As we download images according to their authors’ tags, images with multiple tags can

be part of multiple categories. Note that the dataset contains objects as well as scene categories. Some

example images from the dataset can be seen in Figure 3.9. We also store the images’ associated metadata

including their tags. We count 136,372 unique tags in our collection.

3.4.2 Image Description Based on Visual Features

As used for the tag graph construction we require a fixed size vector representation of each image, based

on visual features. We choose an image description based on the probabilistic Latent Semantic Analysis

(pLSA) [8]. The pLSA originates in text analysis and document retrieval. It enables learning an abstract

high-level description from the occurrence counts of low-level features like words (i.e. tags), and may

even be transfered to the visual domain. For instance, one can also use quantized basic visual features

thereby commonly referred to as "visual words". Utilizing this low-dimensional image description is very

efficient. Moreover, compared to directly using low-level image features, it describes the images’ content

with fewer noise by overcoming some issues. Lienhart and Slaney [21] showed that comparing topic
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FIGURE 3.9: Randomly picked example images from our database consisting of 28 tag categories, down-

loaded by the Flickr API service.

vectors yields better results than directly comparing bag-of-word histograms.

The key concept of the pLSA model is to map the high-dimensional word distribution or word count

vector of a document to a lower dimensional topic distribution (also called aspect vector). To achieve

this, pLSA introduces a latent, i.e. unobservable, topic layer between the documents and the words. It is

assumed that each document (which are in our case the images) consists of a mixture of multiple topics

and that the occurrences of words (i.e., visual words in images or tags associated with images) stem from

the topics in the respective mixture. This generative model is expressed by the following probabilistic

model:

p(di, wj) = p(di)
∑
K

p(zk|di)p(wj |zk) (3.12)

where p(di) denotes the probability of a document di of the collection to be picked, p(zk|di) the proba-

bility of a topic zk given the current document, and p(wj |zk) the probability of a visual word wj given a

topic. K denotes the number of topics. Although the latent topics describe the content of images, only

the occurrence of words in tag lists or visual words in images can be observed in practice. To learn the

pLSA model, i.e. its distributions p(zk|di) and p(wj |zk), the Expectation-Maximization algorithm [5, 8]

is applied. Note that the learning procedure is completely unsupervised and therefore the topics itself are

defined automatically.
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Once a topic mixture p(zk|di) is derived for each document di, a high-level representation based on the

respective mode has been found. The entries of the topic vector denote to which extent an image depicts a

certain topic. As we commonly choose the number of concepts in our model to be much smaller than the

number of distinctive words this representation is low-dimensional. The K-dimensional topic mixture

vector is then used to compute the distance between images as in Equations (3.1) and (3.9). Given two

images di and dj we measure their distance by the L1 distance of their respective vector representations,

that is

d(i, j) =
K∑
k=1

|p(zk|d1)− p(zk|d2)| . (3.13)

To apply the pLSA model in the visual domain we consider each image as a single visual document.

The pLSA can be applied directly to image tags, as image tags consist of words. However, for our visual

features we need comparable elementary parts called visual words. These visual words are computed by

quantizing local feature descriptors extracted from image regions.

We determine the image regions by applying dense sampling with a vertical and horizontal step size

of 10 pixels across an image pyramid created with a scale factor of 1.2. SIFT descriptors [23] computed

over a region of 41×41 pixels are then used to describe the local image content in a scale and orientation

invariant fashion. It should be noted that any other feature detector or descriptor could be used instead.

Quantization is performed with a vocabulary tree [26] in order to support large vocabulary sizes. The

vocabulary tree is computed by repeated k-means clustering that hierarchically partitions the feature

space. Such a hierarchical approach overcomes two major problems of the traditional direct k-means

clustering in cases where k is large. Firstly, during vocabulary learning, applying the k-means algorithm

repeatedly with small k is computationally more efficient than running it only once with larger k. Sec-

ondly, the mapping of visual features to discrete words is very fast. In our experiments we constructed a

visual vocabulary consisting of 10,000 visual words.

Once the visual vocabulary is determined we map each feature vector of each image to its closest visual

word. Then, we derive a bag-of-visual words representation by counting the occurrences of each visual

word in the respective image. Note that this image content description does not preserve any geometric

relationship between the occurrences of the visual words.

The word count vectors are then used to compute the pLSA model. Our experimental results indicated
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that using 50 topics yields a less reliable image representation than using a 200-dimensional vector.

Therefore we used 200 topics leading to a 200-dimensional visual feature based description of each

image’s content.

3.4.3 Tag Ranking System Details

Before the actual tag ranking, we applied a simple prefiltering to each tag list to avoid noisy and mean-

ingless tags. That is, we discard any tag not found in our tag vocabulary. We include tags within our

vocabulary if (1) the tag does not contain any special character or numbers and (2) it is used by at least 5

different authors for a minimum of 25 images. For the image retrieval we then only consider images that

are labeled with at least 2 words from our tag vocabulary.

Moreover, each vertex associated with a tag found within the vocabulary is initialized with a uniform

score prior to the ranking procedure. Finally, tag ranking is processed as illustrated in Figure 3.7. Thereby

we assume that the random walk converged to the stationary state distribution xπ if the vector components

of two subsequent iterations, i.e. the entries of the vectors xk and xk−1, differ by less than 10−7.

3.5 Evaluation

To determine the optimal parameters for our tag ranking approach, this section first evaluates different

parameter settings on a manually labeled test set. We then keep the so found parameters fixed to experi-

mentally evaluate the performance of several ranking functions.

3.5.1 Parameter Sensibility

Järvelin and Kekäläinen proposed the Normalized Discounted Cumulated Gain (NDCG) [11] that allows

to evaluate the performance of retrieval techniques by computing the cumulative gain a user obtains when

examining the retrieved results. Moreover, the NDCG can be adopted to evaluate different parameter

settings for our tag ranking approach. Thereby we thus assume the following. (1) Tags that are highly

relevant to the image content are more valuable than partially relevant and irrelevant tags. (2) The more

advanced position a relevant tag is located in, the more valuable it is for finding images. The NDCG of
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an image labeled with n tags is computed as

Nn = Zn

n∑
i=1

(2r(i) − 1)/ log(i+ 1), (3.14)

where r(i) is the relevance level of the i-th tag within the ranked tag list and Zn is a normalization

constant. Zn is chosen so that the NDCG for the optimal ranking is 1. Thus we obtain a high score

for Nn in cases where the tag ranking system performs well, i.e. the relevant tags are located in a more

advanced position than the partially relevant, followed by the irrelevant tags at the end of the tag list.

However, we do not know the optimal ranking and the relevance levels for the tags of an image. For this

reason we created a test set consisting of 100 manually labeled images. We chose them so that we have a

set of images showing diverse image content. Apart from that there has been no additional preference to

our image-finding. Since the NDCG requires a ground-truth to determine the performance of our system,

we labeled each image by using tags of different relevance levels. That is, each image has been labeled

with tags that are "relevant" (score 3), "partially relevant" (score 2) and "irrelevant" (score 1) to the image

content. However, we only chose tags that have at least 25 occurrences in our database and a minimum

of 5 unique authors using them. Figure 3.10 gives examples for the images of our test set.

To determine the influence of a single parameter on the performance of our tag ranking system, we thus

vary the values of one particular parameter while all others are kept fixed. After computing the NDCG

for each image of the test set, we compute the mean score over all images to obtain a performance score

for the current parameter setting.

First of all, we use the NDCG to evaluate the optimal value of α used in Equation (2.8). This parameter

plays an important role in the random walk-based tag ranking as it balances the use of the bias vector

and the actual random walk. Furthermore, the value of α also impacts the convergence speed [6, 14] and

the performance of our tag ranking system. Basically, the smaller α, the less the random walk process

relies on the true link structure of the tag graph but instead prefers the bias. We therefore vary α ∈ [0, 1]

in steps of 0.1 while keeping all other parameters fixed, i.e. N = 50 and λ = 0.6. The results plotted

in Figure 3.11 show the NDCG score for two bias settings, Random Walk Tag Ranking (RWTR) using a

uniformly initialized bias vector and the Probabilistic Random Walk Tag Ranking (PRWTR) using a bias

as described in Section 3.2. As one can see, RWTR performs better the larger the value of α. For α = 0,

no random walk is performed (see Equation (2.8)) and hence the ranked tag list is solely determined by
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car, carshow, 
motorshow, shelby, 

street, classic, vintage

beach, water, clouds, 
sand, sky, blue, 

reflection, holiday, 
wedding, mustang

skyline, skyscrapers, 
city, water, night, terrier, 

smoky, wind

egypt, temple, ancient, 
monument, nile, coast, 

dinner, bike

war, guns, historic, 
vintage, people, 

maritime, milk, canyon

mountain, trees, 
garden, clouds, car, 
conference, sunrise

FIGURE 3.10: Sample images from our test set labeled with relevant (green), partially relevant (blue)

and irrelevant tags (black).

the bias. Therefore we did not obtain a ranking for RWTR in this case, as its uniform bias does not

provide any additional information. Moreover, using random walk in PRWTR clearly yields an improved

ranking over using only the bias to obtain a ranked tag list. Thereby the performance reaches a plateau

for α ∈ {0.3, 0.4} which proves the rationality of the chosen bias. Despite this, it appears advisable to

set α > 0.8 as this does not overvalue the "prior relevance" of each tag. In fact, α > 0.8 is chosen in

practice in many random walk applications [13, 12, 28].

Second, we determine the optimal value of λ, which is used to linearly weight the exemplar- and

concurrence similarity in Equation (3.4). To analyze the impact of each modality, we thus vary λ while

keeping all other parameters fixed. More precisely, we compare the performance for different values of

λ ranging from 0.0 to 1.0 with an increasing step of 0.1. For this evaluation, we set N to 50 and α to

0.9 and plot the results in Figure 3.12. As one can see, the tag ranking system performs best for a broad

range of values, i.e. λ ∈ [0.3, 0.7]. Even though the system performance varies only slightly, one can see

that using only the visual modality clearly yields better results than using only the textual modality.

In our last evaluation we determine the impact of N on the tag ranking results, i.e. the number of
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FIGURE 3.11: Performance evaluation for different settings of α for steps of 0.1 using NDCG.
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FIGURE 3.12: Performance evaluation for different settings of λ for steps of 0.1 using NDCG.

nearest neighbors used for the exemplar similarity. We suppose two aspects are important. (1) The larger

N , the more image comparisons are required, as the number of comparisons grows quadratically in N .

(2) The larger N , the more noisy2 images are used to determine the similarity between two tags. To

compute the NDCG, we vary N and set α = 0.9 and λ = 0.6. Figure 3.13 shows that PRWTR performs

best for N = 5. However, using such a small value makes the tag ranking vulnerable to noise introduced

by our image representation, as single noisy images would have a large impact on the overall result. Thus

we suppose to use slightly larger values, i.e. N ∈ {25, 50}.

In conclusion, the results from our evaluation show that our tag ranking approach is rather insensitive

to parameter variations. Based on the these results and our empirical observations, we use PRWTR with

α = 0.9, λ = 0.6 and N = 50 to generate the tag ranking results in the following section.

2Images with less similar visual content.
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FIGURE 3.13: Performance evaluation for different settings of N using NDCG.

3.5.2 Experiments

In this section we experimentally evaluate different image ranking functions. As there is no groundtruth

available for the retrieval results, we require a performance measure that allows to directly compare the

methods against each other. For our experiments we chose 28 tags based on the terms according to which

the database has been downloaded. More specifically, we used the following 28 query terms to perform

image retrieval: aircraft, beach, bicycle, bird, boat, bottle, building, bus, car, cat, chair, city, coast, cow,

desert, dog, forest, horse, motorcycle, mountain, people, pottedplant, sheep, sofa, street, table, tree, tv.

We then asked 10 volunteers to evaluate the experiments with our evaluation tool (see Figure 3.14).

For each term we show the top 19 retrieval results together with the query in the top-left corner. Each

participant is asked to judge each image as either "relevant", "partially relevant" or "irrelevant" to the

query term. Thus we obtain a quantitive performance measure, whereby an image considered as relevant

receives 1 point, partially relevant images receive 0.5 points and all other images gain 0 points. This

allows to calculate a mean score for each user over all 28 queries. The mean over all users’ means yields

the final score for the current retrieval function.

As worst-case baseline for our retrieval system we pick random images from each tag category, as this

reflects the average relevance of images to the respective query term.

Second, we examine the retrieval method as intended by the authors of [22]. They estimate each

image’s relevance to the query based on the position of the query tag within the respective ranked tag

list. Thereby they assume that an image is more relevant to a query tag the more advanced position it

is located in. To obtain a rating that allows to compare images among each other, they define a retrieval
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coast

FIGURE 3.14: A participant rates each image of an experiment as either relevant (green), partially rele-

vant (yellow) or irrelevant (red) to the query (top-left corner).

score for each image i by

r(i) = −τR + 1/n(i), (3.15)

whereby τR is the position of the query tag within the ranked tag list. Furthermore, n(i) denotes the

number of tags considered for the tag ranking. For two images i and j having the query tag at the

same position, this score thus prefers the image that has fewer tags, since r(i) > r(j). Therefore, this

retrieval score is based on the assumption that fewer tags indicate a simpler image content and hence

this image is more likely relevant to the given query tag. We use this retrieval method as our second

baseline (TR-LIU). Even though this method is based on the ranked tag lists, the actual tag ranking

system only has minor impact on the retrieval results. This is due to its strong bias towards short tag lists.

In fact, our experiments revealed that we merely obtain images labeled with two tags, whereby the query

tag is positioned first in the ranked tag list. However, the outcome of the tag ranking for images labeled

with just two tags barely depends on their pairwise relationship but rather on the bias, i.e. their prior

importance estimate.

Therefore we propose to use a heuristic based on both, initial- and ranked tag list. In this third retrieval

method we consider an image as relevant to the query if both, the author of the image as well as our tag

ranking system, agree on the position of the query tag. That is, we assign a retrieval score to each image i
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by

r(i) = −τU +
1

|τU − τR|+ 1
, (3.16)

whereby τU is the position of the query tag within the initial tag list and τR denotes its ranked position,

respectively. Obviously, this retrieval method has a very strong bias towards images which have the query

term located at the first position within its initial- and ranked tag list. Although it thus prefers images with

shorter tag lists, it does not generally exclude images with long tag lists from the retrieval. We call this

approach HEURISTIC and plot the experimental results in Figure 3.15.

As one can see, HEURISTIC performs slightly better than TR-LIU. Moreover, we notice that the

standard deviation (red bars) for the heuristic retrieval approach is smaller than for both baselines. Even

though the evaluated retrieval methods performed quite well, we still found several noisy images among

the retrieval results, i.e. images that clearly show content that is irrelevant to the query tag. Thus, we

suppose that in some cases, our tag ranking system positions the respective tag in an advanced position

even though it is only partially relevant or even irrelevant to the query.

In fact, there are a number of facts that support this thesis. First of all, we make a direct evaluation of

ranked tag lists against the initial tag lists. Therefore, we examine two retrieval methods called RANKED

and UNRANKED. Both assign a retrieval score solely based on the position of the query tag for each

individual image, that is either based on the ranked- or initial tag list, respectively. As one can see in

Figure 3.15, UNRANKED clearly outperforms RANKED. Our empirical observation in several cases

showed that our tag ranking system has a tendency to overrate generic tags, i.e. tags that occur frequently
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FIGURE 3.16: The light blue bars show the number of images having the query tag at a particular po-

sition in the initial lists, whereas the dark blue bars indicate the same for the ranked tag

lists.

in general language. For instance, generic tags such as "city" and "tv" have many occurrences in our

database as both are among the 28 categories according to which the database has been downloaded.

However, other generic tags such as "nature" and "2007" also have many occurrences, even though we

did not explicitly download images according to these tags. As illustrated in Figure 3.16, the tag rank-

ing system locates the query tags used for retrieval in more advanced positions than the authors of the

respective images do. In fact, we notice that almost 40% of the query tags are ranked to the first position,

whereas only 17% of the initial tag lists contain the query tag at position 1.

We conclude that we obtain only little, if any, information gain from the tag ranking system for our 28

query terms. We suppose that this is partly due to the evaluation of our tag ranking approach on similar

tags according to which the database has been downloaded. Beside the mentioned issues above, several

other aspects limit the use of the ranked tag lists for the direct application in image retrieval.

Most important, the resulting tag relevance scores are not comparable among different images. This is

due to the normalization of the scores, which is required to perform the random walk for each image. As

we can not directly compare the relevance scores, we instead estimate the relevance of each tag based on

its position within the tag list. However, even if the tag list of an image solely consists of meaningless

and irrelevant tags, our system still processes a ranking on the respective list. Hence it becomes obvious
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that a tag’s ranked position alone can not serve as reliable input to the retrieval system, as the quality of

the output from our tag ranking system mostly depends on its input.

Therefore, future work could address this issue by preprocessing each tag list with an automatic an-

notation system [34, 28, 24, 35] and hence obtain a more reliable input. That is, prior to the actual tag

ranking, one could add additional tags to an image by using one of the mentioned tag recommendation

approaches. Thereby, one can provide a richer semantical description to an image and hence overcome

the deficiencies caused by incomplete and noisy tag lists.
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(a)

(b)

FIGURE 3.17: Retrieval results for query term "car". (a) shows random images, and (b) depicts the

results obtained by HEURISTIC.
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(a)

(b)

FIGURE 3.18: Retrieval results for query term "mountain". (a) shows random images, and (b) depicts

the results obtained by HEURISTIC.
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(a)

(b)

FIGURE 3.19: A direct comparison between (a) TR-LIU and (b) HEURISTIC for query term "sheep".





Chapter 4

Image Ranking

In this chapter we explore a second approach that allows to rank images according to their pairwise

similarity. In contrast to our first explored retrieval approach presented in the previous chapter, here we

derive a graph that directly puts images in relation with each other and hence allows to identify each

image’s importance. For this purpose we assume an image is an important shot for its respective content

if it has many perceptually and semantically similar neighbors, that is images showing related content

and being labeled with similar tags. In fact, our approach adopts the PageRank concept (see Chapter 2)

to the visual domain. Therefore we propose a random walk method based on an image similarity graph

which connects pairs of images according to multimodal similarities. In this setting, vertices of the

graph represent images and links between them are established according to their pairwise visual- and

textual similarity. More specifically, we use two different image descriptions. As in the previous chapter,

we represent an image by its visual features. In addition, we also utilize a representation based on the

author’s tags supplied to an image.

By performing a random walk over this image graph we then obtain a ranking among all images.

Thereby, an image is ranked in an advanced position if many authors agree that the current image is an

important shot for its respective content. Our approach can be performed query-dependent, i.e. after

a user’s query has been specified. Additionally, we will show experimentally that our approach can be

efficiently extended to be query-independent, while the quality of the ranking is maintained. In the latter
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case the ranking procedure can be performed offline in advance and hence allows to answer any search

request efficiently at query time, as all costly computations have been performed before.

This chapter is organized as follows. Section 4.1 introduces our approach of multimodal image ranking

and reviews how the required context graph is constructed. It gives a brief overview of related work and

addresses several scalability issues that become important for the query-independent ranking. Section 4.2

then discusses the different settings used to bias the random walk. Afterwards, our implementation is

discussed in detail in Section 4.3. Finally, Section 4.4 evaluates different parameters to tune the system’s

performance. We also show that the new retrieval results outperform those obtained from the tag ranking

approach presented in the previous chapter.

4.1 Multimodal Image Similarity Graph

Interestingly, most popular search engines like Google and Yahoo! mainly base their image search on

textual information. Previous work [13] aims to re-rank thus gained prior search engine results based on

visual information. The authors define an image similarity graph, whereby links are established based

on the number of matching local features between images. This approach strongly inspired our image

ranking method. However, in contrast to their approach, we propose a stand-alone image ranking system,

i.e. our system does not rely on prior knowledge acquired by search engine results. Furthermore, we use

multiple cues to determine the pairwise image similarity. Other approaches identify iconic images [2, 30]

for the purpose of image retrieval, i.e. they aim to determine high-quality images that have a consistent

appearance. The latter work performs a joint clustering on global image descriptors and latent topic

vectors of tags to identify a representative visualization of the query term.

Using multiple cues to find similar images has been shown to boost performance over using a single

modality [33, 20]. Winston et al. [10] employ a multimodal graph-based approach similar to our method.

The authors use visual near-duplicate detection and text transcripts to compute story-level similarities

which in turn define the link structure of their context graph. However, their method differs from ours as

they use it for multimodal video ranking instead of image retrieval.

In this work we will show that the multimodal approach outperforms the unimodal case. To obtain a

reliable measure for image similarity based on multimodal cues, we first require two distinct image de-

scriptions, one for each modality (see Figure 4.1). In Chapter 3 we already introduced a topic distribution
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jacksonville, jaguar, 
spots, cat, bigcat, 
whiskers

φtagφvisual

trickortreat, 
halloween, jaguar, 
cat, zoo

FIGURE 4.1: Images are compared by using the similarities in two different domains, i.e. by using visual

and textual features (tags).

used to describe an image based on visual features. Similar to this representation we further analyze an

image’s meta-data (i.e. its tags) to obtain a corresponding topic distribution for its textual information

(see Section 4.3.1). It should be mentioned that our approach is neither constrained to our choice of

modalities nor to the used image descriptions.

For now let us assume we have two distinct low-dimensional vector representations, either based on

visual features or tags. Depending on modality ω we then define the similarity of two images as

ϕω(i, j) = exp(−‖Iω(i)− Iω(j)‖21
σ2
ω

), (4.1)

where ‖Iω(i)− Iω(j)‖1 denotes the L1 distance of the representation Iω(i) and Iω(j) for images i and j.

To obtain a comparable range of values for both modalities we set the normalization constant σω to the

median of pairwise L1 distances of all our images’ vector representations. By using Equation (4.1) we

then obtain a similarity estimate for each pair of images which is specific for the chosen modality. The

use of the exponential function allows to fit the range of values of ϕω to (0, 1] whereby 1 corresponds

to an exact match of i and j. This coincides with one’s intuition that more similar images gain higher

similarity scores. We then fuse both similarities linearly to gain a combined image similarity measure

sij :

sij = β · ϕvisual(i, j) + (1− β) · ϕtag(i, j) (4.2)
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The weight between visual- and tag-based features is controlled by β ∈ [0, 1]. Its optimal setting is

experimentally evaluated in Section 4.4 by conducting user studies.

Moreover, one still has to take care of the number of established links. In a fully connected graph,

i.e. a graph where each pair of images establishes links among each other, the number of links increases

quadratically with the number of images. This would limit the scalability of our approach, as storage and

processing of this graph is costly. Moreover, the required amount of image comparisons to establish all

links make the construction of this fully connected graph prohibitively expensive for large databases. For

this reason, it is advisable to attach a higher importance to the local structure of the image graph. That is,

we link each image only to its k-nearest neighbors, as we suppose that our image similarity provides ac-

curate scores for similar images, but is rather non-informative for images that neither share similar visual

content nor tags. Hence we expect a more "accurate" link structure having the advantageous side-effect

that its number of edges grows only linearly with the number of images. To determine an image’s local

neighborhood, we consider another image to be among its k-nearest neighbors if the distance between

their corresponding vector representations is among the k largest similarities as defined in Equation (4.2).

It should be mentioned that the use of this nearest neighbor graph eases the problems in terms of storage

and processing, since we only store and load k neighbors. The remaining task to determine the nearest

neighbors of an image efficiently is then addressed in Section 4.3.2.

Although the similarity measure (see Equation (4.2)) used to determine the neighborhood of two linked

images is symmetric, they do not necessarily share the same neighborhood. Therefore, links of the nearest

neighbor graph are not bidirectional in general, as illustrated in Figure 4.2. We chose the top three

retrieved images for query term "aircraft", which are depicted by the scaled thumbnails at the bottom left.

As in the previous chapters we then build a transition matrix, as this lets us perform a random walk on

the corresponding image graph. Therefore, we first define a multimodal similarity matrix M ≡ [mij ]n×n

for a graph consisting of n images by

mij =


sij if j ∈ Nk(i)

0 otherwise.
(4.3)

Note that each row i consists of exactly k positive entries that correspond to weighted links to the k-

nearest neighbors Nk(i) of image i. In case of a fully connected graph, one would simply set mij = sij .



4.1 Multimodal Image Similarity Graph 55

FIGURE 4.2: Example for the link structure established in the image graph according to the multimodal

similarities. Note that there are both unidirectional (gray) and bidirectional links (orange)

due to our nearest neighbor approach.

Finally, we refine the similarity matrix to control a single author’s influence on the link structure estab-

lished in the image graph. As a single author may contribute multiple images to the graph we propose the

following two restrictions. (1) Since near-duplicates contributed by a single user would yield excessively

high link weights, a user may not establish a link to any of his own images. That is, no links between

images of the same user are allowed. Otherwise this would make the ranking vulnerable to manipula-

tions. (2) If an image j is linked by multiple images of one particular owner, the respective incoming link

weights are normalized by the number of links originating from that owner’s images to image j. The lat-

ter aspect is especially important since many users tend to upload image series which often share similar

visual content as well as textual annotation. Without this constraint a single image might be influenced

overly strong by near-duplicates.

The image similarity matrix thus gained is then row-normalized to obtain a row-stochastic transition

matrix P ≡ [pij ]n×n

pij =
mij∑
jmij

. (4.4)

This matrix provides the first part for the random walk process over the image graph.
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4.2 Random Walk Bias Settings

To bias the random walk we examine two different settings. First, we choose a non-uniform bias used to

assign some nodes a higher importance prior to the actual random walk procedure. In this setting, each

value represents a simple initial estimate for the importance of each image. This time, we use the KDE

(see Chapter 3) on our image representation based on tags, as this seems to yield more reliable estimates

for each image’s importance, compared to the visual representation. The so identified importance of

each image is then used to set the entries of bias vector v. Each entry corresponding to one of the

L most significant images is initialized with its importance estimate, whereby any other entry is set to

zero. Furthermore, v is normalized to obtain a probability distribution vector (see Chapter 2). Since the

entries of v are used to modify the transition probabilities during the random walk process, it is crucial to

constrain L to k (i.e. the number of nearest neighbors of each image) in order to maintain a similar scale

of values. Different parameter settings are evaluated in our experiments in Section 4.4.

While the non-uniform bias helps to enhance the results, it does not ensure irreducibility of the random

walk procedure. Even though we did not encounter any convergence issues in practice, we propose to use

a uniform bias in cases where the image graph involves many images. Using only k-nearest neighbors

in such a graph leads to an increasingly sparse transition matrix for an increasing numbers of images

and hence makes the matrix almost certainly reducible1. Thus, the uniform bias vector v ≡ [v(i)]n×1

is initialized with v(i) = 1/n which allows to traverse between any two vertices of the image graph in

exactly one step.

4.2.1 Image Retrieval

We employ a tag-based retrieval system based on the previously introduced image ranking. Therefore

we first construct the transition matrix and the bias as discussed in Section 4.1 and Section 4.2. After-

wards, we perform random walk until convergence is achieved. Thereby, the vector matrix multiplication

requires only sparse inner vector products that can easily be implemented in parallel and hence let us

perform the Power Method efficiently.

1The higher the degree of sparseness of a transition matrix, the more likely it is reducible, as there exist only few paths between
vertices.



4.3 Implementation 57

As result of the random walk-based image ranking, we obtain a vector that contains a relevance score

for each image of the graph. According to this score, we then rank all considered images. However, the

set of images used to build the image graph depends on the chosen retrieval method.

• QUERY-DEPENDENT. In this case we derive the image graph from a subset of images that contain the

query term. Thus, the subset defined in this manner carries only a fraction of the images included in

the database. This prefiltering of images most likely accounts for a reliable link structure of the graph,

as image similarities are estimated more accurately for this small subset rather than for all images.

• QUERY-INDEPENDENT. Opposing to the previous retrieval method, the query-independent approach

lets us perform all computations in advance to a user’s query. Thus no prefiltering of images is required,

as we simply use all images within the database. However, the large number of images considered in

the image graph makes a pairwise image comparison prohibitively expensive. For this reason we use

a nearest neighbor approximation (see Section 4.3.2) to establish the link structure of the graph. We

thus may experience a deterioration of the retrieval results as the image graph is more likely to contain

noisy links than in the query-dependent case. However, this retrieval method allows to compute the

retrieval results almost instantaneously at query time.

4.3 Implementation

4.3.1 Image Description Based on Tags

For our multimodal image similarity graph we require two modalities, one based on text features (i.e.

tags), the other based on visual features. For the latter case we use the image description as defined in

Section 3.4.2.

In order to learn the pLSA model on tags we need to define a finite vocabulary. We consider only

the most commonly used words, i.e. our vocabulary consists of all tags in our database that are used by

more than 100 users. Further we dismiss tags containing numbers. The resulting vocabulary consisting

of 2977 distinct words is used to derive a bag-of-words description for each image based on its associated

tags. These resulting vectors holding the tag occurrence counts are then used compute a pLSA model

with 200 topics. Thus we derive a 200-dimensional tag based image description for our text modality.

We empirically chose 200 topics as a tradeoff between a low-dimensional vector and a more detailed
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representation.

Note that the resulting topic vector P (zk|di) computed by the pLSA is a compact representation that

allows to compute similarities by simple vector operations in contrast to tag lists. Additionally the topic

distribution also allows to match synonyms and homonyms when comparing images.

4.3.2 Nearest Neighbor Search

As the random walk requires to find the k-nearest neighbors of each image, a naive implementation would

result in computing similarities between all image pairs and sorting those similarities for each image. This

would result in at least O(n2) comparisons which certainly limits the scalability of our approach.

Therefore we propose an approach that hierarchically partitions the topic space. The nearest neighbor

search of an image is then limited to such a subspace, i.e. to a subset of images in our database. This

way we reduce the number of image comparisons required for the graph construction to a linear amount

depending on the cluster sizes.

To determine such a partition we cluster the images’ representations, in our case their topic vectors,

hierarchically by applying the k-means algorithm recursively. Each of the resulting cascaded subspaces

is represented by its respective cluster centroid, i.e. the mean vector over all representations in the cluster.

The resulting tree allows to efficiently search the topic space for the nearest cluster for a given image

description. This is done by propagating down the tree, i.e. comparing the descriptor vector to the

centroids at each level and choosing the closest. Once the nearest cluster is determined the image only

needs to be compared to all members of that cluster (see Figure 4.3).

The more clusters we built during the hierarchical clustering the faster the k-nearest neighbor search

will be as clusters tend to be smaller and thus fewer vectors need to be compared. On the other hand, a

larger number of subsets may lead to a performance degradation due to the introduction of inaccuracies at

subspace borders. For our dataset consisting of roughly 260,000 images (see Section 3.4.1) we choose an

hierarchical clustering into two clusters on each level thus we construct a binary tree. As long as a cluster

has more than 25,000 associated vectors it is further recursively sub-divided. This procedure results into

15 subspaces/image subsets with cluster sizes ranging from 10,740 to 23,889 vectors.

As this k-nearest neighbor search is an approximation, the intersection of the nearest neighbors com-

puted with and without approximation yields only 34% identical images in our experiments. However,
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FIGURE 4.3: The hierarchically partitioned topic space. For a given query vector (blue dot) the nearest

cluster is found and then the nearest neighbors are computed by comparing the vectors

belonging to the same cluster (red dots).

this does not impact the overall performance of our query-independent system negatively as shown in

Section 4.4.

4.4 Evaluation

This section deals with the evaluation of our retrieval results based on the two approaches introduced in

the previous section. As in Chapter 3, we asked our ten participants to rate the retrieval results by our

evaluation tool. In order to identify the optimal parameter setting for the image ranking system, we first

devised several experiments for the query-dependent case.

First of all, we determine the optimal weight β used to convexly combine the two modalities in our

multimodal similarity measure (see Equation (4.2)). Therefore we vary β and keep all other parameters

fixed. We chose k = 250 nearest neighbors and a non-uniform bias to weight the top 500 positive entries

for the construction of the graph. Figure 4.4 shows the results of our user studies. As can be seen, the best

results are obtained for β = 0.2, i.e. the text modality receives a larger weight than the visual modality.

Moreover we conclude that the image comparison based on their associated tags (β = 0) seems to be
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slightly more reliable than comparing them by visual content (β = 1). However, fusing both similarities

as proposed improves the results over using only one single modality to measure similarity. Hence, we

set β to 0.2 as default parameter for the following experiments.
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FIGURE 4.4: The results shown for different weights β of the visual and textual modalities.
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FIGURE 4.5: The results shown for a varying number of k-nearest neighbors of each node.

In our second experiment we vary the number of nearest neighbors k used to establish the link structure

in our image graph. Since we assume larger values of k to introduce unreliable links to the graph,

we choose k ∈ {100, 250, 500}. Moreover, we chose an uniform bias to obtain comparable results as

changing k requires an adaption of L, i.e. the number of entries set to non-zero values in the bias in a

non-uniform bias setting. This is due to the varying magnitude of weights used for the links and the bias

as their values are implicitly scaled by k and L respectively. As can be seen from Figure 4.5 we obtained
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FIGURE 4.6: The results for different types of biases.

the best results by using k = 100 and k = 250 neighbors. We suppose that using more neighbors may

introduce noise that degrades the quality of the link structure and hence yields worse results.

In our third experiment we evaluate the impact of the bias on our image ranking. Therefore we compare

a uniform bias to a non-uniform bias as described in Section 4.2. For the non-uniform setting we examine

two different values for the parameter L, L = 500 and L = 1000, indicating the number of images

biased with their respective initial estimates. The other parameters, k = 250 and β = 0.2, have been

chosen according to the results of the previous two experiments. As illustrated in Figure 4.6 we obtain

the highest score for a non-uniform bias where either the top 500 or top 1000 most important images have

been biased. However, the influence of the bias is small, especially since we have empirically chosen

α = 0.9 (same as in Chapter 3) to weight its overall impact on the ranking procedure.

We draw the conclusion that the optimal parameter setting for the query-dependent approach is β = 0.2,

k = 250 and non-uniform bias withL = 500. Having evaluated the required parameters, we now compare

our query-dependent approach to two different baselines. As a worst-case baseline we draw random

images from each of the 28 tag categories as this reflects the average relevance of images within the tag

categories included in our user studies. Furthermore we also compare our system to the heuristic approach

from the tag ranking retrieval presented in Chapter 3. A performance comparison of the mentioned

retrieval methods is depicted in Figure 4.7.

We also show in Figure 4.8 the scores separately for each of the 28 query terms. One can see that the

proposed multimodal query-dependent image ranking outperforms both baselines in average and in most

tag categories.
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FIGURE 4.7: Comparison of the multimodal query-dependent approach against two baselines.
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FIGURE 4.8: Performance evaluation of different retrieval systems for each query term.

In our last experiment we evaluated the proposed query-independent approach. Due to the much larger

number of images comprised by the image graph in the query-independent setting, we empirically set the

number of neighbors k to 500 to construct the graph. Furthermore, we performed the k-nearest neighbor

search by utilizing the hierarchical clustered topic space instead of a full comparison of all images (see

Section 4.3.2). As can be seen in Figure 4.9, the query-independent approach performs unexpectedly well

when using the k-nearest neighbor approximation. In fact, it allows to find more relevant images than

without the approximation. This might be due to the clustering as it divides the vector space of our image

representation largely based on the tags of our images. Therefore, irrelevant neighbors might be excluded
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as in the query-dependent case before the absolute distance between images is taken into account during

the graph construction. Thus, it allows to compute the relevant images in a scalable way with a precision

loss of about 5%.
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FIGURE 4.9: The query-dependent approach compared to the query-independent approach.

Finally, we give examples for our retrieval results in Figure 4.10, which depicts the top results for the

query-dependent approach. In Figure 4.11 and Figure 4.12 we show the images retrieved according to

our query-independent approach. In the latter case we used the approximated nearest neighbors for graph

construction.
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(a)

(b)

FIGURE 4.10: Top 24 retrieval results (query-dependent) for query terms (a) "building" and (b) "cat",

using parameters k = 250, β = 0.2 and a non-uniform bias with L = 500 entries set.
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(a)

(b)

FIGURE 4.11: Top 24 retrieval results (query-independent) for query terms (a) "horse" and (b) "motor-

cycle", using parameters k = 500, β = 0.2 and a uniform bias.
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(a)

(b)

FIGURE 4.12: Top 24 retrieval results (query-independent) for query terms (a) "aircraft" and (b) "forest",

using parameters k = 500, β = 0.2 and a uniform bias.



Chapter 5

Conclusion

This thesis investigated two different approaches for content-based image retrieval on large-scale com-

munity databases. Thereby, both approaches exploited visual image features and metadata to establish

the link structure of a context graph. The result of random walk over the respective graph has been used

in our retrieval systems for finding images that are relevant to the query term. Moreover, both approaches

have been evaluated in detail on a large image database by conducting multiple user studies.

In the first scenario we ranked the tags of an image according to their relevance to its visual content.

Our experiments showed that using the ranked tag lists in our retrieval system boosts performance over

using only the initial tag lists. However, based on our empirical observations, we discovered that generic

tags are overvalued and thus yield an inaccurate ranking result. Furthermore, as the tag list of each image

is ranked individually, the thus obtained tag relevance scores are not comparable among different images.

To retrieve images we therefore identify an image’s importance for the query term by its position within

the ranked tag list.

However, as the tag ranking system performs a relevance ranking regardless of the quality of its input,

i.e. the initial tag lists, we suppose it is of limited use for the direct application in image retrieval. Future

work could thus address this issue by using a tag recommendation system [34, 28, 24, 35]. Thereby,

one could add tags to an image that provide a richer semantical description and hence overcome the

deficiencies caused by incomplete and noisy tag lists.
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In a second scenario we directly compared images based on a multimodal similarity graph. We pro-

posed to use a nearest neighbor strategy and showed that using a combination of multiple modalities

improves the system performance significantly over using a single cue. Furthermore, the proposed ap-

proach clearly outperformed the implemented tag ranking system. In addition, we addressed scalability

issues concerning the construction of the graph. Therefore, using a nearest neighbor approximation to

compute the similarity between images has been discussed in detail. Using combinations of different vi-

sual features as well as other modalities could further improve the performance. In addition, many recent

work addresses scalability optimizations for random walk applications. For instance, extensive research

efforts have been dedicated to speed up convergence of the random walk process [14, 6]. However, a

detailed analysis of such methods was beyond the scope of this thesis and thus could be subject of future

work.
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