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Chapter 1

Introduction

1.1 Motivation

In order to succeed in competitive sports these days, one of the most es-
sential tasks is the assessment and active improvement of a top athlete’s
technique. To do so, video assisted performance diagnostics is a common
approach. The athlete is filmed during training sessions and the footage
is evaluated after the session together with the trainer. Such an approach
is applicable in swimming as well. While taking footage of competitions
can only be done with a hand-held camcorder above water, it is possible to
do a more sophisticated analysis studying the technique of a swimmer in a
swimming channel.

Although an extensive performance diagnostic is indispensable for im-
proving a swimming technique, it is also a very time-consuming and ex-
hausting task. Nowadays, even simple statistics, like the evaluation of a
swimmer’s stroke frequency, are done manually. While it may be difficult
to evaluate the body tense or posture of a swimmer by a computer automat-
ically, it is desirable to perform simple evaluations without human interac-
tion in order to save time and resources. Image processing and computer
vision offer ways to implement systems for computer assisted performance
diagnostics.

The objective of this thesis is to introduce a system that may perform
simple diagnostics like the computation of a swimmer’s stroke frequency.
Swimming is carried out in different environments like open water or swim-
ming pools; however, in order to test our approach for feasibility, this thesis
is limited to the detection of swimmers in a swimming channel. Environ-
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mental parameters like stream velocity, illumination or influences causing
additional noise, can be specifically controlled. Unlike in a normal swim-
ming pool, the swimmer can be filmed from a side view above and below
the water surface.

Computing aforementioned statistics consists of two main tasks: detect-
ing a swimmer in a swimming channel and estimating his/her characteristic
poses. The first step is done using an object detection framework introduced
by Felzenswalb et al. [9] in 2008. They propose discriminatively trained,
multiscale deformable part models for object detection. Every model, which
is trained for a specific object class and consists of several part filters, uses
filter operations for object detection while taking into account deformation
costs of object parts. In order to detect swimmers, we train our own mod-
els for different swim styles on a self-created dataset. One characteristic of
these part-based models is that several models can be joined to a bigger
mixture model. Within a mixture model, each component (sub-model) de-
scribes a different configuration of the object class. In the second step we
take advantage of this particularity and train different components on dif-
ferent keyposes. This allows us to assign a particular pose to every detection
of a swimmer. If this is done for not only one image but an image sequence,
the resulting sequence of key poses can be used to draw conclusions on the
stroke frequency.

1.2 Overview

As our notion of stroke frequency measurement is completely built on de-
formable part models, we introduce them in detail in chapter 2. In order to
use them for swimmer detection and pose estimation, we describe a dataset
depicting swimmers and training modifications for swimmer models in chap-
ter 3. We will evaluate both the detection and pose estimation performance
of the models in chapter 4 and give a short insight into future work in
chapter 5.
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Chapter 2

Object Detection with
Deformable Part Models

As discussed in the previous section, the first step towards automated stroke
frequency measurement is to detect a swimmer in a swimming channel.
To do so, disciminatively trained, multiscale deformable part models may
be used. This chapter introduces the basic knowledge concerning these
models. Section 2.1 describes basic elements like HOG features [6], filters
and feature pyramids, on which filters can be scored. A deformable part
model is extended with other models to a mixture model (section 2.2) to
deal with various views of an object class. After a short introduction on how
to train models in section 2.3, we describe how an actual implementation
of the system is realized (section 2.4).

2.1 Histogram of Oriented Gradients

2.1.1 Image Features

Deformable part models are built on histogram of oriented gradients (HOG)
features and filter operations to detect objects within an image. This ap-
proach was introduced by Dalal and Triggs in 2005 [6]. They proposed HOG
features which are slightly invariant to deformation and illumination. The
notion of HOG features is to describe an object through the spatial distri-
bution of local intensity gradients. While other features are extracted at
special keypoints (making them local features), HOG features are commonly
computed on a dense grid of uniformly spaced cells.
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To compute the HOG features of an image, it is initially divided up
into regular x · x pixel cells. For each of these cells a histogram of oriented
gradients is computed. An image that is transformed to a dense grid of
HOG features will be called a feature map (see figure 2.1).

Figure 2.1: An image of a swimmer in a swimming channel transformed
into a dense HOG feature map. (Source of original image: IAT, Leipzig [1])

The gradient ∇f of a function f(x1, x2, . . . , xn) is a vector whose com-
ponents are partial derivatives of f denoting

∇f =

(
∂f

∂x1
,
∂f

∂x2
, . . . ,

∂f

∂xn

)T
. (2.1)

Also, histograms are used to represent a statistical distribution of data.
For example, a color histogram of an image depicts the distribution of color
values of the pixels, erected over p ∈ N discrete intervals called bins. This
procedure can be applied to gradients respectively.

As an image gradient is a two-dimensional vector, it has a length and
an orientation. Gradients can have many orientations, from 0 to π (con-
trast insensitive) or from −π to π (contrast sensitive), depending on the
definition. If every orientation is taken into account, this would lead to a
large feature vector that is too sensible to small deformations in the im-
age. Because of that, the orientation Θ(x, y) of a gradient with the position
(x, y), like the intensity values of pixels, is discretized into one of p bins, de-
noted by B1(x, y) for a contrast sensitive definition or B2(x, y) for a contrast
insensitive definition [9] with

B1(x, y) = round

(
p ·Θ(x, y)

2π

)
mod p (2.2)
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or

B2(x, y) = round

(
p ·Θ(x, y)

π

)
mod p. (2.3)

Commonly, the number of bins is chosen to be p = 9. It can easily be
seen that a gradient with an orientation of π/4 is assigned to the first bin by
B1(x, y) and to the second bin if the insensitive definition B2(x, y) is used.

Using a histogram results in a feature vector that is slightly invariant to
small deformations of objects that for example arise by taking two pictures
of the same object from a minor different view. Also, the discretization
of gradients caused by different kinds of image noise results in a slight
invariance to this problem.

In order to gain invariance against changes in bias, each HOG cell has
to be normalized. Taking into account the neighbor cells of a HOG cell at a
position (i, j), four normalization factors can be computed. They are used
to normalize the cell at (i, j) four times. Finally, all four normalizes features
are concatenated, leading to a 36-dimensional HOG feature vector.

For deformable part models, the feature vectors have been improved.
Felzenswalb et al. examined HOG features by applying a principal com-
ponent analysis [12] to some of the original 36-dimensional feature vectors.
They noticed that the subspace spanned by the first eleven eigenvectors
captures almost all the information of a HOG feature. This leads to a new,
11-dimensional feature defined by the projection of these vectors. Despite
some small differences compared to the original histograms of oriented gra-
dients, these smaller features do not affect the performance of the whole
system. Using smaller features is beneficial, because the models get smaller
and thus the training and matching is a lot faster. Nevertheless there is a
disadvantage: using the small features instead of the 36-dimensional ones
is more expensive when computing feature pyramids which are mentioned
below. The projection from 36 to 11 dimensions is very expensive which
doesn’t make the 11-dimensional feature applicable.

Felzenswalb et al. also found that some object categories benefit from
contrast sensitive features (see equation 2.2) while the performance of a
detector increases on other categories using contrast insensitive features
(equation 2.3). They finally propose a third 31-dimensional feature map.
Recall that if the number of bins is p = 9 and every histogram is normal-
ized with four factors, a gradient may have 9 (insensitive) or 18 (sensitive)
orientations. If we use both definitions on one cell, normalize both features
and concatenate all, this leads to a 108-dimensional (= (9 · 4) + (18 · 4)) fea-
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ture vector. As this feature is far to big, Felzenswalb et al. use an analytic
projection [11] to shrink it. Therefore all normalizations of both features
are summed up, leading to 27 (= 9 + 18) values, and the values of all (nor-
malized) contrast insensitive feature vectors are summed up to represent
the four normalization factors. This finally leads to a 31-dimensional fea-
ture vector. This feature combines both contrast sensitive and insensitive
information, no projection is needed to shrink and grow it and it is smaller
than the original 36-dimensional feature.

2.1.2 Filter

A filter F is a rectangular template of weights. It has a dimension of w · h
cells. Intuitively a filter can be obtained by extracting a w · h subregion of
a feature map. For object detection, filters are trained for one object class
using positive and negative examples. A filter can then be used to match
object instances of that class.

In order to apply a filter, an image has to be transformed to a feature
map. The filter may be placed somewhere on the image, covering a sub-
window. Note that the HOG cells of the filter and the feature map should
have the same size and that the placement of a filter is restricted to the cell
positions of the feature map instead of pixel positions. That is, the top left
cell of the filter should always cover a whole cell of the feature map. By
convolving the weights of the filter with the weights of the subwindow, a
score can be computed. The score sF at a position/cell (x, y) in the fea-
ture map is the dot product of each cell of the filter F and each cell of the
subwindow:

sF =
∑
x′,y′

F [x′, y′] ·G[x+ x′, y + y′]. (2.4)

A filter F can be applied to a feature map through a sliding window
approach. Therefore it is placed on a feature map at the top left corner,
and a score is computed. The filter is then moved one column of cells to the
left, covering the adjacent subwindow. This is done until the filter reaches
the right border of the feature map. It is then placed one cell-row down,
starting again at the left image border. If this is done row by row, the filter
covers each subwindow of the map and a score can be computed for each
placement.

In their work Dalal and Triggs used HOG-based filters to detect humans.
They compute the HOG-features of an image and apply a filter that initially
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was trained on humans. At every position in the image, they compute the
score (equation 2.4). If it is higher than a threshold value, they assume
that the filter covers a person in the w · h subwindow of the image. The
assumption is that if there is a person in the subwindow, then the HOG-
weights are similar to the weights of the filter and the dot product returns
a higher value than it would do if the weights weren’t similar.

To improve the size invariance of the system, the filter is applied to a
multiscale feature pyramid.

2.1.3 Feature Pyramids

Objects appear in different sizes in images. In order to detect objects with
different sizes, a feature pyramid can be created by smoothing and subsam-
pling the original image in small steps and computing a feature map for
each level of the pyramid (see figure 2.2).

Figure 2.2: A feature pyramid is created by smoothing and subsampling an
image and computing the HOG features for each pyramid level. A potential
placement z for the root filter (blue) and the part filters (yellow) illustrates
the matching process for a person-model. (Source: [11])

Subsampling denotes the downsizing of an image in small steps for multi-
ple times. To avoid aliasing, the image is slightly smoothed before downsiz-
ing to eliminate sharp edges that correspond to high frequencies (low-pass
filter). After the process there is the original image and a lot of copies,
each one being smaller than the one it was computed from. A feature map
is computed for each image and the whole construct is denoted a feature
pyramid. Note that the smaller images in the pyramid have less HOG-cells,
i.e. a HOG-cell covers a bigger area in a smaller image. Hence we can define
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a parameter λ denoting an octave in the pyramid. An octave is the distance
between two feature maps in a pyramid where the bigger one has twice the
resolution of the smaller one. In practice λ was chosen to be λ = 5 for train-
ing a model and λ = 10 for testing. This means that the feature pyramid is
larger and thereby finer for test cases and matching is more expensive and
extensive, but also the models can be scored on a finer sampled scale space.

Once a filter is trained, it has a fixed size and thereby a fixed number
of HOG-cells. Imagine an image depicting a close view of an object, i.e.
it is very big in the image. If only one feature map is computed for this
image and the filter is applied, it may not produce any high scores, because
it’s too small for the object. In a feature pyramid though, the object gets
smaller and is covered with less and less HOG-cells with every step, until
it is small enough that the filter and the object have a similar size and the
filter computes high scores for the subwindow of the object.

The score of a filter F in a feature pyramid is defined by

sP = F · Φ(H, p), (2.5)

where p = (x, y, l) is the placement of F at the position/cell (x, y) in the
l-th level of the pyramid and Φ is a concatenation of w · h HOG features in
that subwindow. The dimension of the filter and the covered subwindows
is always the same, so the dimension of each subwindow is implicitly w · h.

2.2 Models

2.2.1 Deformable Part Models

A deformable part model consists of three components: A coarse root fil-
ter that covers the whole object, a number of higher resolution filters for
smaller parts of the object and deformation costs for each part (figure 2.3).
Deformation costs are defined by vectors that specify the costs for each
placement of a part relative to the root filter (also see section 2.2.3). The
finer resolution of the parts is important for the performance of the system.
Consider building a model for a person: While the root filter represents the
coarse silhouettes, the parts should catch smaller sections of the object like
legs or the head.

Formally a model is defined by a (n + 2)-tuple (F0, P1, ..., Pn, b) where
F0 is the root filter, Pi is a model for a part i and b is a bias value. A part
Pi = (Fi, vi, di) is defined by a filter Fi with twice the resolution of the root
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Figure 2.3: A coarse root filter (b) and finer resolution part filters (c) with
deformation costs for each part (d) form a deformable part model. The
filters are based on HOG features. The image (a) shows a sample detection
of this model labeled with a red bounding box for the root filter and yellow
boxes for the parts.

filter, vi is the "anchor" position of the part relative to the root filter and
di is a four-dimensional vector specifying the deformation costs.

Like a single filter a model can be placed in a feature pyramid for scoring
reasons. The placement for a model is given by a tuple z = (p0, ..., pn), where
pi = (xi, yi, li) is the position of the root filter (i = 0) and the part filters
(i > 0) at the li-th level of the pyramid. Due to their resolution the parts
are normally placed one octave beneath the root filter, denoting li = l0−λ.

2.2.2 Mixture Models

A problem when using only one deformable part model for an object class
is the richness of that category. Think of a class like bike objects. Bikes are
built in different shapes and sizes and look completely different, depending
on the viewpoint (frontal view, side view). A deformable part model trained
for bikes photographed from a side view will perform badly detecting bikes
photographed from a rear view. Also, an object sometimes is truncated
in an image, i.e. a person can appear as a whole in a photo or, like in
application photos, can be truncated.

To deal with these significant variations, mixture models extend the
system. A mixture model M is a tuple with m components (M1, ...,Mm)

where each component Mi is a single deformable part model as describes in
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Figure 2.4: A two component mixture model trained on two views for the
person class. The model on the top, trained for whole persons, would per-
form poorly detecting the man in photo (b). The component on the bottom
extends the mixture model. (Source: [7], [10])

the previous section for one "view" on an object class. Figure 2.4 depicts a
two component mixture model for persons.

A simple method to train a mixture model automatically is to ana-
lyze the aspect ratios of the objects’ bounding boxes. By grouping objects
within a class by their aspect ratios a mixture model can be discriminatively
trained.

2.2.3 Matching

The matching process of deformable part models and mixture models is
similar to the matching process of single filters on images.

To score a model (figure 2.5), a feature pyramid of an image is computed.
In the first step the root filter is applied to the upper levels of the pyramid
and a score is computed for each placement. The filter responses can be
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thresholded to retrieve only high scoring instances for further examination.
In the second step all part filters are applied. Based on the fact that their
resolution is twice as high as the resolution of the root filter, it is only
necessary to apply them λ steps down in the pyramid and only near high
scoring placements of the root filter.

The filter responses are weighted for further usage. Responses of parts
with a greater distance to the ideal placement according to the deformation
costs will be lowered while scores of parts with a high scoring response
near the ideal placement will be higher. This is necessary to avoid a false
positive detection as a result of a complete displacements of parts. Imagine
a person: it is very unlikely that the part for the head has its highest score
somewhere near the left foot, so the whole detection score should be lower.
On the other side, if the part for the head has its highest score somewhere
near the shoulders, the overall score should be higher.

After the part responses are weighted, they are summed up with the
root filter scores to get a full score of the model in an image. The overall
score can be written as

s(p0, . . . , pn) =
n∑
i=1

Fi · Φ(H, pi) +
n∑
i=1

di · Φd(dxi, dyi) + b (2.6)

where (dxi, dyi) = (xi, yi) − (2(x0, y0) + vi) is the displacement of the
i− th part with the position (xi, yi) relative to its anchor position (x0, y0).
Φd(dx, dy) = (dx, dy, dx2, dy2) are deformation features. The bias term b

is necessary to make different deformable part models comparable when
combining them to a deformable part model. The first sum in equation
(2.6) adds the scores for all filter responses like described in equation (2.5)
while the second sum computes the deformation scores of the parts. In the
last step of the matching process the scores have to be thresholded to reject
low responses. To match a mixture model, each component Mi is scored
and thresholded like described above.

When matching a model there are multiple high scoring instances near
the actual object. To eliminate these overlapping detections, non-maximum
suppression is applied. Therefore high-scoring detections are sorted in a de-
scending order. The highest scoring detections are selected while detections
with bounding boxes that overlap with more than 50% with a box of a pre-
vious selected object are skipped. This also leads to the problem that if for
example two persons sit right behind each other and "overlap" with more
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Figure 2.5: The matching process of a one component mixture model for
persons. The root filter is scored on a coarse feature map, the part filters
on a map λ steps down in the pyramid. After deformation cost have been
taken into account for all parts, the combined score is computed. Bright
pixel values depict positions of detected objects. (Source: [11])
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than 50% on a photo, only one person might be detected in this area of the
image.

The detection of an object can be improved by applying bounding box
prediction. As the parts are deformable, their configuration normally de-
scribes the size of an object better than the scale-fixed root filter. Because
of this the bounding box of the detected object instance is not defined by
the size of the filter, but re-computed by taking into account the whole
placement hypothesis z of the parts.

It can be seen that a model does not have just one placement z (section
2.2.1) but a very large number of different placements for the root filter
and the part filters within a pyramid. Dynamic programming and distance
transforms techniques [8] are used to deal with this amount efficiently and
find an object within an image in short time.

2.3 Learning

2.3.1 Latent Values

In their paper, Felzenswalb et al. assume that the exact position of an
object specified through a bounding box may be incorrect due to false or
extensive labeling. If a person reaches out for instance, the bounding box
not only covers the person itself, but also a lot of image background. Also,
it is hard to define the best placement of a bounding box which results in
labels that might be incorrect, even if a placement is only one or two pixels
away from the "ideal" placement. Therefore, Felzenswalb et al. treat the
position of a bounding box as a latent or hidden variable. Treating labels as
latent variables leads to a new training problem called latent variable SVM,
which is based on a machine learning method called support vector machine
[3].

2.3.2 SVM

A support vector machine (SVM, [3],[5]) is a learning method that can be
used for binary (two-class) classification as well as multi-class classification.
Therefore a SVM takes a training set with examples that consist of different
feature values and a class label and produces a model which predicts the
label of test data.

The standard SVM for binary classification works on a set
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D = {(x1, y1), ..., (xn, yn)|xi ∈ X, yi ∈ {−1, 1}} (2.7)

where xi is a feature vector and yi is the class label (i.e. yi = 1 for
positive and yi = −1 for negative training examples) .

The training examples can be viewed as datapoints in an input space,
and the SVM separates them by a hyperplane that is given by a normal
vector w and an offset b of the hyperplane from the origin along w; it can
be described by a set of points x so 〈w, x〉+ b = 0.

The datapoints closest to the hyperplane on both sides are called support
vectors because they have most influence on the position of this plane. For
a better classification, the margin between the hyperplane and the support
vectors should be as big as possible. If all feature vectors in the set are
linearly separable, this can be achieved by minimizing w in 1

2
‖ w ‖22 with

respect to the side condition yi(〈w, xi〉 + b) ≥ 1. If D can not be sepa-
rated with a linear hyperplane, the training problem is extended with slack
variables to deal with violations of the side condition. This leads to the
following optimization problem:

min
w,b,ξ

1

2
‖ w ‖ +C

l∑
i=1

ξi (2.8)

subject to yi(〈w, xi〉 + b) ≥ 1 − ξi and ξi ≥ 0. Here C determines a
trade-off value and ξi are the aforementioned slack variables.

The notion of separating non-linearly separable datasets is to map the
feature vectors from an input space to a higher dimensional feature space
where they are linearly separable. Therefore the minimization problem can
be rewritten in terms of Lagrange multipliers, leading to the dual form [13]
which allows applying the kernel trick [3]. Kernel functions are a distance
measure for two examples and may be used to map examples into a higher
dimension. Different kernel functions (e.g. polynomial, gaussian or hyper-
bolic kernels) have been developed for different training problems.

After separating two classes with a SVM, the decision function

f(x) = sgn(〈w, xj〉+ b) (2.9)

determines the label of a new example xj. While training of a model that
uses latent information can be archived with a LSVM in theory, a practical
implementation of the learning algorithm uses a classical SVM in multiple
iterations.
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2.3.3 LSVM

To handle latent variables in training, a LSVM is defined in this section.
When matching a deformable part model with a positive example in a

dataset, the score can be written as

fβ(x) = max
z∈Z(x)

β · Φ(x, z). (2.10)

Thereby β = (F0, ..., Fn, a1, b1, ..., an, bn) is a vector representing the de-
formable part model. It is a concatenation of all filters and the deformation
costs. Φ(x, z) denotes a feature pyramid H(x) and a placement z for the
model. Z(x) is a (large) set of possible placements for the root and part
filters in the area of an object. That is, fβ(x) should be the highest score
of a deformable part model in that area.

Like a standard SVM, a LSVM works on a set of labeled examples
D = {(x1, y1), ..., (xn, yn)|xi ∈ X, yi ∈ {−1, 1}}. A model β can be trained
on D by optimizing the function

β∗(D) = arg min
β
λ ‖ β ‖2 +

n∑
i=1

max(0, 1− yifβ(xi)), (2.11)

where max(0, 1 − yifβ(xi)) is called the standard hinge loss. A latent
SVM leads to a non-convex optimization problem because fβ(xi) is not
restricted to a single choice (recall that |Z(xi)| > 1, see (2.10)). However, a
model can be trained with a linear SVM because of a property of the hinge
loss called semi-convexity.

2.3.4 Latent Value Restriction

Training a LSVM is difficult in practice because equation (2.11) is a non-
convex optimization problem, but it can be restricted to a convex problem
solvable with a linear SVM by restricting fβ(x).

Recall the premise that the maximum of a set of convex functions is also
convex, and that equation (2.10) denotes the maximum of a set of linear
(and therefore also convex) functions, then fβ(x) is also convex. The hinge
loss denotes the maximum of zero, which is convex, and 1 − yifβ(xi). It
can be seen that if yi = −1 (the model is applied to negative examples)
and fβ(x) is convex, then 1 + fβ(xi) is also convex. This property of the
hinge loss is called semi-convexity. For positive examples though, 1−fβ(xi)

is concave, and the whole loss is the maximum of a convex and a concave
function. However, if |Z(xi)| = 1 (only one fixed placement of a model) for

15



positive examples, fβ(x) becomes linear and the hinge loss becomes convex.
Together with the semi-convex property for negative examples, the whole
optimization problem becomes convex and the model can be trained using
a linear SVM. Note the importance of semi-convexity: although negative
examples do have non-fixed latent values too, this property allows the usage
of a linear SVM if only every positive examples is limited to one choice.
Felzenswalb et al. suggest the following optimized algorithm:

1. Optimize zi = arg maxz∈Z(xi) β · Φ(x, z) for each positive example in
the dataset while holding the model β fixed.

2. Now hold zi fixed for each example and and (re)train the model β by
optimizing (2.11).

This algorithm presents a way how a potential learning algorithm for a
LSVM may be implemented. Step 1 searches for the best placement of an
existing model in each positive example (described in section 2.2.3), i.e. a
model is matched on all images containing an object instance. The highest
scoring instances are then chosen for new positive training examples. This
step is essential to restrict a LSVM to a linear SVM. With the latent values
for all positive examples fixed, step 2 proposes to retrain a model with these
placements.

The training problem can be solved using quadratic programming [2] or
via stochastic gradient descent [4]. This method shrinks the model vector
β if fβ(xi) correctly classifies an example xi, otherwise β is shrunken first
and a scalar multiple of Φ(xi, zi) is added.

Negative examples don’t need to be restricted in their latent values
(semi-convexity), although it is necessary to restrict the number of training
examples to quicken the training.

2.3.5 Hard Negatives

In section 2.3.3 a model is trained from a set D of positive and negative
examples. Thereby the number of positives is tied to the number of objects
in a dataset while negatives are normally chosen from image backgrounds.
Taking the large number of model placements, this leads to a vast majority
of negative examples in the training set. It is impossible to train a model
with every negative example in the database.

Bootstrapping methods differ between hard negatives and other negative
examples, whereas the hard negatives are data mined from a set of negative
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instances. A hard negative is recognized as a positive example by an object
detector although it is not.

In [11] Felzenswalb et al. prove that a model can be trained with a subset
C ⊂ D of examples (so β∗(C) = β∗(D)). Also a model does only depend
on hard instances which reduces the negative examples in the training set
drastically. Based on these statements they propose an iterative algorithm
to train a model using hard instances:

1. Train a model β := β∗(C) from an initial cache C (C ⊂ D) of positive
and negative examples.

2. Apply this model to all examples in C and exclude all negative exam-
ples that are classified correctly from C.

3. Grow C by adding new hard instances. These are found in the the
original dataset D by getting positive responses from the model in
images without a positive object instance.

To start the algorithm an initial model β is needed. In each iteration
the model from the previous iteration is taken for training.

2.4 Implementation

Felzenswalb et al. published an implementation of the system described in
[11] on their website [10]. The code is mainly written in MATLAB with
code for very expensive computations implemented in C. In this section we
describe how the code works in detail.

The basis for the training algorithm is an image database. Every image
shows one or more objects of different classes. A corresponding XML-file
exists for every image, containing information about the kind of objects and
their positions, given by rectangular bounding boxes. Positive examples
are cropped from regions under each positive bounding box, negatives are
subwindows randomly chosen from images that do not contain positives.

In the first step of model training, the positive images are split into
n groups, where n is the number of components the model should have.
This is done automatically by comparing aspect ratios of positive examples’
bounding boxes. The ratio also leads to a fixed size of a root filter for each
model. In most cases, the root filter doesn’t fit every positive example in
its cluster. After cropping the examples from the images, they are thus
rescaled to fit their root filters.
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In general, if an image that depicts an object is vertically flipped, it still
shows a valid instance of that object. Consider an image set of cars: while
cars that are depicted from a front or rear view are (vertically) symmetrical,
most cars depicted from either side view are not. Therefore a detector
trained on one side of a car would perform badly detecting cars depicted
from the other side. The database is doubled in size by vertically flipping
each positive training example. For each model, a second mirrored model is
trained automatically, which on the one hand doubles the size of the final
mixture model, but also allows the model to detect left facing instances of
an object even if the training set contains only right facing examples or
vice versa. Also, a mixture model always has twice as much components as
specified by the user.

All positive examples and their flipped counterparts are mapped into
a feature space (i.e. their HOG features are computed) where they are
clustered once again in order to separate left and right facing instances. The
clustering algorithm [10] takes a random example and its flipped counterpart
as seeds for two clusters, then iteratively assigns other examples with a
minimum Euclidean distance to one cluster and its flipped equivalent to the
second one. This leads to a separation of left and right facing instances of
the object class. The process is repeated several times with different seeds
and the clustering with the best total sum of squared distances between the
examples and their seeds is selected. Note that there naturally are some
object classes (e.g. bottles) where the clustering does not make sense.

In the next step, the clustered positive examples are separated from
random negatives training a standard support vector machine described in
section 2.3.2. The random negatives are provided by the negative images;
they have the same size as the positive vectors and are transformed to fea-
ture space as well. The root filters gained from the separation are applied
to all positive examples. They have to overlap significantly with the origi-
nal bounding boxes. The best-scoring subwindows, which are called latent
positives, are taken for new positive training examples. A bounding box
that initially was too big for the object or did not cover the object correctly
is "corrected" in this step. A filter is scored at different scales (and thereby
computes good scores even if the bounding box around the object is far to
big/small or the center of the object is dislocated with regard to the center
of the bounding box) and positions (to compensate for displaced bounding
boxes). With each iteration the best placements improve the model in small
steps. This is the basic trick to implement a latent variable SVM.

Each root filter is retrained two times, generating new latent positives.
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Negatives are data mined from images without an object instance by ap-
plying the root filters and using high scoring subwindows. After combining
all root filters to a first rudimentary mixture model, the parts have to be
added and initialized.

As the dataset does not contain labels for the parts, they are initialized
using a heuristic. Per default, the system creates eight part filters, each
with a size of 6 · 6 HOG cells. The root filters are initially interpolated to
twice their resolution and the squared norm of all positive filter weights is
computed for each cell. This leads to a energy map on which the parts are
placed sequentially. If a filter covers a region with a high sum of energy, the
placement is fixed, the underlying weights are set to zero and the next filter
is placed, until all filters have an initial position. The only constraint is
that a part filter has to cover the root filter with more than 80% of its size.
Figure 2.3(c) depicts a placement for the parts of the model. Obviously no
part covers the regions without any or insufficient information. Picking the
part positions randomly contradicts the initial intuition of part filters repre-
senting actual parts of an object. However, for an algorithm, the semantic
context between the parts of an object and the object itself is unimportant
and does not influence the performance of the whole system.

After the deformation parameters for the parts are initialized with di =

(0, 0, 0.1, 0.1), all model filters, roots and parts, are applied to each positive
bounding box with an overlap of at least 50% at all positions and scales.
High-scoring subwindows are chosen for new latent positive examples. Just
like the root filters, the whole detector is applied to images that do not
contain objects of the training class. High-scoring instances in these images
are hard negatives, filled into a cache until memory limits are reached. Using
hard negatives is necessary to improve the classification. Their gradient
information is similar to the objects in the class. Taking them into account
in the training will shift the hyperplane in a way that "hard negatives" are
better separable from real objects.

For multiple iterations, a SVM is trained with the new positive examples
and hard negatives. In each iteration, hard negatives that are classified
correctly are rejected and the cache is refilled with new ones; positives are
updated using high scoring latent detections. With each iteration the filter
weights are slightly corrected and the model gains precision. Finally, the
training process ends and the models can be used. Felzenswalb’s code also
provides functions for model scoring. They score a model on an image
and return a list of all detections. This list contains the number of the
component that scored best for one object instance, the actual score and
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the bounding boxes of all filters associated to the component.
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Chapter 3

Detecting Swimmers and
Estimating their Pose

Discriminatively trained, deformable part models, introduced in chapter 2,
offer a contemporary, reliable and robust object detection system. They
can be trained for various object classes and handle intraclass variances
through the usage of mixture models. Hence we use this method to train
models for swimmers in a swimming channel. The training algorithm re-
quires positive and negative examples for binary SVM classification. For
this, we create a database of annotated images. The training of swimmer
models will be altered by rearranging the training set in order to estimate
certain characteristic key poses of a swimmer.

3.1 Swimmer Detection with Deformable Part
Models

3.1.1 Preliminaries

Four major swim styles have been established in traditional swimming com-
petitions: breaststroke, butterfly, backstroke and freestyle. We train one
model only for each specific swim style due to obvious differences between
the styles.

Like running or rowing, swimming is a uniform motion sequence con-
sisting of self-repeating cycles. There is an essential difference between the
major swim styles: the arm movement in freestyle swimming and backstroke
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alternates from side to side; while one arm is pulling under water, the other
one is recovering above the water line. Hence every pose of the left body
half occurs half a cycle later on the right body half of the swimmer (see
figure 3.2). In contrast to that, in a butterfly and breaststroke cycle, both
arms and legs of a swimmer have the same posture at every time. Also,
differences occur while comparing two swimmers swimming the same style.
A cycle of a slow breaststroke swimmer has a much longer recovery and
diving phase than the cycle of a very fast swimmer. We will see later that
all these differentiations have to be considered because they affect model
training in different ways.

3.1.2 Dataset

As mentioned in section 2.4, we use the code published by Felzenswalb et
al. to train, evaluate and apply our models. The code is implemented to
work on the VOC - challenge dataset [7] for model training and evalua-
tion. To avoid comprehensive code-customizations, we build a dataset with
the same structure as the VOC-challenge set. For object detection, the
dataset consists of two sets: one set of images and a set of corresponding
object annotations. The images are snapshots, depicting various objects
in extensive variations and against different backgrounds. Corresponding
XML-files contain sufficient information about every object, like the object’s
name, database affiliation, flags for truncated objects or instances that are
difficult to detect. Also, the position of every object is stored using four
coordinates which specify a rectangle that covers a whole instance. Figure
3.1 depicts an image of a labeled swimmer and the corresponding XML-file.

The original VOC-challenge set does not contain images of swimmers
and thereby offers no positive examples for SVM training. Every image
without an instance of a swimmer could theoretically be taken to provide
negative examples. However, we assume that a model trained for an object
class gains precision if we use random and hard negatives not from random
snapshots, but from images depicting the environment in which the objects
are normally found; in our case empty swimming channels.

In order to create the dataset, we use videos of swimmers in a swimming
channel. The footage was taken at the Institut für angewandte Trainingswis-
senschaften in Leipzig [1], Germany, and covers all swim styles, male and
female swimmers and different stream velocities. We only process footage
of swimmers observed from a side view. As mentioned in section 2.4, the
detectors are flipped during training and work on both sides of a symmet-
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Figure 3.1: An image of a labeled swimmer in a swimming channel. The
corresponding XML-File on the right side contains all necessary information
about the object. (Source of original image: IAT, Leipzig [1])

rical object later, so it is irrelevant whether we take footage from only one
side of a swimmer’s body or both sides.

Using footage of various stream velocities is beneficial because faster
streams produce more bubbles in the water, which results in noisier images.
In addition, the swimmer has to swim faster (more motion noise from the
extremities) and thereby spatters water on the glass wall of the swimming
channel which blurs the area above the water line with additional noise.
Noise in an image may sustainably blur the silhouette of a swimmer and
also results in more edge information when transformed to feature space.
Nevertheless, we assume that the usage of noisier images in training also
reflects on the detector’s robustness against noise. Also, faster swimmers
change their posture and body tense which considerably changes the whole
appearance and length of a cycle. This is desirable because it leads to more
efficient models, but also complicates training and preselection (see section
3.2.1).

The videos have an initial frame rate of 25 frames per second and are
interlaced. After de-interlacing, which results in a doubled frame rate of 50
fps, we save the video as a sequence of single images. Every object has to
be labeled with a bounding box (see figure 3.1). Therefore, we use a self-
written program for fast labeling of image sequences where we don’t have to
redraw every bounding box but only adjust it in consecutive images. The
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bounding boxes are saved in the VOC specific XML-format together with
the object’s class name (’swimmer’). Finally, we use images of ten cycles
per swim style, which results in about 3000 positive images for training.
We add the same amount of negative images depicting empty swimming
channels, and another 4000 labeled positive and negative images for model
evaluation.

3.2 Pose Estimation with Deformable Part
Models

3.2.1 Dataset Partition

The original implementation of the object detection system analyzes the
aspect ratios of the objects’ bounding boxes, uses that criterion to divide the
underlying samples into groups and trains one component for each group,
finally joining them to a mixture model. Our general notion is to replace
this automated procedure with our own and to train one component on one
pose, allowing pose differentiations between high scoring detections later on.
We therefore rearrange the dataset insofar as each cycle is quantized into
eight smaller motion sequences, dividing the dataset of one swim style into
eight subsets with a varying size from 75 to 150 images (see figure 3.2). A
disadvantage of this fairly simple idea is that an exact estimation of a pose
in the literal sense is not possible later on. As every subset contains a lot of
consecutive poses, the model trained from this subset can only detect one
of these poses, without identifying the exact one and only if the detection is
correct. Also, the transition from one pose subset to the next in line cannot
be uniquely defined which complicates an evaluation of the system. For the
task of measuring stroke frequencies however, the detection of certain key
poses in regular intervals should be suffice.

The actual separation of the dataset is a process that has to be done
manually, image by image. We pointed out earlier that there are major
differences between male and female swimmers and the posture and body
tense of different swimmers subject to the stream velocity of the water in
the swimming channel.

A closer inspection of the separated cycles and the trained models shows
that we may rearrange the dataset for a second time. For one, the recovery
phase of slow breaststroke swimmers is longer than one eighth of a cycle,
which means that more than one subset of images basically shows the same
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Figure 3.2: A freestyle (left side) and breaststroke (right side) cycle. Each
image depicts a representative for a subset of poses. The first four freestyle
swimming poses are left facing, while pose 5-8 are the right facing counter-
parts. The division of the breaststroke cycle shows a long recovery phase
(1,6,7,8). (Source of original images: IAT, Leipzig [1])

pose. It makes sense to combine these poses in order to shrink the model.
Second, differing between left and right pose of a swimmer is difficult for a
computer. For both freestyle and backstroke, the first four root filters are
very similar to the second four ones. This brings us to the conclusion that
we can train a mixture model with only four components, uniting the sets
which cover similar poses of the left and right body halfs. We rearrange
every pose to four groups of images per swim style and train a second set
of models with them.

3.2.2 Model Refinement

The component models are individually trained from each data-subset.
From now on, we denote a model trained from a specific subset of the
dataset a pose model, whereas a mixture model consisting of n different
pose models is denoted a n-pose model. Each pose model has two compo-
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nents after training, one for swimmers whose left body half is filmed and
one for a view on the right body half. They are all joined to one big mixture
model with altogether 16 components for the eight-pose models and eight
components for a four-pose model.

After training, the models may be applied on video footage of swimmers
swimming in a swimming channel. We implemented a program based on
Felzenswalb code to split a video to single images, score a mixture model
on each frame, and save the results. If a pose model is properly trained, it
should score with a high value on most instances of a swimmer with a pose
similar to the one the model initially was trained on. The highest scoring
instances are automatically labeled with a bounding box and the sequence
of images is assembled to a new video. In order to draw conclusions on the
stroke frequency of the swimmer, we have to further assess the detection
data.

3.2.3 Post Processing

When a detector is applied to an image, the processing code saves different
variables. The position of the root filter and the part filters of the highest
scoring pose model are returned, as is the actual score and the component
number. A sequence of component numbers can be interpreted as a signal
over time, whereby the value at a time t is the number of the highest scoring
component in frame t. From this original signal, we can extract signals for
each pose model which specify the occurrence of this pose at a time.

Recall that the length of each signal equals the number of video-frames
n. For a single pose model x, the value of the signal at t(t < n) is 1 if
x returned the highest score and 0 if another pose model scored higher.
Normally, there are incorrect detections within a video where the swimmer
is detected correctly, but not by the pose model that would suit the actual
pose but by another one. Such detections often occur in transition areas
where two sequent pose models both compute high scores. We eliminate
this noise by convolving each signal with a simple zero-mean Gaussian

f(x) =
1√

2πσ2
exp

(
−(x− µ)2

2σ2

)
(3.1)

where µ = 0 and σ = 6. The result is a regularly oscillating function
(see figure 3.3). In the ideal case each local maximum should correspond
to a frame depicting a pose that occurs in the middle of a cycle’s sub-
sequence the model x was trained on. Nevertheless, we found that for very
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Figure 3.3: An original discrete pose signal (green graph) for a specific
pose x is extracted from the data of multiple detections. The signal is 1
if component x had the highest score and 0 otherwise. To deal with noise
through wrong detections, the signal is smoothed (red graph).

noisy signals Gaussian smoothing does not eliminate all false detections.
We assume that a swimmer can’t swim faster than 100 strokes/min in any
swim style, which means that two similar key poses must not occur within
30 consecutive frames, and use non-maximum suppression [11] in order to
eliminate every maximum with an insufficient distance to a previous one. In
addition, we delete one maximum at the beginning/end of a signal if there is
no minimum before/after it. Otherwise, these maxima could correspond to
fractions of pose model detections and thereby be inaccurate which would
lead to an incorrect frequency at the beginning/end of a video.

We can draw conclusions on the stroke frequency of a swimmer by an-
alyzing regular occurrences of these local maxima, provided that the pose
models are well trained.
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Chapter 4

Evaluation

In Chapter 3 we introduced a method to train deformable part models on
specific key poses of swimmers. In the following chapter, we evaluate and
discuss the performance of both the detection and the pose estimation task.
Altogether we trained eight different models, two for every swim style, half
of them consisting of four-pose and the other half of eight-pose models. We
measure the detection performance by computing precision and recall of
every model (section 4.1.1) and discuss some sample detections in section
4.1.2. We compare the pose estimation performance of four-pose mixture
models with eight-pose models in section 4.2.2 and evaluate the performance
of measuring stroke frequencies using the smaller models.

4.1 Model Performance

4.1.1 Precision/Recall

In order to evaluate the detection performance of the models, it is a common
approach to apply them to a testset and measure precision and recall. As
mentioned in the previous chapter, our testset consists of 4000 images, half
of them being negatives depicting an empty swimming channel, the other
half with swimmers in it. This leads to 500 positive test images for each
swim style. In contrast to the training set which included different gender
and stream velocities, we also added images of teenage swimmers to the set
in order to test the detectors for robustness against physique and posture.
As in the training set, every swimmer in the testset is annotated by a
bounding box.
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The VOC challenge dataset also offers a method to compute preci-
sion/recall curves and the average precision of a model. In general, a detec-
tion is considered correct if the overlap a0 between the detection area and
the ground truth bounding box exceeds 50%. The overlap [7] is computed
by

a0 =
area(Bp ∩Bgt)

area(Bp ∪Bgt)
(4.1)

whereas Bp is the predicted bounding box and Bgt the ground truth.
Otherwise a detection is considered to be incorrect.

Using Equation 4.1, we can apply a model to a testset of images and
assess every detection. The recall and precision of a swimmer model are
then given by

recall =
#correct_detections
#positive_examples

(4.2)

precision =
#correct_detections

#detections
. (4.3)

A high recall of 1.0 means that every positive example in the testset
was detected, although the model might have detected a swimmer in an
image of an empty swimming channel (false detection) which would imply
a low precision. A high precision of 1.0 means that every detection of a
swimmer was indeed correct, but it doesn’t imply that the model did find
all swimmers in the testset (low recall). In other words, the recall can be
seen as a measure of how many swimmers were detected correctly whereas
precision is a measure of how many detections are indeed swimmers. In
the best case, both the precision and recall are 1.0 which means that all
swimmers in the testset have been detected and that there are no false
detections. In practical applications this best case is unlikely because a
high recall very often implies a lower precision and vice versa.

The VOC - challenge code also returns precision/recall curves. A model
is applied to all images in the testset and a predicted bounding box as well as
a confidence value are returned for each image. After sorting all detections
by their decreasing confidence values, precision and recall are computed on
subsets of the testset. The initial subset contains the detection with the
highest confidence value, i.e. the first image in the list of sorted detections.
The detection is assessed (equation 4.1) and precision and recall of the set
are computed. The subset is iteratively extended with images with the
highest confidence values in the rest of the testset. With each expansion,
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the new image is assessed and precision and recall are computed for the
whole subset until the subset is extended with the last image in the testset
that has the lowest confidence value of all images. All precision/recall values
can be plotted and the resulting graph depicts the precision of a model for
each possible recall.

To combine both recall and precision, the average precision is given by
the integral from 0 to 1 over this curve and can be seen as a representative
measure for the whole model. For models with a high recall and precision,
the average precision is also very high.
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Freestyle, 4−pose model, AP: 0.9616

Freestyle, 8−pose model, AP: 0.8937

Backstroke, 4−pose model, AP: 0.8189

Backstroke, 8−pose model, AP: 0.5869

Butterfly, 4−pose model, AP: 0.7854

Butterfly, 8−pose model, AP: 0.8294

Breaststroke, 4−pose model, AP: 0.8947

Breaststroke, 8−pose model, AP: 0.9708

Figure 4.1: Precision, recall and average precision of all models.

We tested each model on subsets of the testset, depicting only swim
styles the model initially was trained on and arbitrary negatives depicting
an empty swimming channel. Figure 4.1 illustrates precision and recall of all
eight swimmer models. Recall that we created the training sets with images
of swimmers in swimming channels and empty channels. Deformable part
models, which already perform very well on images with different views
of an object class, score even better if we use only one view of an object
class and restrict negatives to the natural environment of an object. While
half the models have an average precision higher than 0.85, the models for
backstroke and butterfly have a lower average precision. As we will discover
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in the following section, this does not imply that the swimmer wasn’t found
in some images or that the models scored a lot of false detections. Visually
examining the resulting detections showed that a swimmer was found in
almost all images.

4.1.2 Sample Detections

While the bounding boxes’ sizes and positions are evaluated through the
average precision of a model, the positions of the parts are not. Hence we
like to discuss a few sample detections of freestyle and butterfly swimmers
in this section.

Figure 4.2: Some sample detections of four-pose models. The red bounding
box depicts the detection of the root filter while the yellow boxes depict
subwindows of the highest scoring parts. (Source of video material: IAT,
Leipzig [1])

One discovery we made was that in almost every detection of any swim
style, the model scored at least one part on the hip of the swimmer. We
assume that the gradient information at this part of the swimmer is very
dominant so the training algorithm places and trains one or more filters in
this area. As the hip is found in most detections we also assume that this
part of the swimmer often has lower deformation costs and thereby a higher
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score compared to other parts, even high enough to be a dominant factor
for the whole detection score of a swimmer.

Recall the initial intuition that the part filters may also correspond to
real parts of a person, like the head or the arms. We pointed out earlier that
the algorithm chooses the parts randomly using a heuristic. It can be seen
in the sample detections that the model parts very often do not correspond
to any part of the swimmer. This may be intuitive if a part covers an area
of the image with a lot of noise (e.g. from bubbles), but figure 4.2-2 shows
that the left-bottom part covers an area with no swimmer (or in this case
a part of the swimmer, e.g. the arm) and not much water bubbles. We
assume that the corresponding pose model learned the background as a
context information, i.e. for this characteristic pose, the arm is not allowed
to be in this area.

A problem we observed with some detections can be seen in figures 4.2-5
and 4.2-6. The bounding boxes are far too big for the swimmer. This may
be due to the big amount of water bubbles produced by the leg strokes of
the swimmer. These bubbles appear as noise in the feature pyramid and
the detector obviously interprets this noise as a part of the swimmer. We
found that such artifacts appear very often with swimmers whose posture
is stretched or who produce waves in the channel. We suspect that the
water line is a very dominant feature and good orientation for a detector.
Consider this line being winded by waves produced by the swimmer. The
detector may have problems to detect him/her if this distinctive feature
doesn’t exist.

An unwanted effect of over-sized bounding boxes is that due to the
percentage of the overlap between a predicted bounding box and the ground
truth bounding box being the criterion for a correct/incorrect detection,
over-sized bounding boxes may result in a incorrect detection, although the
swimmer is depicted in the subwindow of the predicted box. False detections
influence precision and recall, and thereby the average precision, of a model.
We assume this being an important reason for worse average precision values
of some models.

As mentioned earlier, there are different factors that influence the per-
formance of a (pose-) model: stream velocity, different kinds of image noise,
illumination, gender, posture and body tense. We found that the age of a
swimmer is another important factor that influences the detection and pose
estimation performance. Teenage swimmers or children do have a different
physique compared to older swimmers which may result in a considerably
different swim style. This may also be a reason why some detections within
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a cycle are not as good as others.

4.2 Pose Estimation Performance

4.2.1 Preliminaries

In the previous section, we found that all swimmer models fulfill the detec-
tion task very well. In this section, we like to evaluate the pose detection
performance of our models. Therefore we use footage of swimmers in a
swimming channel that we explicitly recorded in order to control all influ-
ence factors. The swimmers are about sixteen years old, the illumination of
the channel was dimmed to avoid overexposure and the stream velocity of
the channel was specifically controlled for every take. In detail, we recorded
videos with a constantly slow stream velocity for all four swim styles and a
constantly fast stream velocity for freestyle, butterfly and backstroke. Also,
we increased the velocity during two takes for freestyle and breaststroke.
The length of the videos varies from 20 to 60 seconds and they have all
been deinterlaced. We applied every suitable detector to each video in or-
der to compare different detectors against each other taking different speeds
of the swimmer into account.

In order to evaluate pose models, we created a ground truth by anno-
tating characteristic key poses manually for all nine test videos. The stroke
frequency fpi,j of a pose model pi at a specific key pose j is given by

fpi,j =
60

1

vin
·

(
δpi,j + δpi,j−1 + δpi,j−2

3

)
=

60 · 3 · vin
δpi,j + δpi,j−1 + δpi,j−2

(4.4)

where δpi,j is the frame-distance between the occurrences j and j − 1 of
two consecutive key poses and vin is the initial frame rate of the test video.
Note that the frequency is always averaged over the last three cycles. The
averaged frame-distance is divided by the framerate of the video in order
to get the time of one stroke in seconds. After that, we can easily compute
the stroke frequency as the number of strokes per minute.

We like to introduce a quality measure for a pose model to make them
comparable amongst each other. We have to take into account that the
key-pose a pose model was trained on is generally not the same pose chosen
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for the ground-truth. Hence we may not compare the occurrences of key-
poses (or the frame-distances between two adjacent poses) computed by
any pose model with the ground truth directly. As a result, we compute
the expected value and the variance of the stroke frequencies of each pose
model and compare them with the expected value and variance of the ground
truth. Let E(fpi) be the expected value of all frequencies of a pose model
pi and V ar(fpi) the variance. Also, let dE = |E(fpi) − E(fgt)| and dV =

|V ar(fpi)− V ar(fgt)| denote the absolute differences between the expected
values and the variance of a pose model and the ground truth. Then the
quality measure qpi of a pose model compared with the ground truth is given
by

qpi = exp (−dE · dV ). (4.5)

The quality equals 1 if a pose model returns the same frequencies as the
ground truth and decreases the more inaccurate the model gets. We assume
that models with a quality measure smaller than 0.02 can’t reproduce the
frequency good enough and therefore don’t use them for frequency measure-
ment. As it is difficult to compare one pose model with another one using
precision and recall, we think that this function offers a chance to compare
the different pose models of an overall swimmer model according to their
ability to measure stroke frequencies.

4.2.2 Intraclass Model Evaluation

Using smaller deformable part models is beneficial because they can be
matched faster than bigger ones.

As we trained several models with different sizes for each swim style, it
is desirable to evaluate which model performs better in order to find the
smallest model as possible without loosing performance. Table 4.1 lists all
trained models. Due to the aforementioned differences within the swim
styles (see section 3.1.1), we have to differ between butterfly and breast-
stroke as symmetrical and freestyle and backstroke as asymmetrical swim
styles.

Butterfly and Breaststroke

Figure 4.3 depicts the quality measures for all butterfly and breaststroke
models. It can be seen that both the four-pose model and the eight-pose
model for breaststroke have a very high quality measure. Only pose models
six and seven don’t capture the frequency very well. We found that the
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swim style four-pose model eight-pose model two-pose model
freestyle joined uniformly not trained
backstroke joined uniformly not trained
butterfly uniformly uniformly specifically
breaststroke semantically uniformly not trained

Table 4.1: An overview over all trained models, listing the kind of training
set quantization for each model and each swim style. Uniformly quantized
training sets are created by simply dividing a cycle into equally sized sub-
sets. While semantically quantized sets are bound to actual phases of a
swimming cycle, specifically quantized sets are manually sorted into groups
of specifically chosen key poses. The training sets of the four-pose freestyle
and backstroke models are joined from the uniformly quantized eight-pose
sets, taking similar poses of left and right body half into account.

training data of these models is very similar to the training data of pose
model number five due to the swimmer performing a long diving phase in
most training cycles (also see Figure 3.2). This is why the four-pose breast-
stroke model is the only model which was not trained on sets of simply
quantized cycles like all other four-pose models. We combined those im-
ages of a cycle that depict an actual phase of breaststroke swimming, i.e.
outsweep, insweep, recovery and diving, into a joint set. This may be why
the breaststroke four-pose model performance is better than every other
model we trained.
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Figure 4.3: Quality measure of the four-pose (left) and eight-pose (right)
butterfly and breaststroke models.
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The performance of the butterfly models is very good for fast swimmers.
For slow swimmers though, most pose models fail to detect the correct fre-
quency. This might be due to a lack of training examples of slow butterfly
swimmers in the training set. To improve the performance of the butterfly
detector we trained another swimmer model consisting of only two pose
models. The first one was trained on a very specific pose (and thereby a
very small part of a cycle) which was manually and specifically selected,
the second model was trained on the whole rest of the cycle. The qual-
ity measure of this model is greater than q > 0.95 for slow swimmers, for
fast swimmers though it fails to detect the stroke frequency. The original
pose signal of pose model one depicted in Figure 4.4 indicates that this is

200 400 600 800 1000 1200 1400 1600 1800 2000

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

Butterfly, two−pose model, pose 1

frame number

 

 

original signal

smoothed signal

5 10 15 20 25 30 35
0

10

20

30

40

50

60

70

80

90

100

time in sec

s
tr

o
k
e
s
/m

in

Butterfly, two−pose model, fast swimmer

 

 

pose model 1

pose model 2

Figure 4.4: The original and smoothed pose signal of a two-pose butterfly
model (left) misses some peaks (black arrows) due to this pose being very
specific. Hence the frequencies of both models (right) oscillate.

only due to single missing (false) detections. With the swimmer getting
too fast, the specific pose doesn’t occur very often in a row. This could
e.g. be solved in two ways. First, we may increase the range of the specific
poses in training so the first pose model captures enough poses even if the
swimmer moves very fast. Second, we may identify missing detections using
kernel vector quantization (KVQ, [14]) for instance and interpolate them.
KVQ is a method for clustering (multi-dimensional) data samples, resulting
in a number of clusters where all samples in one cluster have a (specified)
minimum distance to the clustering center. We may use KVQ to cluster
the distances between two maxima, i.e. the length of one cycle. In case of
missing peaks, KVQ would assign all normal cycle lengths to one (large)
cluster and larger distances to other (smaller) clusters. With missing de-
tections identified through these smaller clusters, we may interpolate them
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and validate the improvement by applying KVQ once more, expecting that
there is only one cluster which contains all cycle distances.

Freestyle and Backstroke

We pointed out earlier that an important property of the freestyle and back-
stroke swim styles is that they are asymmetric. This means the movement
of both arms varies from side to side. A result of this characteristic can
directly be seen in figure 4.5: apart from the seventh freestyle pose model,
no other eight-pose part model, neither backstroke nor freestyle, captures
the frequency of any swimmer correctly. Due to the simple quantization
method of a freestyle and backstroke cycle, mirrored poses were combined
in different models. In other words, for each pose model trained on a specific
pose, there is a second one trained on the same pose which is the mirroring
of the first one. It is a general problem to differ between mirrored poses in
pose estimation. When such models are applied to an image, they compete
with each other to detecting this pose because they can not differ between
left- and right facing poses. The resulting pose signals are so noisy that
there is no suitable information left after smoothing.
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Figure 4.5: Quality measure of the four-pose and eight-pose freestyle and
backstroke models.

Taking this into account, the four pose models for both freestyle and
backstroke were originally trained with the training sets for left and right
facing poses combined. It can be seen in figure 4.5 that these models ba-
sically capture the frequency very well. In addition, we manually joined
the original pose signals from the detections of the eight-pose models in a
way that all detections from a pose model trained for right facing poses

38



were combined with all detections from another pose model trained for the
corresponding left poses. The result is depicted in figure 4.6. With one
exception, they compute the same frequencies as four-pose models for slow
and fast swimmers. This leads to the conclusion that we may use smaller
models in the future instead of bigger ones in order to save resources.

An interesting discovery is that freestyle pose model number one and
backstroke pose model number three perform well on estimating the stroke
frequency for fast swimmers, but both fail to do so for slow swimmers. We
conclude that the training set has to be extended with slow swimmers in
order to train differences in posture.
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Figure 4.6: Instead of joining the training sets of eight-pose models for
four-pose model training, the pose signals of similar left and right body
half poses computed by the eight-pose models can be joined, resulting in
four frequency traces. The quality of these traces is essentially the same as
the quality of frequencies computed by the four-pose models. With them
scoring a little better, eight-pose models are outperformed not only in key-
pose estimation but also in matching-speed.

In conclusion, we found that smaller models generally have a better
pose estimation performance. The breaststroke model obviously is balanced
as all pose models capture the frequency very well. Both large butterfly
models returned incorrect frequencies for slow butterfly swimmers and had
an average quality for fast swimmer. The quality measures of the two-
pose compromise is exactly interchanged, but may be fixed by altering the
training set or by closing detection gaps in the original pose signal. Both
eight-pose models of freestyle and backstroke can’t be used for frequency
estimation, but they can be replaced with four-pose alternatives. We will use
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the four-pose model versions of all swim styles to depict stroke frequencies
in the next chapter.

4.2.3 Stroke Frequency

The final objective of this thesis is to measure the stroke frequency of a
swimmer in a swimming channel. We trained pose models and evaluated
their quality with respect to this task in the previous section. The quality
is a measure that already compares the frequency traces of a pose model
and the ground truth and combines them in one value. However, it gives
no insight to the actual shape of the frequency curves. Hence we evaluate
sample traces in this section. The comparisons in the previous section have
shown that most eight-pose models are outperformed by four-pose models,
which is why we will only discuss frequency curves of the latter ones.

Figure 4.7 depicts frequency graphs of every major swim style, excluding
all pose models with a quality less than 0.02. The ground truth, which was
obtained manually by labeling distinctive poses in each cycle of a test video,
can be reproduced by at least one pose model of every swimmer model. Also,
poorly trained pose models are useless for stroke frequency measurement.
Here we can differ between different kinds of incorrect traces. A frequency
trace with values higher than the ground truth implies that the original pose
signal had far too many maxima which were not filtered by non-maximum
suppression [11], which implies that the suppression-window is too small.
On the other side, a trace of low frequencies implies the opposite: the pose
signal lacks maxima, i.e. not enough key poses where detected. It may be
possible to detect and erase/interpolate some of these false detections to a
certain level. However, this is beyond the scope of this thesis.

In order to capture an increase in a swimmer’s stroke frequency we
recorded two videos (freestyle and breaststroke) where the stream velocity
was increased slowly (figure 4.8). It can be seen that most of the pose
models capture the increase well.
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Figure 4.7: Frequency traces for all four major swim styles and different
stream velocities. Black diamonds and squares depict the ground truth. It
can be seen that both the best scoring pose models (straight lines) and the
worst scoring pose models (dotted lines) reproduce the frequency traces very
well. Pose models with a quality measure smaller than 0.02 are unusable
and therefore rejected.
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Figure 4.8: Frequency traces for freestyle and breaststroke. In both test
videos, the stream velocity has been increased slowly. Most depicted pose
models (dotted lines) capture the increase very well.
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Chapter 5

Conclusion and Future Work

In this thesis we introduced a methodology for swimmer detection and pose
estimation in order to automate stroke frequency measurement of swimmers
in a swimming channel. In order to detect a swimmer, we used discrimi-
natively trained, deformable part models which are based on dense HOG
filters and are applied on feature pyramids. We took advantage of the fact
that a deformable part model may consist of several smaller models, each
of which is trained on different views on an object class, by training pose
models using small sets of images depicting consecutive poses of a swimmer.
By applying a detector to a video and analyzing occurrences of poses over
time, we were able to detect specific key poses and conclude the stroke fre-
quencies of a swimmer for each swim style. While some pose models were
insufficiently trained and didn’t return evaluable frequencies, most of them
return good traces of frequencies. We also showed that the pose models are
robust against an increasing or decreasing stroke frequency.

Future work will mainly concentrate on improving the performance of
models. For that, we have to identify the specific variables that are respon-
sible for the quality of a single pose model and try to influence them in
a way that a swimmer model consists only of balanced pose models. We
trained a four-pose breaststroke model taking the natural cycle flow into
account and proofed that the performance of the whole model was suffi-
ciently higher compared to other models. This is beneficial in order to use
these models not only for automated stroke frequency measurement, but
also for more elaborate statistics like the specific evaluation of inner-cycle
intervals. Also, there is the question of automating the training process.
This would be desirable because we assume that training individual models
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for a top athlete will improve the whole performance. Nevertheless, even
well balanced swimmer models may occasionally fail to detect single key
poses, as seen with the two-pose butterfly model. We will have to find ways
to predict, detect and correct false detections.

A last future objective wasn’t introduced in this thesis: the matching
speed of a model is too slow at the moment. We will have to work on ways
to speed this process up in order to make to whole system applicable and
user-friendly.
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