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ähnlicher Form noch keiner anderen Prüfungsbehörde vorgelegen hat und von
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Zusammenfassung

Im Rahmen dieser Diplomarbeit wird die Kalibrierung von Kameras und Comput-

erbildschirmen in verteilten Rechnerplattformen untersucht. Das Ziel ist hierbei,

automatisch ein gemeinsames Koordinatensystem für Videosensoren (Kameras)

und aktive Elemente (Bildschirme) zu bestimmen. Hierzu wird eine Kombination

verschiedener verfügbarer, teilweise modifizierter Algorithmen angewendet.

Der Lösung wird in zwei Teilschritten erreicht. Zunächst wird das Problem der

Kalibrierung mehrere Kameras untersucht und in zwei Phasen gelöst. Die in-

trinsischen Parameter werden für jede Kamera einzeln mit einem photogram-

metrischen Verfahren ermittelt. Basierend auf diesen Parametern sowie auf au-

tomatisch ermittelten Punkt-Korrespondenzen zwischen den Bildern unterschied-

licher Kameras, wird ein Selbst-Kalibrierungsverfahren benutzt, um die Position

aller Kameras in einem gemeinsamen Koordinatensystem zu bestimmen. Beide

Phasen des Lösungsansatzes wurden implementiert und mit realen Daten veri-

fiziert. Die Leistungsgrenzen des vorgestellten Verfahrens zur Positionsbestim-

mung der Kameras werden in Computersimulationen mit synthetischen Daten

bestimmt. Zur Ermittlung der Punkt-Korrespondenzen werden Scale Invari-

ant Feature Transform (SIFT)-Features verwendet, teilweise in Kombination mit

einem Affine Lucas Kandade Feature Tracker.

Ein weiterer wesentlicher Teil dieser Diplomarbeit ist die Entwicklung, die Im-

plementierung und der Test eines Verfahrens zur Bestimung der Position von

aktiven Flachbildschirmen, die von einer Untermenge bereits kalibrierter Kam-

eras gesehen werden. Ferner wird ein neues Verfahren vorgeschlagen um die für

eine Kamera sichtbare aktive Fläche eines Bildschirmes zu schätzen.



Abstract

This thesis investigates the calibration of cameras and displays in distributed

computing platforms. The objective of this work is to put video sensors and

actuators in a common coordinate system. This was achieved by combining and

adopting several state-of-the-art algorithms.

The approach was twofold. First the problem of multiple camera calibration

is studied. The calibration problem is solved in two stages. The intrinsic pa-

rameters of the cameras are determined one-by-one with a photogrammetric

method. Based on the intrinsic parameters and automatically detected point-

correspondences across images, a self-calibration method is used to estimate the

position of all cameras in a common coordinate system. Both proposed stages

have been implemented and validated on real data. Performance limits of the

introduced position estimation algorithm were evaluated with computer simula-

tions. Point-correspondences have been established using SIFT-features, partly

in combination with an Affine Lucas Kandade Feature Tracker.

Another important part of this work consists of the development, implementation

and testing of an algorithm that determines the position of the active flat-panel

displays with respect to the previously calibrated cameras. Additionally a new

method is proposed that estimates the visibility of the displays from the various

cameras.
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Notations

General Notations

x,X scalar quantity

x,X vector

H matrix

xT transpose of a vector/matrix

H−1 inverse of a matrix

|x|, ‖x‖ magnitude of a vector

T tensor

det(X) determinant of a matrix

[x]× skew symmetric matrix of a vector

Symbols and Variables

0n×m zero matrix of dimension n×m
In×m identity matrix of dimension n×m
Ω absolute conic

Π∞ plane at infinity

K calibration matrix (3×3 upper triangular matrix)

ε error function

fs sampling function

fc Nyquist frequency

P projection matrix (3×4 matrix)

R rotation matrix (3×3 matrix)

t translation vector

d(x,y) distance between x and y





Chapter 1

Introduction

Today we find microphones, cameras, loudspeakers and displays nearly every-

where - in public, at home and at work. These audio/video sensors and actuators

often are a component of computing and communication devices such as laptops,

PDA’s and tablets, which we refer to as General Purpose Computers (GPCs) and

which often are (or at least could be) networked using high-speed wireless con-

nections. The resulting arrays of audio/video sensors and actuators along with

array processing algorithms offer a set of new features for multimedia applications

like smart audio/video conference rooms, hands-free voice communication, object

localization, automated video surveillance and more.

However, there are several important technical and theoretical problems to be

addressed, before array signal processing algorithms can enable such a platform

for powerful multimedia-applications.

An important prerequisite for using distributed audio-visual I/O capabilities is

to put sensors and actuators into a common time and space. In [15] a way is

proposed to provide a common time reference for multiple distributed GPC’s;

in [20] a method is proposed for automatic calibration of audio sensors and actu-

ators (i.e. microphones and speakers), both delivering a high degree of accuracy.

In this thesis we focus on providing a common space (coordinate system) for

multiple cameras and flat panel-displays, i.e. video sensors and actuators, by
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actively estimating the three dimensional position of the sensors and actuators.

We also deal with calibrating the intrinsic parameters of the multiple cameras.

The presented methods do not require synchronization of the multiple cameras

and displays. A complete multi-camera calibration is a necessary step, as many

multiple camera array processing algorithms need to know the position of the

cameras very precisely.

Figure 1.1: Distributed platform consisting of m wireless networked general pur-

pose computers along with their cameras and flat-panel displays

Figure 1.1 shows a schematic representation of our distributed computing plat-

form. A room or area is instrumented with n (n ≥ 3) cheap static cameras, which

are connected to networked GPCs of sufficient computational power. Further m

(m ≥ 1) flat-panel screens are at least partially visible from one camera. Given

these n cameras and m displays, the scope of the thesis is to determine auto-

matically the intrinsic camera parameters of each camera, such as focal length,

principle point and radial and tangential distortion coefficients, and the 3D po-

sition and pose of the cameras and flat-panel displays in a common coordinate

system. Therefore it is assumed that at any instant the number of cameras and

the number of flat-panel displays in the network is known.
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Camera calibration is a well investigated topic in computer vision and a signifi-

cant amount of research has been done in this area. Camera calibration is defined

as the estimation of the intrinsic parameters as well as the extrinsic parameters,

i.e. the position and orientation of a camera in a 3D coordinate system. Broadly

there are two different methods of camera calibration, photogrammetric calibra-

tion and self-calibration [25]. The first method applies a 3D or planar calibration

object whose precise geometry is known. Some different approaches are described

in [25], [13] and [23]. Self calibration techniques ( [11], [22] and [18]) do not re-

quire any special calibration target. They simultaneously process several images

from different perspectives of a scene and use the inherent constraints in multi-

ple view geometry to estimate the camera locations. All methods are based on

the point-correspondences across images. Point-correspondences can be extracted

automatically from the images by identifying 2D features and tracking those be-

tween the different perspective views. Different algorithms exist, e.g. [16], [21]

and [9].

Our approach uses both methods of camera calibration, the photogrammetric

method to determine the intrinsic parameters of each camera and a self-calibration

method to estimate the positions of all cameras in a common coordinate system.

The presented algorithms offers the ability to automatically perform the calibra-

tion of the intrinsic and extrinsic parameters from images captured by the differ-

ent cameras. In this work we first calibrate each camera intrinsically one-by-one.

Therefore we propose to use a flat-panel display as a planar calibration object.

Then the position estimation is performed in the extrinsic calibration algorithm,

i.e. cameras’ positions and poses are computed in a common coordinate system.

As in a typical distributed camera environment each camera can only see a small

volume of the total viewing space and different intersecting subsets of cameras

share different intersecting views, multiple camera calibration is solved by doing

a calibration on a subset of cameras and then building a global coordinate system

from individual overlapping views. Finally, the display positions in the scene and
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their respective orientations are estimated. In our approach therefore the flat-

panel screens are used to display a known pattern. Since all our feature points

lie on planes we estimate the homography between each display and the camera

image in which the screen is best visible. From those homographies we can ex-

tract the position and orientation with respect to the specific camera. Since the

position of each camera is known in a common coordinate system, we then know

the position and pose of the display with respect to any other camera. The visi-

bility of the screen from the various cameras can be determined by displaying a

time-varying pattern on the flat-panel screens and analyzing the captured image

sequences.

All stages of the calibration algorithms have been implemented and tested. How-

ever, some problems remain. Currently we cannot handle large changes in view-

point between the different cameras and the position estimation algorithm does

not work always robustly.

The thesis is organized as follows. Chapter 2 explains the basics of the projective

geometry framework, camera calibration and multiple view relations. It provides

the underlying mathematical theory behind the algorithms, which are described

in the subsequent chapters. Chapter 3 explains how point features are extracted

and tracked between images. In Chapter 4 and Chapter 5 the camera calibra-

tion of the multiple cameras is described. Results on simulated and real-world

experiments are presented. In Chapter 4 the one-by-one calibration of the in-

trinsic parameters of each camera is outlined. Chapter 5 presents the algorithm

used to determine the extrinsic parameters, i.e. the position of all cameras in

a common coordinate system, based on the intrinsic parameters determined in

Chapter 4 and detected stable salient points in the field of views of the cameras.

The estimation of the position and orientation of the flat-panel displays in the 3D

scene, as well as their respective visibility from the various cameras is described

in Chapter 6. The thesis closes with the concluding Chapter 7.
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Chapter 2

Basics of Projective Geometry

and Camera Calibration

This chapter presents the fundamentals of camera calibration and projective ge-

ometry, which are important for the subject of this thesis. Thus it establishes the

basis for the representation, terminology and notations used in all of the subse-

quent chapters.

The basics are going to be discussed only briefly, as there are several books and

papers available for more detailed studies, e.g. [10], [8] and [6].

In the first section the main geometric ideas and fundamental notations are in-

troduced. The described concepts of projective geometry will be used throughout

the other parts of the thesis.

The second section mainly explains the concepts of imaging a 3D scene and gives

an introduction of the camera model used to perform the mapping.

The subsequent and last section discusses some important aspects of multiple

view geometry.

The whole chapter was strongly inspired by the introductions in projective geom-

etry and camera models in [10], [6] and [18] and closely follows their overviews.



2.1 Projective geometry

Projective geometry is the mathematical basis for modelling perspective imaging

and multiple view geometry. The ideas and notations are primarily used because

of their possible simple algebraic descriptions in the fields mentioned above. For

instance the use of homogeneous coordinates enables non-linear mappings (such

as perspective projection) to be represented by linear matrix equations. It also

provides a mathematical representation practical for computations.

This section describes the representation of points in homogeneous notation, fol-

lowed by a discussion, how to map them using projective transformations. In the

last subsection important specializations of projective transformations and their

properties are described.

2.1.1 Homogeneous coordinates

In general a point in a plane is represented by its corresponding Euclidean coor-

dinate vector x = [x y]T in R2. Accordingly a point in space is represented by

the coordinate vector X = [X Y Z]T in R3.

Alternatively the points of Rn can be given by an (n+1)-vector of so called ho-

mogeneous coordinates in a projective space Pn: x ' [x1...xn+1]. It is important

to realize the sign ”'”, which denotes that the vectors are only equal up to a

scale. Consequently two points, x and y, presented by (n+1)-vectors, are equal

if there exists a nonzero scalar λ such that:

xi = λyi, ∀i : (1 ≤ i ≤ n+ 1). (2.1)

Thus any scaled version of the homogeneous notation of x represents the same

point in space.

One should bear in mind that only homogeneous vectors of Pn with xn+1 6= 0

correspond to points in Rn. Points with the last coordinate xn+1 = 0 in the

homogeneous presentation are referred to as ”ideal points” or ”points at infinity”.

6



Projective plane

The two-dimensional projective space P2 is called the projective plane. A point

x on this image plane is represented by a homogeneous 3-vector of the form

x = [x y w]T . If w 6= 0, then this notation represents the point [x/w y/w]T in

R2. This gives, that we have to distinguish between the homogeneous coordinates

(x, y, 1) of a point, which build a 3-vector and the inhomogeneous coordinates

(x, y), which build a 2-vector.

Projective 3-space

A point X in projective 3D space P3 is represented by a 4-vector X = [X Y Z W ]T .

In particular a point X with homogeneous coordinates (X, Y, Z,W ) and W 6= 0

represents a point X in R3 with inhomogeneous coordinates (X/W, Y/W,Z/W ).

2.1.2 Projective transformations

A projective transformation (synonym homography) is a linear transformation in

Pn. Generally each homography can be described by an invertible matrix H of

dimension (n+ 1)× (n+ 1), such that

x′ ' Hx (2.2)

holds for a point x and its image x′, both elements of Pn.

Specifically for planar transformations in images, P2 → P2, the homography on

homogeneous 3-vectors is represented by a non-singular 3 × 3 matrix H. Using

this, a point is transformed as follows:



x′

y′

1


 '




h11 h12 h13

h21 h22 h23

h31 h32 h33







x

y

1


 (2.3)

or more briefly x′ ' Hx.

One characteristic of the matrix H in Equation 2.2 and Equation 2.3 is that
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it may be multiplied by an arbitrary non-zero scalar λ but still will represent

the same homography. Therefore H is called a homogeneous matrix, expressing,

that in the homogeneous representation of a point, only the ratio of the matrix’

elements is significant. Consequently a projective transformation H has eight

degrees of freedom in P2.

Similar a projective transformation acting on P3 is a linear transformation on

homogeneous 4-vectors represented by a nonsingular 4× 4 matrix:




X ′

Y ′

Z ′

1



'




h11 h12 h13 h14

h21 h22 h23 h24

h31 h32 h33 h34

h41 h42 h43 h44







X

Y

Z

1




(2.4)

or X′ ' HX.

As outlined before in the case of 2D, the matrix H representing the transformation

in 3D is homogeneous and has 15 degrees of freedom 1.

2.1.3 The hierarchy of transformations

There exist some important specializations of projective transformations, which

in this section are described for the case of 3D transformations together with their

respective geometric properties. It should be noticed, that these specializations

apply for planar transformations as well.

The specializations are subgroups of each other, e.g. a metric transformation

is a subgroup of the affine transformations. Every subgroup is identified by its

matrix form, or equivalently by its invariants. An invariant is a property of a

configuration of geometric entities, whose value is not altered by any transforma-

tion associated with the particular group.

Below the groups of projective, affine, metric and Euclidean transformations are

1The degrees of freedom follow from the 16 elements of the matrix less one for the overall

scale factor
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characterized in sequence. Figure 2.1 shows the invariants of the described groups

of transformations illustrated with an object, which is equivalent to a cube under

the different geometric ambiguities.

Projective

Affine

Metric

Euclidean

TP

TM

TA

TE

invariant properties

cross ratio
intersection and
tangency of surfaces

parallelism
plane at infinity
volume ratios
realtive distance along
directions

relative distance
angkes
absolute conic

absolute distances
volume

Figure 2.1: Equivalent shapes to a cube for the different geometric ambiguities.

Transformation lower in the table have all the invariants of the ones above as

well. (based on [18])

Projective transformation

This is the largest group of transformations with the least number of invariants,

resulting in the most general group of linear transformations. It follows from the

previous section that a projective transformation of 3D-space can be represented
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by a 4× 4 non-singular, invertible matrix:

HP =




p11 p12 p13 p14

p21 p22 p23 p24

p31 p32 p33 p34

p41 p42 p43 p44




(2.5)

As already discussed before, this transformation matrix has 15 degrees of freedom.

The most fundamental projective invariant is the cross ratio2 of four collinear

points, e.g. lengths on a line. Additionally the relations of incidence, collinearity

and tangency are projectively invariant.

Affine transformation

Affine transformations are the group located between the projective and the met-

ric transformations in the hierarchy of transformation-groups. An affine transfor-

mation is defined as a non-singular linear transformation followed by a translation.

It has the matrix representation:

HA =




a11 a12 a13 a14

a21 a22 a23 a24

a31 a32 a33 a34

0 0 0 1




(2.6)

An affine transformation counts 12 independent degrees of freedom.

Being a member of the projective transformations, of course all projective prop-

erties also are affine properties. However, as affine transformations are more

restrictive, new invariant properties are added. Three important new invariants

are parallelism, relative distances along a certain direction and the ratio of areas.

Additionally an affine transformation leaves the plane at infinity π∞ unchanged.

Usually π∞ is defined by W=0. The plane π∞ is a geometric presentation of the

3 degrees of freedom required to specify affine properties in a projective frame.

2A cross ratio is a ratio of ratios
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It enables the identification of affine properties. Consequently affine geometry

differs from projective geometry by identifying π∞.

Metric transformation

A metric transformation (synonymously similarity), corresponds to an isometry

composed with a scaling σ. An isometry consists of an orthonormal transforma-

tion and a translation, it is characterized in more detail on the next page.

The metric transformation can be represented as follows:

HM =




σr11 σr12 σr13 tX

σr21 σr22 σr23 tY

σr31 σr32 σr33 tZ

0 0 0 1




(2.7)

with rij being the coefficients of an orthonormal matrix. As a specific characteris-

tic an orthonormal matrix has only 3 degrees of freedom, because the coefficients

rij are related by RRT = I3×3. In the majority of cases the metric transfor-

mation is composed of a Euclidean transformation (composition of rotation and

translation) and a scaling (this will be also discussed in the next subsection)3.

Then R is a rotation matrix and also detR = 1 holds.

A metric transformation counts 7 independent degrees of freedom, 3 for orienta-

tion, 3 for translation and 1 for scale.

In the case of a metric reconstruction there are two important additional invariant

properties: relative length and angles. Additionally, similarity transformations

transform a specific conic into itself, named absolute conic Ω. The absolute conic

can be visualized as an imaginary circle in the plane at infinity π∞.

A term that will be used frequently in the further discussion on reconstruction is

metric. The term metric structure implies that the structure is defined up to a

3In the case of camera calibration, this always applies, if no reflections occur in the scene,

in the sense, that all visible objects are in front of the particular camera.
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metric transformation. Without a yardstick this is the highest level of geometric

reconstruction that can be retrieved from images.

Isometry and Euclidean transformation

Isometries are transformations preserving Euclidean distance. So the scale is fixed

compared to the metric transformations discussed before. An isometry has the

following form:

HE =




r11 r12 r13 tX

r21 r22 r23 tY

r31 r32 r33 tZ

0 0 0 1




(2.8)

with rij representing again the coefficients of an orthonormal matrix. If R is

a rotation matrix, then the isometry is orientation-preserving and an Euclidean

transformation. Euclidean transformations are by far the most important isome-

tries in practice and they model the motion of a rigid object.

2.2 Camera model

A camera is used to perform the mapping between the 3D real world and a 2D

image. To obtain a mathematical relation between image and real world the

mathematical model of a camera must be adopted. Once the parameters of this

model are known, the image projection of a given scene point can be calculated

and given an image point, a ray can be determined on which the corresponding

scene point must lie.

In this thesis an enhances perspective camera model is used, considering also

lens distortions. This enhanced model describes cameras sufficiently for most

applications.

In the first section the simplest model, the ”Pinehole Camera” is explained, then

the necessary generalizations are made to build the complete model of a projective
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camera.

2.2.1 Pinehole camera and perspective projection

The perspective projection of a 3D scene point X = [X Y Z]T to a 2D image

point x = [x y]T with a Pinehole camera is illustrated in Figure 2.2. Note, that

the image plane in Figure 2.2 is in front of the camera center.

f

image plane

X

X
x

Z

Y

X

x

y

P

C

camera
center

principal axis

Figure 2.2: Geometry of the pinehole camera (based on [10])

This is a mapping from 3-space R3 to 2-space R2. The center of projection, also

called camera or optical center, is placed at the origin of an Euclidean coordinate

system (= the camera coordinate system). The image plane is placed at Z=f .

The variable f denotes the focal length, i.e. the distance between the center of

projection and the image plane. The point x is found as the point, where a line

through the 3D point X and the center of projection intersects with the image

plane. The line from the camera center perpendicular to the image plane is called

the principal axis of the camera, and the point, where the principal axis meets

the image plane is called the principal point P. The plane through the camera

center parallel to the image plane is called the principal plane of the camera.
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In the simplest case, the image plane is located at Z=1, i.e. f=1. The relation

between a point X in space and a point x in the image, both expressed in the

camera’s coordinate system, may then be described by Equation 2.9.

x =
X

Z
y =

Y

Z
(2.9)

It is possible to describe this ideal projection process in homogeneous coordinates:




x

y

1


 '




1 0 0 0

0 1 0 0

0 0 1 0







X

Y

Z

1




(2.10)

2.2.2 Camera parameters

The perspective mapping by Equation 2.9 is only valid if all distances are mea-

sured in the camera reference frame, the image coordinates have their origin at

the principal point and the image plane is located at unit distance in front of the

camera center. In practice, the real world and the camera coordinate system are

related by a set of physical parameters.

It can be distinguished between intrinsic and extrinsic parameters. Intrinsic pa-

rameters relate the idealized camera coordinate system to the actual image coor-

dinate system, whereas the extrinsic parameters relate a fixed world coordinate

system to the idealized camera coordinate system.

Intrinsic parameters

The distance between the center of projection and the image plane, i.e. the focal

length, may be different from 1. Therefore Equation 2.9 should be scaled with f

to take this in account:

x = f
X

Z
y = f

Y

Z
(2.11)

The focal length f is one intrinsic parameter and was already introduced. Since

image coordinates are usually expressed in pixel units and pixels may be rectan-
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gular instead of square, the camera has two additional scale parameters mx and

my, where 1
mx

and 1
my

denote the x and y dimension of the pixels in the imaging

sensor. Equation 2.11 becomes then:

x = mx · f X
Z

y = my · f Y
Z

(2.12)

Additionally, in Equation 2.12 it is assumed that the origin of the image coordi-

nate system and the principal point coincide. In practice this might not always

be the case, e.g. when the image coordinates are row and column indices in pix-

els, then the origin is the upper-left corner of the image. In order to generalize

Equation 2.12, the coordinates of the principal point (xo, yo) are added in terms

of pixel dimensions (px, py):

x = mx · f X
Z

+ px y = my · f Y
Z

+ py (2.13)

where

px = mx · xo py = my · yo (2.14)

The next intrinsic parameter, the skew s, accounts for a skew due to not orthog-

onal axes of the imaging sensor (see Figure 2.3(b)). For most cameras it can be

considered to be 0, as the pixels are in most cases almost perfectly rectangular.

The following equation holds:

s = (tanα) ·my · f (2.15)

where α indicates the skew angle and therefore tanα encodes the angle between

the x and y sensor axes.

Ovearall we can write in homogeneous coordinates:




x

y

1


 '




fx s px 0

0 fy py 0

0 0 1 0







X

Y

Z

1




(2.16)
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Figure 2.3: From coordinates in the idealized camera coordinate system to image

coordinates (based on [18])

or

x ' K[I3×3|03×1]Xcam (2.17)

where

K =




fx s px

0 fy py

0 0 1


 (2.18)

The parameters fx and fy are the focal length measured in the width and height of

the pixel, as only the scaled values mx ·f and my ·f are of importance. The above

upper triangular matrix K (Equation 2.18) is the so-called camera calibration ma-

trix. K reflects a choice of affine coordinates in the image that translate physical

locations in the image plane to pixel coordinates. The scene point [X, Y, Z, 1]T is

denoted with Xcam in Equation 2.17 to emphasize that the camera is assumed to

be located at the origin of a Euclidean coordinate system with the principal axis

of the camera pointing in direction of the z-axis, and that the point [X,Y, Z, 1]T

is expressed in this camera coordinate system.

The complete transformation from the idealized camera coordinate system to

the actual image coordinates by the calibration matrix K is illustrated in Fig-

ure 2.3(a).
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The intrinsic parameters of a camera with fixed optics are identical for all images

taken with this camera. Therefore they have to be estimated once only.

Extrinsic parameters

The extrinsic parameters specify the camera’s position and orientation in space.

In general, points in space will be expressed in terms of a different Euclidean

coordinate system, the world coordinate system. The two coordinate frames

are related via a rigid motion, i.e. a rotation and a translation. If X is an

inhomogeneous 3-vector representing the coordinates of a point P in the world

coordinate frame (see Figure 2.4), and Xcam represents the same point in the

camera coordinate frame, then they are also related by a rigid body motion

transformation:

Xcam = RX + t (2.19)

where R is a 3 × 3 rotation matrix representing the orientation of the camera

coordinate frame, and t is a 3× 1 translation vector. Equation 2.19 can also be

C

Yc Xc

Zc

YW

ZW
XW

world coordinate system

P

camera coordinate system

x

3D rigid transformation
R,t

X

X
cam

Figure 2.4: Rigid body motion transformation between the representation of a

point in two different coordinate systems (based on [2])
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written in homogeneous coordinates:




Xcam

Ycam

Zcam

1



'




r11 r12 r13 t1

r21 r22 r23 t2

r31 r32 r33 t3

0 0 0 1







X

Y

Z

1




(2.20)

where rij and ti are the coefficients of the rotation matrix R and the translation

vector t respectively.

Distortion

So far it has been assumed, that a linear model is an accurate model for the

imaging process. That means, the world point, image point and optical center

are collinear, world lines are imaged as lines and so on. In real cameras this

perspective model is not sufficient, as they do not have pineholes but lenses,

which usually cause some amount of distortion in the image.

In order to develop a proper model, the perspective model has to be enriched

by some distortion components. Our distortion model is chosen according to the

model presented in [12]. It accounts for both, radial and tangential distortions,

and describes sufficiently the distortions that can occur in practice. Radial lens

distortion causes the actual image point to be displaced radially in the image

plane. Figure 2.5 illustrates the effect of radial distortion for the example of

an image of a square. Tangential distortion occurs due to not strictly collinear

centers of curvature of the lens surfaces. For more details about this distortion

type, the reader is referred to [3].

Distortion takes place when projecting the scene point onto the image plane and

it causes a (small) change in the position of the point on the image plane. With

Xcam denoted as the homogeneous scene point in camera coordinates, for the

homogeneous representation of the imaged point xn = [xn yn 1]T , assuming an
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ideal projection one obtains (compare Equation 2.9):

xn ' [I3×3|03×1]Xcam (2.21)

The projection xn is then also called the normalized projection, to emphasize

that the calibration matrix is the identity matrix.

If lens distortions are taken into account, the actual projected point is related to

the ideal point by a radial displacement and the tangential distortion vector dt.

Thus the actual image position xd including the distortion components is defined

as follows:

x̃d = L(r)x̃n + dt (2.22)

where x̃n and x̃d denote the normalized image point and the distorted image point

in inhomogeneous coordinates, respectively, and r is the radial distance
√
x2
n + y2

n

from the center for radial distortion (here the principal point).

The radial distortion function L(r) is only a function of the radius r. An

arbitrary function L(r) may be approximated by a Taylor expansion L(r) =

1 + κ1r + κ2r
2 + κ3r

3 + ..., where κ1, κ2, κ3, ... are the coefficients of radial dis-

tortion. In most practical cases radial distortions are dominated by the first two

coefficients.

linear image radial distortion

Figure 2.5: Effect of radial distortion to the image of a square (based on [10])

The tangential distortion vector dt in Equation 2.22 may be defined in the fol-

lowing form:

dt =


2ρ1xy + ρ2(r2 + 2x2)

ρ1(r2 + 2y2) + 2ρ2xy


 (2.23)
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where ρ1 and ρ2 are the coefficients for tangential distortion.

Finally, to transform the distorted point in pixel coordinates, it has to be multi-

plicated with the calibration matrix:

x ' Kxd (2.24)

The distortion coefficients count to the intrinsic parameters.

2.2.3 Projection matrix

If distortion effects would be neglected (or removed from the image measure-

ments), a linear description for the process of projecting a point in 3D on a

image plane can be found by the use of homogeneous coordinates. Combining

Equations 2.16, 2.17 and 2.20 gives the following expression :




x

y

1


 '
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0 fy py

0 0 1
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(2.25)

which can be written more compactly as

x ' PX (2.26)

where

P = K[R|t] (2.27)

The vector x is the image point represented by a homogeneous 3-vector, X denotes

the world point expressed in some coordinate system by a homogeneous 4-vector

and P represents the 3× 4 homogeneous camera projective matrix.

2.3 Multiple view geometry

One task of the thesis is to compute the calibration of a set of cameras given

that a set of corresponding points exist across certain images. Points are said to
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correspond if they image the same scene point in different views. Camera cali-

bration is defined as the calculation of intrinsic and extrinsic parameters of each

camera. We assume in the following discussion, that the distortion parameters

of each camera are known and the effects of those have been removed from all

image measures4. Therefore the projective matrix has to be determined for each

camera in a common coordinate frame.

As different views of the same scene are related to each other, these relations are

used for the calibration as well as for reconstruction of the observed scene from

multiple images. Below the scene is restricted to be static and for the purpose of

mathematical abstraction to consist of points only.

The book [10] presents an extensive study about the geometry of multiple views,

including a detailed derivation of the geometric relations. The overview given in

this section is strongly based on this book. In the following subsections the re-

lations derived from point-to-point correspondences in two views are introduced

and additionally the case of three views will be discussed. Finally an introduction

in the research is given, that is made for the general case of a scene observed from

N ≥ 3 cameras.

Before discussing the various configurations, a general remark is necessary: Con-

sider a set of N cameras with camera matrices P1,P2,P3...,PN and a set of 3D

points Xi. The points Xi project to image points xji , with j referring to the image

in which the point appears and i indicating the scene point projected. Then the

task is to determine the unknown camera matrices Pj and the points Xi, given

4The distorted (actual measured) points xdi are related to the ideally projected image points

xi that would be measured if the distortion effects were compensated, via Equation 2.22:

xdi = L(r)xi + dt (2.28)

Thus compensation cannot be done analytically, it is achieved by using the above equation to

iteratively improve an initial guess for xi (usually xi = xdi is taken for initialization)
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point correspondences across the images. The reconstruction must satisfy

xji ' PjXi (2.29)

To allow a reconstruction, a sufficient number of correspondences must be known

and these corresponding points are not allowed to lie in one of various well-defined

critical configuration (for more details consult [10]).

However, unless additional constraints are given, it is in principle only possible to

reconstruct a set of points, or equivalent, to determine the camera matrices, up

to a projective ambiguity. This ambiguity arises because it is possible to apply

a projective transformation (represented by a homography H) to each point Xi

and each projection matrix Pj without changing the projected image points:

PjXi = (PjH−1)(HXi) (2.30)

Additional constraints arise from knowledge about the cameras (intrinsic or ex-

trinsic parameters) and/or the scene, and this can be used to restrict the projec-

tive ambiguity and a reconstruction up to an affine or similarity transformation

can be achieved. For example, if the intrinsic parameters of all cameras are

known, a metric reconstruction is possible.

In general there are two different possible approaches for the application of these

constraints. The first would be to compute a projective reconstruction and then

updating it to affine or metric imposing the constraints. The second approach

would try to apply the constraints immediately and so to obtain the metric re-

construction directly.

2.3.1 Two-view geometry

The simplest case of points projected in two different perspective views will be

discussed in this subsection. The configuration is shown in Figure 2.6. Each
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Figure 2.6: Geometry of a correspondent point in two views

view has a associated camera matrix, P, P′, and an arbitrary 3-space point X is

projected as x ' PX in the first view and x′ ' P′X in the second image.

Given a set of n corresponding image points xi ↔ x′i, i = 1, ...n, the basic tool to

determine the according camera matrices P and P′ is the so called fundamental

matrix F. The fundamental matrix represents the constraint imposed by the

projected image points and the space point and is therefore the algebraic repre-

sentation of the epipolar geometry. Epipolar geometry is the projective geometry

between two views. It depends only on the intrinsic parameters of both cameras

and their relative pose, thus the epipolar geometry and therefore also the fun-

damental matrix (as its representation) is independent of the scene structure. If

arbitrarily one of the two cameras is assumed to lie in the origin of the common

coordinate system, the camera matrices can be written in the following form (see

Equation 2.27):

P = K[I3×3|03×1] P′ = K[R|t] (2.31)

Then the fundamental matrix F can be expressed in terms of these parameters

according to [10]:

F = K′−TRKT [KRT t]× (2.32)
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where [a]× denotes the corresponding skew-symmetric matrix of a5.

The basic property of the fundamental matrix is the following: Given the funda-

mental matrix, a pair of matching points xi ↔ x′i must satisfy

x′Ti Fxi = 0 (2.34)

where F is a 3× 3 matrix of rank 2. Equation 2.34 is linear in the entries of the

matrix F, thus this equations can be used to estimate the fundamental matrix if

a sufficient number of point correspondences across the two views is available.

A pair of camera matrices P and P′ uniquely determines a fundamental matrix F,

and conversely, the fundamental matrix determines the pair of camera matrices.

Thus the fundamental matrix encapsulates the complete projective geometry of

the pair of cameras and is unchanged by any projective transformation of 3-space.

Some further properties of the fundamental matrix are: F is a rank 2 homogeneous

matrix with 7 degrees of freedom and detF = 0.

For a detailed discussion on the topic of epipolar geometry and the derivation of

the fundamental matrix constraints the reader is referred to [10].

We consider now the case, that the calibration matrices K,K′ of the according

cameras are known. Then the so-called essential matrix E can be computed

instead of the fundamental matrix. The essential matrix is a specialization of

the fundamental matrix to the case of normalized coordinates. E depends on the

external parameters only. It must satisfy likewise to Equation 2.34

xn
′T
i Exni = 0 (2.35)

where xn and xn
′ are the normalized image coordinates of the corresponding

points xi ↔ x′i.

5If a = [a1 a2 a3]T is a 3-vector, then one defines a corresponding skew-symmetric matrix

as follows [10]:

[a]× =




0 −a3 a2

a3 0 −a1

−a2 a1 0


 (2.33)
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The normalized image coordinates xn of a point x are derived by removing the

effects of the internal parameters from the measured image point. The idea is,

that the normalized point xn is the image of the point X with respect to a camera

that has the identity matrix I3×3 as its calibration matrix. A normalized point

may be computed from the image measurement via (assuming that distortion

effects have already been removed from the image measurements):

xn ' K−1x (2.36)

if the calibration matrix K is known.

If Equation 2.36 is combined with Equation 2.26 and 2.27, then

xn ' K−1PX = K−1K[R|t]X = I3×3[R|t]X = [R|t]X = PnX (2.37)

holds, where Pn = K−1P = [R|t] denotes the normalized camera matrix.

For a complete description of the different algorithms to determine the fundamen-

tal/essential matrix as well as needed to extract the according camera matrices,

the reader is referred to [10].

2.3.2 Three-view geometry

In this section the case of three views as shown in Figure 2.7 is examined.

Whereas the algebraic entity to determine the camera matrices is the fundamental

matrix for two views, for the case of three views this is given by the trifocal

tensor T . Similar to what was derived for two views, there are multiple linear

relationships relating the positions of corresponding points in three images. The

coefficients of these multi-linear relationships can be organized in a tensor.

The trifocal tensor T is a 3× 3× 3 tensor. It contains therefore 27 parameters.

Due to additional nonlinear constraints (so called internal constraints), only 18

are independent. Let x be the projection of a 3-space point X in one image and

x′ and x′′ the corresponding projection in the other two images. Then each point
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Figure 2.7: Geometry of a 3D point projected in three images

correspondence xi ↔ x′i ↔ x′′i across the three views provides four independent

trilinear constraints:




∑3
i=1 x

i(x
′1x
′′1T 33

i − x′3x′′1T 13
i − x′1x′′3T 31

i + x
′3x
′′3T 11

i ) = 0
∑3

i=1 x
i(x
′1x
′′2T 33

i − x′3x′′2T 13
i − x′1x′′3T 32

i + x
′3x
′′3T 12

i ) = 0
∑3

i=1 x
i(x
′2x
′′1T 33

i − x′3x′′1T 23
i − x′2x′′3T 31

i + x
′3x
′′3T 21

i ) = 0
∑3

i=1 x
i(x
′2x
′′2T 33

i − x′3x′′2T 23
i − x′2x′′3T 32

i + x
′3x
′′3T 22

i ) = 0

(2.38)

where the projected points x, x′ and x′′ are represented in their homogeneous co-

ordinates according to x = [x1 x2 x3]T , x′ = [x
′1 x

′2 x
′3]T and x′′ = [x

′′1 x
′′2 x

′′3]T

respectively.

As any triplet of corresponding points needs to satisfy these constraints, they can

be used to compute the trifocal tensor if a sufficient number of them is available.

The camera matrices of the three different cameras P, P′ and P′′ uniquely de-

termine a trifocal tensor: Following [10], if three arbitrary camera matrices (in

tensor notation) are6

P = [I3×3|03×1], P′ = [aij], P′ = [bij] (2.39)

6without loss of generality the first camera frame is chosen to be the reference frame
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then the trifocal tensor is defined as:

T jki = aji b
k
4 − aj4bik (2.40)

Thus the trifocal tensor encapsulates the relative projective geometry of the three

cameras. As with the fundamental matrix, once the trifocal tensor is known, it is

possible to extract the three camera matrices and thereby also a reconstruction

of the scene points can be obtained.

Without further knowledge about the cameras or the scene, the reconstruction

will be projective, i.e. it is unique only up to a projective transformation. Nev-

ertheless, in Chapter 5 of this thesis, the trifocal tensor will be computed for

calibrated cameras, i.e. for known internal parameters of each cameras. In this

case it is possible due to the additional knowledge about the cameras, to obtain

directly a metric reconstruction. The algorithm needed is going to be explained

in more detail below as well.

2.3.3 N-view geometry

This subsection extends the previous 3-view solution to deal with an arbitrary

number of cameras. It is possible to define a quadrifocal tensor 7 relating entities

visible in four views. This quadrifocal tensor is algebraically dependend on the

fundamental matrix and the trifocal tensor. The tensor method however does

not extend to more than four views.

A general reconstruction problem is shown in Figure 2.8. A set of 3D points Xi

is viewed by a set of cameras with matrices Pj. However a 3D point may not be

visible in all cameras, thus its corresponding projected point will not be available

in all image. Let xji denote the coordinates of the i-th point as detected in the

j-th camera image. The reconstruction problem is then to find the set of camera

matrices Pj and points Xi such that

xji ' PjXi (2.41)

7for more in depth discussion of the quadrifocal tensor it is referred to [10]

27



X
1

C
2

C
3

C
4

C
1

C
5

X
2

X
3

Figure 2.8: General reconstruction and calibration problem

Many methods have been considered for a reconstruction from an arbitrary num-

ber of views. Some methods apply to specific motion sequences, while other

methods involve various assumptions such as a certain number of points or all

points being visible in all images. One example is the method of projective fac-

torization [22].

The dominant methodology common across the various approaches is called bun-

dle adjustment. Bundle adjustment is an iterative model, in which one attempts

to fit a non-linear model to the measured data, here the point correspondences.

The process of bundle adjustment is an estimation involving the minimization of

the reprojection error - the (summed squared) distances between the projections

of the estimated 3D points X̂i and the measured image points.

If image measurements are noisy, then Equation 2.41 will not be satisfied exactly.

In this case it is searched for the projection matrices P̂j and the 3D points X̂i

which project exactly to image points x̂ji , and also minimize the image distance

between the projected points and actual detected image points xji (for every view
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in which the 3D point appears), i.e.

min
P̂j ,X̂i

∑
ij

d(P̂jX̂i,x
j
i )

2 (2.42)

d(x,y) denotes here the geometric image distance between the homogeneous

points x and y. Assuming that the measurement noise is Gaussian, bundle ad-

justment provides a true Maximum Likelihood (ML) estimate. The reprojection

error is illustrated in Figure 2.9 for the case of a point visible in two views.

Figure 2.9: Minimization of the reprojection error (based on [10])

The advantage of bundle-adjustment is that it is a very general method which

may be applied to a wide range of reconstruction- and optimization problems. It

tolerates missing data and at the same time it allows assignment of individual

covariances to each measurement. It may also be extended to include constraints

on camera parameters or position of points.

On the other side the most important disadvantage is, that bundle-adjustment is

a non-linear, thus an iterative process, which can not be guaranteed to converge

to an optimal solution from an arbitrary starting point. Hence the main difficulty

is finding an easy-to-compute non-optimal solution that can be used as a starting

point for the non-linear optimization. Several methods for initialization are being

29



used, e.g. the factorization method mentioned above. In the case where points

are not visible in every view, sequential or hierarchical approaches are the most

common ones. In those approaches, the entire set of cameras is partitioned into

manageable subsets which are then merged in a sequential or hierarchical fashion.

Thus the general preferred method for multiple view reconstruction is an initial-

ization step followed by bundle adjustment. In this thesis the approach proposed

in [7] is being used for the reconstruction from several images. It uses a hierar-

chical initialization process which is described in detail in Chapter 5.

2.3.4 Structure computation

In this section the standard structure computation problem is presented. It con-

sists of reconstructing the position of a point in 3-space from its corresponding

images in two or more views assuming that the cameras calibration parameters

(extrinsic and intrinsic parameters) are known.

The computation of the scene structure is done by triangulation, i.e. the point Xi

in 3-space is computed as the intersection of rays backprojected from its corre-

sponding image points xji in the various images, via their associated cameras Pj.

This is shown in Figure 2.10 (a) for the case of triangulation from two views. In

absence of noise on the image point coordinates, the point Xi can be determined

easily, as the rays intersect in exactly one point.

If the measured points are noisy, i.e. there are errors in the image coordinates,

naive triangulation by backprojecting rays from the measured image points will

fail, because the rays are in general not guaranteed to intersect at a single point

in space (see Figure 2.10 (b)). It is thus necessary to estimate a ”best” solution

for the point in 3-space.

According to [2] this corresponds to searching for the point coordinates X̂i that

minimizes the sum of the squared orthogonal distances to the optical rays gen-

erated by the projections in the images xji and the camera matrices Pj. Then
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Figure 2.10: triangulation from projected points in two views, (a) ideal measure-

ments, (b) noisy measurements

X̂i corresponds the optimal coordinate vector of Xi in space in a sense that it is

the point which is closest to all the optical rays. Another approach is according

to [10], to estimate X̂i as the point which minimizes the reprojection error. Under

the assumption of Gaussian noise, this is the ML estimate and the cost function

of the reprojection error can be minimized subject to additional constraint, such

as a supplied camera geometry.

It should be noted, that in order to be more robust all available projections of

a point should be used for triangulation. An over-constrained problem is cre-

ated that greatly stabilizes the triangulation process relative to the error in the

measured image points. Even slight errors in the image positions or in the es-

timation of the projective matrix can affect the accuracies in the reconstruction

otherwise, especially, if the distance of the cameras to each other, and therefore

the geometrical baseline, is small.
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Chapter 3

Feature Point Extraction and

Matching

In the previous chapter it was demonstrated that point-to-point correspondences

across two or more images can be generally used to recover the calibration matri-

ces of the cameras. Thus the 3D structure, represented by the images, can also be

reconstructed. However, the fundamental aspect of establishing the correspon-

dence between the two or more image projections really is a demanding task.

To determine point-to-point correspondences each image is at first described and

represented by a set of features, where a feature is the description of a specific

image point and its neighborhood. Subsequently the features of each image are

input to a matching procedure, which identifies features in different images that

correspond to the same point in the observed scene.

There are various approaches for extracting a set of features from an image.

Throughout this thesis the so called SIFT(Scale Invariant Feature Transform)-

features proposed by Lowe [16] are used to establish correspondences. SIFT-based

feature descriptors were identified in [17] to deliver the most suitable features in

the context of matching points of a scene which is observed under different view-

ing conditions, as e.g. different lighting and changes in 3D viewpoint. However
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the approach has its limitations. To ensure a sufficient number of reliable match-

ing points, the displacement between the cameras should not exceed 15◦. The

extraction of SIFT-features from an image is explained in detail in Section 3.1

and the related matching procedure is described in Section 3.2.

The resulting correspondences are within pixel accuracy. In some cases (e.g. the

algorithm presented in Chapter 5) it is desirable to achieve subpixel accuracy.

Therefore the Lucas Kanade Feature Tracker, proposed in [21], is used and ini-

tialized with the outcome of the SIFT-matching procedure. The basics of this

feature tracker are presented in Section 3.3.

3.1 Feature extraction

In this section we introduce the SIFT-features as described in [16]. For a more

detailed discussion of the characteristics and the computation of SIFT-features

the reader is referred to [16].

The features extracted are highly distinctive in the sense of providing a reliable

differentiation of one interest point from any other interest point. As a result a

single feature can be matched with a high probability correctly against the fea-

tures of other images. Additionally they are invariant to image scale, translation,

and rotation as well as partially invariant to transformations caused by changes

in 3D camera viewpoint, noise, and changes in illumination.

The SIFT-feature extraction method combines a scale invariant region detector

and a descriptor based on the gradient distribution in the detected regions. The

following are the stages for computation of a set of features of an image:

• Scale-space extrema detection

• Accurate keypoint localization

• Orientation assignment

• Keypoint descriptor
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The first three steps (described in more detail in the following subsection) detect a

set of interest points - also called keypoints -, which are characteristic for a specific

image. The keypoints are filtered to preserve only those, which are stable under

a certain amount of additive noise. An image location, scale and orientation is

assigned to each keypoint. This enables SIFT to construct a repeatable local 2D

coordinate system, in which the local image (pixel and its surroundings region)

can be described invariantly from these parameters.

3.1.1 Scale-space extrema detection

As a first step, potential interest points in an image are identified by scanning

the image over location and scale. The localization and the scale of the keypoints

are detected as scale-space 1 extrema of the function D(x, y, σ), which is the

difference-of-Gaussian function convolved with the input image I(x, y):

D(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y) (3.1)

where k indicates a constant multiplicative factor. Local 3D extrema of D(x, y, σ)

are detected by comparing each pixel to its eight neighbors in the current image

and nine neighbors in the scale above and below (see Figure 3.1). A point is

selected only if it is larger or smaller than each of these neighbors.

3.1.2 Accurate keypoint localization

A detailed model is fitted to each candidate location to determine more accurately

location and scale of the keypoint. Then the function value at the extremum,

D(x̂), is used for rejecting unstable extremas with low contrast. All extremas with

a value of |D(x̂)| less than a certain threshold (determined through experiments)

1Scale-space L(x, y, σ) is a local 3D-representation of an image, where σ indicates the scale.

Different levels of the scale-space representation are created by convolving the input image

I(x, y) with a variable-scale Gaussian kernel G(x, y, σ):

L(x, y, σ) = G(x, y, σ) ∗ I(x, y) where G(x, y, σ) = 1
2πσ2 e

−(x2+y2)/2σ2
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Scale

x

y

Figure 3.1: Detection of extremas in scale-space by comparing a pixel (x) to its

neighbors (◦) in the current and adjacent scales (based on [16])

are discarded. However, to ensure stability it is not sufficient to reject keypoints

with low contrast, but also keypoints with unstable localisation (e.g. along edges)

must be eliminated. That is done by discarding interest points that have a ratio

of principal curvatures greater than a certain threshold.

3.1.3 Orientation assignment

For each stable keypoint found through the procedure in the previous sections,

one or more orientations are assigned, based on the local image patch.

First, one or more dominant gradient directions are identified by selecting peaks

within an orientation histogram. The histogram is formed from the gradients’

angles of sample points within a region around the keypoint, weighted by each

gradients’ magnitudes. For each dominant orientation a keypoint is created with

that orientation, i.e. multiple keypoints might be created for the same location

and scale, but with different orientations.

All subsequent operations are then performed on image data, that has been trans-

formed relative to the assigned orientation, scale, and location of each feature,

thereby providing invariance to these transformations.

Figure 3.2 shows two example images. Extracted features are represented by cir-
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cles. The radius of the circles is chosen accordingly to the assigned scale. Both

images have a size of 640 × 480 pixels. They give rise to 967 respectively 617

stable features. The number of extracted features in an image depends strongly

on the image content/texture and the selection of various other parameters.

Figure 3.2: Example images with extracted feature points (marked by circles of

radius of the assigned scale)

3.1.4 Keypoint descriptor

In the final stage a representation is constructed for the local image around each

keypoint based upon the image gradients.

In order to derive the representation, at first the gradient’s magnitudes and ori-

entations of each image sample point in a patch around the keypoint location is

computed. Those are subsequently weighted by a Gaussian window and aggre-

gated into orientation histograms for subregions.

The computation of a 2× 2 descriptor array computed from an 8× 8 set of sam-

ples is illustrated in Figure 3.3. On the left side the gradient’s magnitudes and

orientations are indicated by the lengths respectively directions of the arrows; the

overlaid circle indicates the Gaussian window.

The descriptor is then formed by a vector, that contains the values (= length
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Image gradients Keypoint descriptor

Figure 3.3: Creation of a keypoint descriptor from the image gradients in the

neighborhood (based on [16])

of the arrows) of all orientation histogram entries. Finally this feature vector

is normalized to achieve illumination invariance. In this normalization process

small values in the unit feature vector are removed by thresholding.

The implementation outlined in the thesis uses 4 × 4 arrays of histograms with

8 orientation bins in each computed from a 16× 16 sample array. This results in

feature vectors of dimension 128. The vectors are always expressed relatively to

location, scale and orientation of the feature.

3.2 Matching

Point-to-point correspondences between two different images are established by

first extracting a set of SIFT-features from each image and subsequently com-

paring their keypoint descriptors. The matching technique for the SIFT-features,

implemented in the algorithms throughout this thesis was proposed by Lowe

in [16].

The matching is performed by first individually measuring the Euclidian distance

of each feature vector (representing a keypoint) of one image to each feature vec-
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Figure 3.4: Summary of the matching algorithm

tor of the other images. Then the best matching-candidate for a specific keypoint

is identified by the interest points in the other image with the minimum distance.

This point is also called the ’nearest neighbor’. A valid match is found in the

second image, if the distance ratio between the nearest and the second nearest

neighbor (clostest/next closest) is below a certain threshold. This validation is

neccessary to discard features caused by noise or perspective phenomenons that

match incorrectly in the other images. In this case, the closest neighbor is a false

match. Likely there are other false matches within a similar distance. On the

other hand, correct matches have their closest neighbor significantly closer than

the closest incorrect match. Thus, according to [16], the second closest match

may provide an estimate of the density of false matches within this portion of the

feature space.

The matching algorithm is summarized in Figure 3.4.
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Figure 3.5: Matched feature points between the two images (the matching points

are connected by a line)

Figure 3.5 shows an example of matched points found between two images. In

this example 62 point-to-point correspondences were established.

3.3 Subpixel accuracy

The outcome of Lowe’s algorithm is only at pixel accuracy. For the reconstruc-

tion and extrinsic calibration of a set of multiple cameras (see Chapter 5), it

is essential to keep all computations at a subpixel accuracy level, which will be

demonstrated in Section 5.2.2.

So far the approximate position of the corresponding point is known and can be

taken as an initial guess about the exact position. Subpixel precision can then

be achieved through the Affine Lucas Kanade Feature Tracker (first described
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in [21]). Its pyramidical implementation, which is used in this thesis, was pro-

posed in [4].

The basic optimization problem solved by this tracking algorithm is presented in

the first subsection. Further details and information regarding the implementa-

tion and the algorithm may be found in the according literature ( [21] and [4]).

Subsection 3.3.2 gives implementation details and shows some results obtained

by combining the two methods.

3.3.1 Basic equations

The goal of feature tracking is to find the location v of a point u of the first image

I in the second image J . v can be expressed in terms of u:

v =


ux + dx

uy + dy


 (3.2)

with d = [dx dy]
T being the the optical flow at u. In addition to the pure

translation d, the image may also undergo an affine transformation between I

and J in the neighborhood of the image points u and v. Therefore a deformation

matrix D characterized by four coefficients dxx, dxy, dyx, dyy is introduced:

D =


dxx dxy

dyx dyy


 (3.3)

Then a point u in the first image I moves to the point v = u + Du + d in the

second image J :

J(v) = J(u + Du + d) = J((D + I2×2)u + d) = I(u) (3.4)

where I(x), J(y) represent the grey-scale values of the two images at location x.

The objective of affine tracking is then to choose d and D in a way, that minimizes

the dissimilarity between the feature windows around the points u and v, in I,J

respectively:

ε(d,D) =
ωx∑

x=−ωx

ωy∑
y=−ωy

(I(x + u)− J((D + I2×2)x + d + u))2 (3.5)

41



where 2ωx + 1 and 2ωy + 1 denote the size of the integration window and x and

y are the two pixel coordinates of the image point x.

3.3.2 Implementation issues and results

The most important issue regarding the implementation of the tracking algorithm

is to select a suitable window size for accurate tracking. On one hand a small

integration window is preferable in order not to smooth the details too much. On

the other hand one needs a sufficiently large windows for handling large motions.

A pyramidal implementation provides a solution to that tradeoff, but slows down

computation.

A preferable approach starts with correspondences found by Lowe’s feature ex-

traction and matching method [16] (described in the previous sections) to initial-

ize the tracking. The initial guess can be considered to be already relatively close

to the exact match. Therefore the value for ωx and ωy was chosen to be 10.

Another important component of the feature tracker is the robustness with re-

spect to changes in illumination, including changes in brightness and contrast.

To handle these changes a normalization is applied to the image patches included

in the iteration process.

An example result obtained by the subpixel feature tracking algorithm is shown

in Figure 3.6. The corresponding feature points shown in Figure 3.5 were used

to initialize the tracking algorithm.

Only a small sector of the whole image is shown in order to achieve a better

visualization. Left, the matched interest points of the image are displayed, that

were taken as a reference frame. On the right side the matched points of the

second image are shown before and after the tracking algorithm. It can be seen

in Figure 3.6 (b) that the matching points are shifted to a slightly different po-

sition by the algorithm. The improvement in accuracy is especially obvious in

the region marked with a circle in both images. SIFT-features matching in the
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Figure 3.6: Matched feature points before and after the tracking algorithm (points

in image 1 were taken as reference and tracked in image 2)

case of two very close points in the first image resulted to the same feature in

the second image. With this initial guess the Lucas Kanade feature tracker finds

the two different corresponding points and herewith it significantly improves the

accuracy of the image matching process.
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Chapter 4

Intrinsic Camera Calibration

This chapter addresses the problem of identifying the intrinsic parameters of a

camera, a process know as intrinsic camera calibration. Once a camera has been

calibrated, it is possible to associate with any image point a well-defined ray pass-

ing through this point and the camera’s optical center. This enables for instance

the triangulation of a real point from the corresponding image points delivered

by multiple cameras.

In the first section of this chapter the algorithm for the intrinsic calibration is pre-

sented. In this thesis, to estimate of the internal parameters, the C++ implemen-

tation of Jean-Yves Bouguet’s Camera Calibration Toolbox [1] in OpenCV [14]

is used. Therefore, the estimation procedure is only shortly described and for a

deeper discussion references to papers can also be found in [1].

Details regarding the implementation and results are given in the second section.

4.1 Intrinsic calibration algorithm

This section provides details on how to solve the camera calibration problem.

The calibration code in OpenCV [14] and in the Camera Calibration Toolbox [1],

uses a slightly modified version of Zhang’s method [25].

This calibration algorithm requires, that the camera to be calibrated observes
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a known planar calibration target at a few (at least two) different orientations.

Therefore either the camera or the planar pattern can be freely moved. As the 2D

geometry of the calibration plane is known with very high precision, the camera

observes in each image a set of feature points with known positions in some fixed

world coordinate system (see Figure 4.1).

C

Yc Xc

Zc

Yw

Zw
Xw

world coordinate frame

planar calibration pattern

X

camera reference frame

x

Figure 4.1: Camera calibration system by using a planar calibration object (based

on [2])

Camera calibration is then achieved by minimizing the mean-squared distance

between measured feature points in the images and their theoretical positions

with respect to the camera’s intrinsic and extrinsic parameters. The theoretical

positions can be calculated by applying the equations, which model the imaging

process including lens distortion (Equations 2.19, 2.21, 2.22 and 2.24). Since

this results in a nonlinear optimization problem, a proper initialization of the

calibration parameters is required.

Thus the complete calibration procedure consists of an initialization stage, where

a closed-form solution is computed, followed by a nonlinear refinement based on

the Maximum Likelihood criterion. Both steps are described more closely in the

next subsections.
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A summary of the calibration procedure is given in Figure 4.2.

Figure 4.2: Summary of the intrinsic calibration procedure

4.1.1 Initialization stage

The initialization stage computes a closed-form solution for the calibration pa-

rameters (neglecting distortions). Next this closed form solution is fed to the

non-linear iterative optimizer (described in the next subsection) as an initial

guess for the calibration parameters.

Hereby the first step is to estimate the homography, i.e. the matrix of perspec-

tive transformation, between the points on the calibration pattern plane and the

projected points in the image plane. Therefore it may be assumed without loss

of generality, that the calibration plane lies at Z=0 in the world reference frame

(see Figure 4.1). The homography H can then be derived from the projection

matrix P by dropping the third column in Equation 2.26:

x ' PX = K[R t]




X

Y

0

1




= K




r11 r12 t1

r21 r22 t2

r31 r32 t3







X

Y

1


 = H




X

Y

1


 (4.1)
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where

H =




h11 h12 h13

h21 h22 h23

h31 h32 h33


 =




fx s px

0 fy py

0 0 1







r11 r12 t1

r21 r22 t2

r31 r32 t3


 (4.2)

is a 3× 3 non-singular homogeneous matrix.

Given n ≥ 4 point correspondences xi ↔ Xi between points Xi on the calibra-

tion plane and their projections xi on the image plane for each view of the model

plane, the homography H can be estimated up to a scale factor for each view of

the planar calibration pattern.

In the second step, a closed-form solution for extracting the extrinsic camera pa-

rameters for each view of the pattern and the intrinsic parameters of the camera

from these homographies can be derived. This requires two or more different

images of the calibration plane, which are taken by that camera.

For a detailed description of different algorithms on how to estimate the homo-

graphies accurately and how to extract from those the camera parameters, it is

referred to [25] and [1].

4.1.2 Nonlinear estimation

The non-linear optimization step minimizes the total reprojection error (in the

least squares sense) over the complete set of calibration parameters. The set of

parameters in detail is composed of 9 intrinsic parameters (2 coefficients for each,

radial and tangential distortion are usually sufficient to characterize the distortion

effects) and 6 extrinsic parameters for each perspective view of the model plane.

The extrinsic parameters reflect that the pose, i.e. position and orientation of

the calibration pattern with respect to the camera, is unknown in each image.

The rotation R is thereby parameterized by a 3-vector, denoted by r. R and r

are related via the Rodrigues formula [24].

In the following it is assumed, that the measured points are corrupted by indepen-
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dent Gaussian noise. If n images of a model plane are taken and each image gives

rise to m correspondening points with the calibration pattern, then the Maximum

Likelihood estimate can be obtained by minimizing the following function with

respect to the complete set of calibration parameters:

ε =
n∑
j=1

m∑
i=1

‖ xji − x̂(K, κ1, κ2, ρ1, ρ2,Rj, tj,Xi) ‖2 (4.3)

where x̂(K, κ1, κ2, ρ1, ρ2,Rj, tj,Xi) is the projection of point Xi in the image j

according to the mapping described with Equations 2.19, 2.21, 2.22 and 2.24.

This non-linear optimization problem may be solved using standard techniques.

The required initialization of K and Rj, tj can be obtained by the techniques de-

scribed in the previous subsection. An initial guess for the distortion parameters

κ1, κ2, ρ1 and ρ2 is obtained by simply setting them to 0.

4.2 Implementation details and results

4.2.1 Implementation details

Figure 4.3: Calibration pattern
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To estimate the intrinsic parameters of a camera (USB 2.0 webcam), C++ is

used along with the implementation of the above described algorithm in OpenCV [14].

In the calibration procedure several different perspectives of a planar model ob-

ject (also model plane or pattern) of known geometry are fed into the calibration

routine. The pattern shown in Figure 4.3 was used in this thesis, because it gives

rise to a high number of stable SIFT-features, specifically 939.

Figure 4.4: Six sample images of the model plane used for calibration
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It is displayed on a laptop screen or any other flat screen, whose surface can

be assumed to be sufficiently flat. A number of different images of the model

plane, in this case the laptop screen displaying the calibration pattern, are then

captured by waving the screen in front of the camera. Some example images of

the plane under different orientations are shown in Figure 4.4.

Figure 4.5: Example match between calibration pattern and imaged calibration

plane

Projected points from the pattern in the images are then determined by extract-

ing SIFT-features from each view and matching them with the features extracted

from the calibration pattern. The feature extraction and matching method has

been discussed in Section 3.1 and Section 3.2. As subpixel matching (Section 3.3)

was not necessary to obtain sufficiently accurate results, it was not performed.
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In Figure 4.5 a matching example between the calibration pattern and an image

of the model plane is illustrated.

One remark is to be made about the use of SIFT-features in the field of intrinsic

camera calibration. Usually in other calibration procedures ([25], [1]) a planar

checkboard pattern is used. Then the corners of the imaged pattern need to be

extracted with some user interaction to obtain matching points between the cal-

ibration pattern and the different images of the calibration plane. Therefore the

most important advantage of using a flat screen to display the pattern combined

with extracting SIFT features instead of corners is that feature matching can be

performed as a fully automated procedure. Additionally the pattern may be only

partially visible in the images of the model plane. With the procedure described

here, the subset of image points can easily be detected automatically.

Matched points on the model plane and their projections onto the image are

passed to the calibration routine for each view.

In most commercial cameras the sensors are exactly rectangular and hence below

the skew s is considered to be zero. Thus s is not estimated, and the simulta-

neously estimated intrinsic parameters in the nonlinear minimization procedure

(described in the previous section) are the following:

• focal length fx, fy in terms of pixel dimensions

• principal point coordinates px, py in pixel

• coefficients κ1, κ2 to account for radial distortion

• coefficients ρ1, ρ2 to account for tangential distortion

Results obtained with the calibration procedure can be found in the next subsec-

tion.
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4.2.2 Results

In this section the implementation described above is being evaluated. There-

fore the calibration algorithm was applied to a different number of images of the

model plane. The results are shown in Table 4.1.

As the number of projected pattern points that could be extracted from the

images varies per view, only the total number of points used in the calibration

procedure is given in the second row of the table for each experiment.

nb images 20 30 40 50 60 70

total nb points 2218 3735 5171 6735 8039 9289

fx 818.38 831.29 834.17 836.79 838.16 837.09

fy 818.16 830.87 833.64 836.38 837.98 836.68

px 305.02 307.19 308.77 307.69 308.51 307.53

py 263.87 257.35 255.35 255.32 254.48 254.42

κ1 −0.421 −0.432 −0.437 −0.433 −0.436 −0.438

κ2 0.092 0.108 0.126 0.101 0.111 0.130

ρ1 -0.005 -0.003 -0.002 -0.002 -0.002 -0.002

ρ2 0.004 0.003 0.002 0.003 0.003 0.003

Table 4.1: Results obtained for the intrinsic parameters of a camera (different

numbers of views of the calibration plane and also different numbers of points

were used for calibration)

The influence of the number of images used for the calibration with respect to

the performance of the optimization procedure was investigated in [25]. It was

found, that the estimation error decreases with an increasing number of images

of the model plane. This effect can also be observed in Table 4.1. The estimated

intrinsic parameters are very consistent between the experiments, if 50 or more

images are used in the optimization process, whereas in the case of 20 views the

calculated values show a relatively large deviation from the calculated values in
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Figure 4.6: Original image (left) and the image after correcting the radial and

tangential distortion (right)

the case of more views.

Therefore, in order to robustly estimate the intrinsic parameters many differ-

ent views should be used, together with a sufficiently high number of extracted

corresponding points per view. This high number of views is necessary, if the

measurements of the projected points are relatively inaccurate, as it is the case

when no sub-pixel accuracy is reached.

Once the intrinsic parameters are determined the distortion in the original images

can be corrected. One example of this is shown in Figure 4.6.
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Chapter 5

Extrinsic Calibration of Multiple

Cameras

In a distributed camera scenario each camera observes only a small section of

the total viewing space. Typically different intersecting subsets of cameras share

different intersecting views. In the previous chapter a method was presented that

enables the intrinsic calibration of each camera of the set one-by-one. However,

the position of each camera in a common coordinate space is yet unknown.

The main objective of the algorithm presented in this chapter is to recover the

3D camera positions and orientations of a set of cameras in a common coordinate

system in a fully automatic manner from the captured images of the different cam-

eras. Hereby the position of the observed 3D scene points is also reconstructed.

The chapter is organized as follows: In the first section the algorithm used for this

extrinsic calibration is described in detail. In the second section implementation

details are given, results derived from real data sets are presented, and parts of

the algorithm are further evaluated with computer simulations.
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5.1 Extrinsic calibration algorithm

The algorithm described in this section mainly attempts to solve the general re-

construction problem described in Subsection 2.3.3 and illustrated in Figure 2.8.

A set of m 3D points with homogeneous coordinate vectors Xi is viewed by a set

of l ≥ 3 cameras, each with a projective matrix Pj. Let xji denote the homoge-

neous coordinates of the i-th point projected onto the j-th camera image. In the

case that distortion effects have been removed from the image measurements the

mapping of Xi to xji can be described according to xji ' PjXi. In general a 3D

point Xi might only be observed by a subset of cameras, so the corresponding

projected point will not appear in all views.

Additionally it is assumed that the intrinsic parameters of all cameras in the

scene are known. They may be determined by the method described in the

previous chapter. Thus the locations of the projected points can be given in

normalized image coordinates, denoted in the following with xn
j
i . According to

Subsection 2.2.2, the normalized image coordinates xn
j
i are calculated first by

multiplying the measured coordinates with the inverse of the calibration matrix

Kj of the associated camera. Subsequently distortion effects are compensated.

The mapping between a point Xi to its projected and normalized point xn
j
i in

the j-th image is then described by the normalized camera matrix Pn
j (see Sub-

section 2.3.1):

xn
j
i ' Pn

jXi (5.1)

where

Pn
j = K−1

j Pj = K−1
j Kj[Rj|tj] = [Rj|tj] (5.2)

The normalized camera matrix Pn
j only consists of a rotation Rj and a transla-

tion tj, i.e. the motion between the cameras can be described as a rigid motion

transformation.

In summary, the reconstruction requires to find the appropriate set of normalized

camera matrices Pn
j and points Xi such that xn

j
i ' Pn

jXi. It is based on a set
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of image correspondences, which are represented by normalized coordinates xn
j
i

with respect to the calibration matrix of the respective camera.

The relative position of the cameras may be computed uniquely up to an indeter-

minated overall scale factor. Thus a metric reconstruction of the scene appearing

in the images can be achieved.

There are several strategies for solving the multiple camera calibration and re-

construction problem as decribed in Subsection 2.3.3. The superior method is, as

already mentioned, the bundle adjustment. This method is not restricted by miss-

ing correspondences, which appear, if only a subset of cameras shares a common

view. However, bundle adjustment does not have a direct solution and involves

a non-linear optimization, which requires a sufficiently good starting point.

The algorithm described below uses a hierarchical method to obtain an initial

guess for all camera matrices Pn
j and the 3D scene represented by the points

Xi. The method is mainly based on the approach presented in [7]. The idea of

this approach is to partition the set of cameras into manageable subgroups that

share a common view. A coordinate system is build for each of these subgroups

and then, based on points and cameras being common to different subsets, these

different coordinate frames are merged in a hierarchical fashion in order to build

a global coordinate system from the individual overlapping systems.

The main advantage contributed by a hierarchical procedure is according to [10]

that the error can be distributed evenly over the entire set of estimated camera

matrices.

The next subsection gives an overview of the algorithm used for the extrinsic

calibration. Following subsections describe particular steps in more detail. For a

more extensive discussion and description of the presented algorithm, the reader

is referred to [7].
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5.1.1 Overview

The hierarchical approach, as presented in [7], is applied by using image triplets

as the basic building block. The cameras’ positions in such a basic unit and the

structure of the scene observed by three cameras can be computed automatically

by calculating the associated trifocal tensor from point-to-point correspondences

across the three views. Then the triplets are registered into sub-groups, followed

by merging these subsets and thus building the entire group. This situation is

illustrated in Figure 5.1.

C1

C2

C3

C4

C5

C6

C7

cameras

observed scene

triplets

T1

T2

T3

sub-group

Figure 5.1: Camera positions and the structure of the scene are computed by

registering the basic building block (triplets of cameras) into subgroups (based

on [7])

The first task is to segment the set of cameras in appropriate subgroups and

those subsets into triplets. Consequently neighboring cameras with sufficient

view overlaps have to be determined. This process of image segmentation is
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briefly discussed in Subsection 5.1.2.

Next the triplets have to be computed. Each triplet consist of three elements: the

point correspondences across the images, its trifocal tensor and the triangulated

3D structure in an arbitrary metric frame (as the cameras are calibrated) defined

by the three matrices consistent with the trifocal tensor. The computation of this

basic unit is described in Subsection 5.1.3.

Figure 5.2: Algorithm summary: Extrinsic calibration of a set of cameras and

reconstruction of the observed scene

To proceed from triplets to a description of the complete set of cameras, it is

necessary to register all triplets into the same coordinate frame. This is done in a
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hierarchical manner as proposed in [7],: triplets are first registered in subgroups,

followed by stitching these together and so generating a coordinate system for

the entire set. Of course, if the sub-group is already the entire group, then no

multi-layer hierarchy is necessary and the procedure is completed. Registration

of triplets and sub-groups is achieved by computing the homography of 3-space

which results in the best overlap (where ”best” will be defined later) of the metric

structures. Subsection 5.1.4 describes the strategy for determining this homog-

raphy as well as the registration of triplets into sub-groups. Subsection 5.1.5

discusses the merging of sub-groups to the entire group.

Finally the last Subsection 5.1.6 reviews the bundle adjustment algorithm which

is used at a number of stages throughout the algorithm.

A summary of the algorithm is given in Figure 5.2.

5.1.2 Segmenting images

As the only input to this algorithm are the images taken by the various cameras

together with the intrinsic parameters of each camera, the order of the cameras

is unknown and it is therefore unclear how to appropriately segment the camera

set into sub-groups and those into triplets.

Appropriately hereby means that the established segmentation has to fulfill the

following criteria:

• cameras that build a triplet need to share a common view, as a sufficient

number of point correspondences over the three images has to be available

in order to compute the trifocal tensor reliably

• overlapping cameras between different triplets of a sub-group are needed to

accurately register triplets into sub-groups

• sub-groups need to overlap to enable stitching them together in a single

coordinate frame
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The segmentation is carried out as follows: First a set of feature points is extracted

from each image. Then the number of correspondences in each possible triplet

combination is computed through a matching procedure. This process is relatively

computational expensive if the set consists of a large number of cameras.

Then combinations of valid triplets are tested, whether they satisfy the above

mentioned criteria. A triplet is called to be valid if the number of corresponding

points exceeds a certain threshold. Only if cameras are close to each other, they

will have some matching points. Thus, even if the set contains many cameras

the number of valid triplets will not be large compared to the number of possible

camera combinations. How to find corresponding points across three images is

discussed in more detail in the following subsection.

5.1.3 Computing triplets

Once it is determined which cameras build triplets and which triplets are used

to form sub-groups, the next step is to compute the geometry of each triplet.

Therefore the trifocal tensor is calculated from point-to-point correspondences

across the three images and subsequently the camera matrices are extracted from

the trifocal tensor. The observed 3D structure is then reconstructed using the

obtained camera matrices.

Establishing correspondences

At the beginning a general remark should be made. If the scene of interest is

untextured or contains only sparse textures, then too few point features may be

extracted from the acquired images. This may lead to unreliable results in the

trifocal tensor estimation, as the number of corresponding points across the three

images may be very small. Thus, the observed 3D scene needs a sufficient texture

in order to ascertain detection and tracking of enough image features required for

a robust trifocal tensor estimation.
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In order to establish point correspondences over three views, each image is rep-

resented by a set of SIFT-feature points as described in Section 3.1.

One of the three images of a triple is arbitrarily selected to be the reference image.

Two-view feature point correspondences between this reference image and each

of the other two images are then determined using the SIFT-feature matching

procedure (see Section 3.2). Subsequently, these correspondences are refined by

using them as initializations for the feature tracker described in Section 3.3.

The required three-view correspondence is derived by joining the two-view match

sets: If for a given feature point in the reference image a corresponding point is

found in both other images, it is assumed that the corresponding point in this

two images represents the same 3D point, and thus a three-view correspondence

is obtained. It should be noted that features which arise from moving objects and

which are therefore not appropriate for the reconstruction task (as the cameras

are not synchronized) can be simply eliminated by observing the location of each

feature point over time.

Camera’s position and structure computation via trifocal tensor

Robust ways of computing the trifocal tensor and extracting the according cam-

era matrices have been extensively studied in [10]. Specifically in this thesis for

computing the camera’s position as well as the 3D structure of the observed scene,

a implementation in C++ of the algorithm proposed in [3] is used. As the basic

constraints on the trifocal tensor that arise from a point correspondence across

three views were already presented in Subsection 2.3.2, the description of the

algorithm proposed is limited here to the differences in the parametrization of

the trifocal tensor due to the fact that the internal parameters of the cameras are

already known.

In Figure 5.3 the geometry of a generic point X projected in three views is illus-

trated, each camera is shown at its location in space together with its associated

camera reference frame. The homogeneous coordinates of the projections of X
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onto the image planes are denoted with x, x′ and x′′.

X

xx'

x''

Y'C

YC

Y''C

X''C
Z''C

ZC

XC

X'C

Z'C

camera 1
frame F (main reference frame)

camera 2
frame F'

camera 3
frame F''

R, t

S, v

Figure 5.3: Geometry of a point in space projected on three camera image planes

(based on [2])

As the intrinsic parameters of each camera are assumed to be known, the position

of the cameras can be determined up to a metric ambiguity in a common coor-

dinate system. Thus a metric reconstruction can be obtained directly, i.e. the

relative geometry of the cameras is determined up to a global scale factor. With-

out loss of generality the coordinate system attached to the first camera (denoted

with F in Figure 5.3) is chosen as the main reference frame and the homogeneous

coordinates of the point X in this main reference frame are denoted by X̄. Like-

wise X is denoted in the other reference frames with X̄′, X̄′′ respectively. X̄′ and

X̄′′ are then related to X̄ by a rigid motion, i.e. a rotation and a translation:

X̄′ '

 R t

01×3 1


 X̄ (5.3)

X̄′′ '

 S v

01×3 1


 X̄ (5.4)
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In Equation 5.3 and 5.4, both R and S represent rotation matrices and t and v

are translation vectors:

R =




r11 r12 r13

r21 r22 r23

r31 r32 r33


 , t =




t1

t2

t3


 (5.5)

S =




s11 s12 s13

s21 s22 s23

s31 s32 s33


 , v =




v1

v2

v3


 (5.6)

Both rotation matrices can be uniquely defined by a rotation 3-vector, where a

rotation matrix is related to its rotation vector by the Rodrigues’ formula [24].

Since the intrinsic parameters are known, the normalized projected points xn, x′n

and x′′n may be derived from x, x′ and x′′. The linear relationship between the

point X̄ in the main reference frame and the normalized image coordinate vectors

xn, x′n and x′′n, is then expressed by the normalized camera matrices Pn, P′n and

P′′n (see Section 5.1):

xn ' PnX̄ (5.7)

x′n ' P′nX̄ (5.8)

x′′n ' P′′nX̄ (5.9)

where the three camera matrices are defined by:

Pn = [I3×3 03×1] (5.10)

P′n = [R t] (5.11)

P′′n = [S v] (5.12)

With this the 3× 3× 3 trifocal tensor T jki (i, j, k = 1, ..., 3) is defined as follows

(compare Equation 2.39 and 2.40):

T jki = rjivk − tjski (5.13)
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Therefore in the case of normalized coordinates, the tensor depends only on the

motion between the views and is uniquely defined by the normalized camera ma-

trices of the views. As already mentioned (see Subsection 2.3.2), T jki can be

computed from the four trilinear constraints (Equation 2.38) that are provided

by each feature point correspondence across the three views, if a sufficient number

of those correspondences is available.

Once the cameras positions are known, the observed 3D structure may be trian-

gulated as described in Subsection 2.3.4: A point Xi is then triangulated using

rays coming from the three cameras. Its position in space is computed by deter-

mining the point with minimum distance to all these rays.

The above presented algorithm is further evaluated in Subsection 5.2.2.

5.1.4 Forming sub-groups from triplets

In order to build a sub-group, all triplets belonging to this subset have to be

registered in a consistent metric frame. The considered situation is illustrated

in Figure 5.4. The objective is hereby to obtain a common set of 3D points and

a normalized camera matrix for each view, such that the reprojection error is

minimized.

In the following only the registration of two triplets is discussed, but the issues

that arise are common to all the registration problems in the algorithm and are

analogously solved - for instance, the registration of more than two triplets in one

frame or the registration of sub-groups to form larger sub-groups. Specifically a

pair of triplets is considered, where the triplets have exactly two cameras in

common. In general different overlaps are possible, e.g. one or no camera being

common. As the implementation in this thesis specifically forces the triplets in

a subgroup, and also the different subgroups, to have two cameras in common,

only this case is discussed here. For a detailed description of the other cases, and

an evaluation of the different registration methods, the reader is referred to [7].
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triplet 1 triplet 2 triplet 3

C3C1

C4

C5
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C2

C3

C4

C5

C1

Figure 5.4: Registration of triplets 2 and 3 in the metric frame of triplet 1 (based

on [7])

Thus a pair of triplets is given, where for each triplet 3D points and camera

positions are known in two different metric frames provided by the trifocal tensor

of each triplet. It is assumed, that some 3D points are common in both sets; the

homogeneous representation of these points may be denoted as Xi in the first

frame and X′i in the second frame. The point representations in the different

metric frames are related by a 3-space homography H according to:

Xi = HX′i (5.14)

Equivalently,

Pn
j = P′n

j
H−1 (5.15)

holds for the corresponding normalized projection matrices of the cameras com-

mon to both triplets.

Since all measurements in real images are noisy, Equations 5.14 and 5.15, will

not be satisfied exactly. Therefore an error minimizing estimate for H has to be

determined in order to register one triplet in the metric frame of the other triplet.
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It is proceeded in two steps: first, a homography of 3-space is computed which

approximately registers one triplet in the other frame. Next, an optimal regis-

tration is obtained by bundle adjusting the entire sub-group of cameras and all

observed 3D scene points. The approximations found in the first step provide

initial guesses for this non-linear optimization procedure.

In the next subsection the strategy is presented that is used in the implementa-

tion of this thesis to obtain the homography and hereby to compute the initial

guess for the camera positions as well as for the scene points.

Homography estimation between two metric frames

As both triplets are determined up to a metric ambiguity, the homography be-

tween the two metric frames can be described by a metric transformation (see

Subsection 2.1.3):

H =




σr11 σr12 σr13 t1

σr21 σr22 σr23 t2

σr31 σr32 σr33 t3

0 0 0 1




(5.16)

with rij being the coefficients of a rotation matrix R and ti being the coefficients

of a translation vector t. σ identifies the relative scale between the structure.

Therefore the transformation between the two different metric frames counts 7

unknowns.

Two stages are used to derive accurate estimates for those parameters: first a

closed-form solution is obtained, which is then further refined in a nonlinear

stage.

In order to compute a direct solution for the 7 parameters, the first step is to esti-

mate the relative scale σ. Therefore the centroid of the each structure (consisting

of the common 3D points Xi, X′i respectively) denoted with M, M′ is computed,

then the distance of each point in the structure to its centroid is calculated. The

relative scale between the two structures is then determined by the quotient of
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the mean distances:

σ =
1
n

∑n
i=1 ‖ Xi −M ‖

1
n

∑n
i=1 ‖ X′i −M′ ‖ (5.17)

where ‖ · ‖ denotes the L2-norm and n is the number of common points in both

triplets. Thus the second structure may be rescaled according to:

X′si = σX′i (5.18)

so that Equation 5.14 becomes

Xi = HsX
′
si (5.19)

where

Hs =


 R t

01×3 1


 (5.20)

In order to obtain an initial estimate for the coefficients of R and t the squared

distance between these two structures is minimized with respect to the coefficients

of Hs using linear algebraic methods:

min
R,t

∑
i

d(Xi,HsX
′
si)

2 (5.21)

where d(x,y) denotes the Euclidean distance between the inhomogeneous points

x and y.

Finally this is followed by a nonlinear minimization stage in order to refine the

above derived initial values. This nonlinear estimation minimizes the reprojection

error to the original measured and normalized image points with respect to all

parameters of H.

min
σ,R,t

∑
ij

d2(Pn
jHX′i,xn

j
i ) + d2(P′n

j
H−1Xi,xn

j
i ) (5.22)

d(x,y) is here the Euclidean image distance between the inhomogeneous points

corresponding to x and y. This non-linear minimization may be solved using

standard techniques as for instance the Levenberg-Marquardt algorithm.
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5.1.5 Forming the entire group from sub-groups

So far triplets have been registered into sub-groups. Optionally, hierarchies of

larger sub-groups can be built, after all subsets, defined by their camera matri-

ces and 3D points, are computed. By registering those subsets in one common

coordinate frame an initial guess for the observed 3D structure (represented by

3D points) and all normalized camera matrices in the entire set of cameras is

obtained.

Again the registration of sub-groups is achieved by computing homographies of

3-space, as defined by Equation 5.14, 5.15 and 5.16, between the different sub-

groups. The process of estimating this homography has been described in detail

in the previous subsection, thus it is not further discussed here.

Finally a Maximum Likelihood estimate (assuming independent Gaussian noise

in the point measurements) of the entire set of camera positions and the 3D-

structure is computed via bundle adjustment.

5.1.6 Bundle adjustment

Bundle adjustment is frequently used throughout the different stages of the above

described algorithm in order to compute Maximum Likelihood estimates of cam-

eras and structure. The process has been already discussed in general in Sub-

section 2.3.3. Nevertheless, given its importance to the algorithms used here, it

should be briefly reviewed for the slightly different situation, that the intrinsic

parameters of each camera are known.

In summary the central idea of bundle adjustment is in the context here, to

adjust normalized camera matrices and 3D points simultaneously starting from

the initial estimate in a way, that the reprojected points get closer to the actual

measured points. Thus, the algorithm searches for l normalized camera matrices

P̂j
n and m 3D points X̂i, that minimize the squared image distance between the

(normalized) reprojected point x̂n
j
i ' P̂j

nX̂i and the normalized measured image
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point xn
j
i for each view in which the 3D point appears, i.e.

min
P̂jn,X̂i

∑
ij

d2(P̂j
nX̂i,xn

j
i ) (5.23)

where d(x,y) denotes here the Euclidean image distance between the homoge-

neous points x and y.

Each normalized camera matrix is parameterized by 6 entries, 3 representing the

rotation matrix and 3 representing the translation vector. The dimension of the

minimization problem adds then up to a total number of 6(l − 1)1 parameters

for the camera matrices, plus a set of 3m parameters for the coordinates of the

reconstructed 3D points.

With respect to the size of this optimization problem particular care must be

taken to ensure a feasible solution. This may be done by efficiently using the

block structure of the matrices involved and the sparsity of the problem. The

algorithm used in this thesis to solve this non-linear minimization problem, is a

sparse Levenberg-Marquardt algorithm presented in [10].

5.2 Implementation details and results

The extrinsic camera calibration algorithm has been implemented in C++, de-

spite the fact that the code for the sub-pixel matching procedure exists only in

Matlab.

The implementation is written for the case of 11 cameras present in the scene,

the size of the sub-groups is chosen to be five cameras. Triplets in subgroups

and different subgroups have two cameras in common. Thus in total nine triplets

need to be computed.

The implementation has been tested on real images captured by USB 2.0 cam-

eras, whose intrinsic parameters have been previously determined through the

calibration procedure described in Chapter 4. Each image taken by those cam-

1one camera is arbitrary chosen to build the reference frame
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eras is of size 640 × 480 pixels. An example result is presented in the following

subsection.

We will discuss also some practical limitations.

5.2.1 Real data

Figure 5.5 shows some of the images taken from the 11 different viewpoints of

the cameras. It should be mentioned, that the relative change of viewpoint be-

Figure 5.5: Some images of the observed office scene taken from the different

viewpoints of the cameras

tween the different locations of the cameras is relatively small. This is due to

the matching algorithm, which requires a change of viewpoint less than 15◦ be-
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tween the images in order to ensure reliable matching and a sufficient number of

corresponding points.

Triplet computation

First a result for computing the basic unit (a triplet) is presented.

Figure 5.6 shows the estimated reconstructed 3D points, marked with blue dots,

together with the estimated viewpoints of the three cameras. The viewpoints are

illustrated with small yellow pyramids.
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Figure 5.6: Two different views of the reconstructed 3D scene points and camera

positions for a triplet
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The reconstruction of the scene shows, that the algorithm is able to recover the

actual metric shape of the scene as well as the cameras position. Quantitative

assessment of the reconstruction can be made by reprojecting the reconstructed

scene points with the estimated normalized camera matrices in the according

images in which they were observed and then comparing those points with the

actual measured and normalized image points. The result is illustrated in Fig-

ure 5.7. Measured normalized points are marked with circles, crosses mark the

reprojected points.

−0.4 −0.3 −0.2 −0.1 0 0.1 0.2 0.3 0.4 0.5
−0.2

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

0.2

0.25
reprojected points
measured image points

Figure 5.7: Illustration of the reprojection error in one of the three images

It can be observed that the distance between the reprojected and the normal-

ized points is very small, i.e. the repojection error, defined according to Sub-

section 2.3.3 as the (summed square) distance between the projected and the

detected image points (see also Figure 2.9), is very small. Thus, it can be stated,

that the normalized camera matrices and the reconstructed 3D points have been

estimated accurately.

Sub-group computation

Subsequently three triplets where used to form a sub-group of five cameras. The

triplets overlap by two cameras, and are registered together by estimating the
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according homographies as described in Subsection 5.1.4. With this initial guess

bundle adjustment is performed to refine the camera positions and the locations

of the reconstructed 3D points. The resulting configuration is shown in Figure 5.8

from two different viewpoints. Camera positions are again marked with yellow

pyramids, reconstructed scene points with blue dots.
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Figure 5.8: Two different views of the reconstructed 3D scene points and camera

positions for a subgroup of five cameras

Figure 5.9 illustrates the reprojection error for one of the five camera images.

Reprojected points are again marked with blue crosses, measured and normalized
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points with red circles. The estimation is still accurate.
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Figure 5.9: Illustration of the reprojection error in one of the five images

Entire Group

Finally three of those sub-groups, overlapping by two cameras each, are registered

together to obtain the initial guess for the position of all 11 cameras in the entire

group relative to each other as well as for all reconstructed interest points. With

this initialization a final bundle adjustment with respect to all cameras and 3D

points is performed.

−0.4 −0.3 −0.2 −0.1 0 0.1 0.2 0.3 0.4
−0.3

−0.25

−0.2

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

0.2
reprojected points
measured image points

Figure 5.10: Illustration of the reprojection error in one of the 11 images
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Figure 5.10 illustrates the reprojection error for one of the 11 estimated cameras.

The distance between the reprojected points and the measured image points is

very small, therefore the overall estimation is very accurate.

The resulting camera positions and scene reconstruction is shown in Figure 5.11

from two different perspectives (cameras again marked with yellow pyramids,

scene points marked with blue dots).
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Figure 5.11: Two different views of the reconstructed 3D scene points and camera

positions for the entire group of 11 cameras
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5.2.2 Discussion

As shown in the previous section the implementation performs very well in this

example configuration. Unfortunately experiments with different real data sets

have shown, that the outcome of the algorithm might be very poor in other cases,

i.e. the reprojection error is very high and the estimated camera and scene point

configuration does not represent the actual scene. In other words, the algorithm

failed in some tests.

Thorough analysis showed, that misestimations were always caused by one or

more inaccurately estimated triplets. If the camera positions and/or the recon-

structed 3D points of one triplet are estimated inaccurately, the homography

estimation to register these triplet in a sub-group fails as well. As a result the

whole sub-group configuration is determined inaccurate and then the initial guess

for the entire group is not close enough to the actual value. As the optimization

problem of the final bundle adjustment is of very high dimension, a poor initial

guess may most probably result in the non-linear optimization to fail completely,

i.e. not to converge at all or to converge to a suboptimal solution.

Therefore the triplet computation algorithm was tentatively evaluated more closely

with computer simulations. Synthetic data sets were used to assess the quality of

the algorithm under simulated circumstances. The dependence of the algorithm

on noise in the measured points, on the configuration of the detected scene points,

i.e. on the richness of the scene, and on the distance between the cameras was

determined. Subsequently, results are presented and a summary is given.

Triplet computation evaluation with computer simulations

The simulations are carried out on different views of a synthetic scene as shown

is Figure 5.12. The scene consists of 50 randomly computed points uniformly

distributed in a cube of dimension s× s× t.
The scene points are projected into the images with the intrinsic parameters cho-
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Figure 5.12: Configuration used to derive the data sets for the computer simulated

experiments

sen as follows: the principle point lies at position (0,0), the pixels are assumed

to be square, and the skew is 0. The focal length f is chosen to 850. Gaussian

white noise with a known standard deviation σ is added to these projections.

To obtain significant results every experiment is carried out ten times. Two dif-

ferent errors are computed for each result, the reprojection error and the 3D

error. Here the reprojection error is defined as the average distance between the

reprojected and the original point from which the estimation was computed. The

reprojection error has therefore the unit ”pixels”. To calculate the 3D error, the

original scene points are compared to their reconstructions and the mean devia-
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tion between both structures is computed.

It is important to evaluate both errors at the same time, as the reprojection error

may be very small, but still the reconstructed 3D points are not representing the

original scene and consequently the camera matrices are poorly estimated.

Performance with regard to the noise level: Gaussian noise with 0 mean
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Figure 5.13: Reprojection error (a) and 3D reconstruction error (b) against the

noise level of the image points
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and standard deviation σ is added to the projected image points. The noise level

for each projected point is varied from 0.0 to 1 pixel.

The other parameters (see Figure 5.12) are fixed to the following value: The dis-

tance d1 from the volume containing the random points to camera 1 is chosen to

50. a is chosen to 5, thus the distance between the second camera and the volume

is 45, and between the third camera and the volume is 55. α is 10◦, s = t is fixed

to 10.

The resulting errors for each experiment are illustrated in Figure 5.13.

It can be seen that the average reprojection error is very small until a noise level

of 0.6 is added, then it increases until 0.8 and decreases again until it almost

reaches the value as were calculated for the case of σ ≤ 0.6. The average 3D

error increases constantly with increasing noise level. At a noise level of 0.5 one

out of ten estimations already completely failes, as can be seen in the high 3D

error (> 3). The percentage of failing reconstruction increases with increasing

noise level, at a noise level of 1.0 pixel, six out of ten estimations fail.

Performance with regard to the richness of the scene: The second experi-

ment investigates the influence of the position of the detected scene points on the

quality of the triplet estimation. Therefore the depth t of the volume in which

the random points are computed (see Figure 5.12) is varied between 2 and 20.

The noise level is fixed at 0.3 for all experiments and the other parameters are

chosen as in the previous experiment.

The resulting errors are illustrated in Figure 5.14.

The resulting average reprojection error decreases with increasing t, but it is very

small throughout all experiments. The average 3D error decreases significantly

fast with increasing t. For t = 2 four out of ten estimations fail.

Performance with regard to the camera’s position: Another experiment is

carried out to evaluate the performance of the algorithm with respect to the dis-

tance of the cameras to each other. Therefore the parameter a (see Figure 5.12)

is varied between 1 and 10. The noise level is fixed at 0.4 for all experiments and
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all other parameters are chosen as in the first experiment.
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Figure 5.14: Reprojection error (a) and 3D reconstruction error (b) against the

parameter t

The results are shown in Figure 5.15. At the beginning, between a = 1 and

a = 3 the average reprojection error increases. For a ≥ 4 all experiments result

in a sufficiently small reprojection error. The average 3D error decreases if the

distance between the cameras increases. Form a = 3 to t = 4 this error decreases
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significantly.
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Figure 5.15: Reprojection error (a) and 3D reconstruction error (b) against the

parameter a

Summary

The following conclusions can be drawn based on the results of the computer

simulations. The reasons for failure of the triplet estimation from real images

may have one or several of the following listed causes:

• Corresponding image points are not extracted accurately enough, i.e. the
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noise level in the position of the matching points may be too high, due to

the performance limits of the feature extraction and matching algorithm

and/or the feature tracker. Those algorithms are only partly invariant to

perspective transformations or even assume affine transformation between

the images (see Chapter 3).

• The camera positions from which the images were taken are too close and

therefore the viewpoints are too similar.

• The positions of the extracted 3D points are too close to each other, i.e.

the richness of the observed scene is not sufficient enough.

Another cause of failure arises from the fact, that the intrinsic camera param-

eters can also only be estimated with a certain accuracy. Especially the error

that is made in the estimation of the focal length, may have an impact on the

noise level in the corresponding normalized points, from which the reconstruction

is estimated. Thus this noise may be added to the noise that is caused due to

inaccurate calculation of the position of the extracted points in the images.

Furthermore, the two first mentioned causes are directly opposed to each other:

If the cameras are close to each other, their images are similar and thus the

extraction of the positions of the corresponding points may be performed more

accurately. On the other hand, the triplet computation algorithm performs the

better the farther away the cameras are from each other.

It should also be noted, that one needs to compute nine different triplets to esti-

mate the configuration of 11 cameras. Therefore even if the triplet computation

fails only in 10% of the cases (as for instance at a noise level in the extracted

image position of 0.5 pixel), the probability is still very high that one out of nine

triplet estimations will be poor.
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Chapter 6

Screen Detection

In this chapter the following problem is addressed: A room is instrumented with

a set of n static cameras and m flat-panel screens. Each screen is at least partially

visible from one camera. The position of the cameras relative to each other can be

determined up to a global scale factor with the methods for intrinsic and extrinsic

calibration presented in Chapter 4 and 5. The task is then to estimate the pose

of the flat-panel displays in the 3D scene. Hereby, the pose of an object is defined

as its position and orientation in a certain coordinate system. Additionally the

visibility of each screen from the various cameras needs to be determined.

In the first section of this chapter an algorithm is discussed, which allows to

estimate the pose of a flat screen in the above described scene up to a scale

factor.

In the second section a method to determine the visible fraction of a screen from

a certain camera is presented.

6.1 Pose estimation

In this section, the following assumptions are made:

• The flat-panel displays are active, i.e. they may be used to display some
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known calibration pattern. Feature points can be extracted from this pat-

tern, whose relative geometry on the display is known.

• The displays are sufficiently flat.

• The flat-panel displays’ dimensions, i.e. their width and height are known.

• The display is at least partially visible in one camera and a sufficient number

of feature points of the displayed pattern can be detected in this camera

image.

• All cameras in the scene are extrinsicly and intrinsicly calibrated, i.e. their

specific intrinsic parameters are known as well as their position relative to

each other up to a global scale factor.

In the first subsection an algorithm to determine the pose of a flat-panel display

is described. The algorithm requires the screen only to be visible partly in one

of the cameras. Therefore if the screen is visible in more than one camera, the

screen’s position is calculated with respect to the camera from which it can be

detected ’best’ (’best’ is defined later). As the relative position of all n cameras

to each other is assumed to be known up to a global scale factor, the pose of the

specific flat screen with respect to all other cameras is then also determined up to

a scale factor. However, if at least two points on a display can be detected in two

different cameras, it is possible to determine the overall scale factor of the whole

structure, as the absolute distance of those two points on the screen in pixels is

known.

Implementation details and results obtained with real data are presented in the

second subsection.

6.1.1 Pose estimation algorithm

The considered situation is illustrated in Figure 6.1. A known pattern is displayed

on the flat-panel screen. Feature points are extracted from the known pattern
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and the image captured by the camera. Feature points detected in the camera

image are then matched with the feature points in the pattern image. Thus

correspondences between object points Xi, whose positions in a certain coordinate

frame attached to the object are known, and points xi in the image can be

established. The relation between the object point Xi and its projection xi in

the image is derived in the following.

C

Yc Xc

Zc

Yo

Zo Xo

object frame

planar screen

X
i

camera reference frame

x

3D rigid transformation
R,t

X
i

o

X
i

C

Figure 6.1: Pose estimation of a planar object of known geometry (based on [2])

According to Equation 2.19, the homogeneous coordinates of a point in the object

reference frame attached to the grid (as shown in Figure 6.1), denoted with XO
i ,

are related to its homogenous coordinates in the camera reference frame XC
i

through a rigid motion transformation, i.e. a rotation and a translation:

XC
i '


 R t

01×3 1


XO

i (6.1)

In Equation 6.1 t denotes a 3 × 1 translation vector and R is a 3 × 3 rotation

matrix which can be also written as:

R = [r1 r2 r3] (6.2)

where r1, r2 and r3 are 3× 1 vectors representing the rotation axes. In particular

the translation vector t is the coordinate vector of the origin of the object frame
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expressed in the camera reference frame and the third column of the rotation

matrix, r3, is the surface normal vector of the plane containing the planar display

in the camera reference frame.

Once a point is being expressed in the camera reference frame, it may be projected

onto the image plane and expressed in image coordinates by using the intrinsic

camera parameters. Equivalently the projected coordinates can be normalized

with respect to the intrinsic parameters (see Subsection 2.3.1), assumed that

those are known. In the following the normalized image points are denoted with

xni. According to Equation 2.21 and 6.1, the point XO
i is then projected onto xn

by:

xni ' [I3×3|03×1]XC
i = [R t]XO

i (6.3)

The objective of the presented algorithm is now to estimate R and t that define

the absolute position of the active planar screen, i.e. the pattern, with respect

to the camera, given the position of feature points on the display, above denoted

with XO
i and their normalized measured projections onto the image xni.

In practice Equation 6.3 will not be exactly satisfied due to noisy image point

measurements. If the noise is assumed to be independent and Gaussian, the

Maximum Likelihood estimation turns out to be a nonlinear optimization over

the reprojection error, which must be solved iterative. Thus an approximate pose,

which is sufficiently close to the actual position, must be provided to initiate the

iteration process. With arbitrary or random guesses for the initial values of the

parameters the nonlinear optimization usually fails.

The main optimization procedure, i.e. initialization stage and non-linear opti-

mization, is already implemented in OpenCV [14] (function

cvF indExtrinsicCameraParams 64d). In the following this optimization pro-

cedure is described in detail. For more detailed information regarding this imple-

mentation, the reader is referred to [14]. An initialization is found by a closed-

form solution, which is described in the next subsection. Subsequently the non-

linear optimization stage is discussed.
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A summary of the entire pose estimation algorithm is given in Figure 6.2.

Figure 6.2: Summary of the pose estimation algorithm

Initialization stage

Since all feature points are positioned on a plane, a homography between the

display and the image plane may be estimated. Without loss of generality it is

assumed, that the display lies in the plane Z=0 of the object reference frame (see

Figure 6.1). Then Equation 6.3 becomes:

xni =




xni

yni

1


 ' [R t]XO

i = [r1 r2 r3 t]




XO
i

Y O
i

0

1




= [r1 r2 t]




XO
i

Y O
i

1


 = H




XO
i

Y O
i

1




(6.4)

where ri denotes again the i-th column of the rotation matrix R, and thus

H = [r1 r2 t] =




r11 r12 t1

r21 r22 t2

r31 r32 t3


 (6.5)
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In the following, first this 3 × 3 homography is estimated. The entries of the

homography may be denoted as hij:

H =




h11 h12 h13

h21 h22 h23

h31 h32 h33


 (6.6)

Then in a second step a rotation matrix R and a translation t are extracted from

H to obtain an initial guess on the pose parameters.

In general such a 3×3 homography has 8 degrees of freedom (see Subsection 2.1.3)

and can be estimated with linear methods up to a scale factor by using Equa-

tion 6.4, if four point-to-point correspondences between the displayed pattern and

the captured image can be found. However, if more than four feature points are

used, insensitivity to measurement errors and image noise is added and the initial

guess may be closer to the actual parameters, which finally may give a more accu-

rate result. Therefore the ’best’ camera in a set to pick for the pose estimation of

a certain screen, is the camera that can establish the most corresponding points

between the known pattern on the display and its image.

Given N correspondences, according to Equation 6.4, each correspondence gives

rise to the following two equations:

xni =
h11X

O
i + h12Y

O
i + h13

h31XO
i + h32Y O

i + h33

yni =
h21X

O
i + h22Y

O
i + h23

h31XO
i + h32Y O

i + h33

(6.7)

All N such equations can be stacked up to derive a homogeneous set of equations:

Ah = 02N×1 (6.8)

where A is a 2N × 9 matrix given by

A =




−XO
1 −Y O

1 −1 0 0 0 x1X
O
1 x1Y

O
1 x1

0 0 0 −XO
1 −Y O

1 −1 y1X
O
1 y1Y

O
1 y1

...
...

...
...

...
...

...
...

...

−XO
N −Y O

N −1 0 0 0 xNX
O
N xNY

O
N xN

0 0 0 −XO
N −Y O

N −1 yNX
O
N yNY

O
N yN




(6.9)
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and h is a vector containing the entries of the homography H.

Since H is defined only up to a scale and in order to avoid the trivial solution

constraints (e.g. ‖h‖ = 1) have to be set. If only four correspondences are

available, this problem can be solved linearly, otherwise it is solved in a least

squares fashion:

min
h
‖ Ah ‖2 (6.10)

subject to the constraint ‖ h ‖= 1.

The rotation matrix and a translation vector can be extracted from this estimated

homography H as follows. As already mentioned several times, H is only up to

a scale scale λ, i.e.

λ[h1 h2 h3] = [r1 r2 t] (6.11)

Hence:

r1 = λh1 (6.12)

r2 = λh2 (6.13)

r3 = r1 × r2 (6.14)

t = λh3 (6.15)

λ may then for instance be chosen to satisfy the constraint ‖ r1 ‖=‖ r1 ‖= 1. Due

to noisy data, the so obtained rotation matrix R may not be orthonormal. Thus

r2 is slightly modified to be exactly orthogonal to r1, then r3 is recalculated.

Nonlinear-Optimization

The closed-form solution, derived with the method described in the previous sub-

section, is refined by a non-linear optimization routine in a second stage. Assum-

ing that the extracted image points are corrupted by additive independent white

Gaussian noise, the Maximum Likelihood estimate can be derived by minimizing

the reprojection error

ε =
n∑
i=1

‖ xni − x̂ni(R, t,X
O
i ) ‖2 (6.16)
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with respect to R and t, where the R is again parameterized by a 3-vector. In

Equation 6.16 x̂ni denotes the projection of the point XO
i in the image according

Equation 6.4 and xni is the corresponding normalized measured image point.

This non-linear minimization problem can be solved with standard techniques,

e.g. the Levenberg-Marquardt algorithm.

6.1.2 Implementation details and results

The algorithm described above has been implemented in C++. As already men-

tioned, the OpenCV [14] function cvF indExtrinsicCameraParams 64d is used

as the implementation of the main optimization procedure, i.e. initialization stage

and non-linear optimization.

The same pattern as used for the intrinsic calibration in Chapter 4 is displayed

on the screen. It is shown in Figure 4.3. The original size of the pattern is

640× 480 pixel. As it is displayed on the whole screen and the screen has dimen-

sions 1400× 1050 pixels, the original pattern is stretched by a factor α = 2.1875.

The cameras used for the experiment are USB 2.0 Webcam. They have been

intrinsicly calibrated using the algorithm presented in Chapter 4.

Figure 6.3: Observed flat-panel display in the camera image

The algorithm described above has been tested with real images and an example
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result is presented in the following.

The camera image used for in the pose estimation is shown in Figure 6.3.

In a first step the point-to-point correspondences between the known pattern and

the camera image are established. Figure 6.4 illustrates the extracted matching

points. Specifically in this example 52 correspondences could be determined.

Figure 6.4: Point-to-point correspondences between the displayed pattern and

the camera image

With these matching points the pose of the screen relative to the camera is com-

puted using the optimization procedure described in the previous section. The
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algorithm gives a rotation matrix R and a translation vector t of:

R =




0.8942 0.0406 −0.4459

−0.1025 0.9880 −0.1157

0.4359 0.1491 0.8876




t =




−325.8

−649.6

2655.5




The result of the reconstruction algorithm is also illustrated in Figure 6.5 (for

better visualization, the results have been imported into Matlab).
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Figure 6.5: Estimated position of the display relative to the camera

6.2 Visibility

In this section an algorithm is presented that determines the visibility of an active

screen from a certain camera.

This section is organized as follows. In the first subsection the problem is for-

mulated, a solution overview is given and the limitations of this solution are
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identified. In the second subsection our algorithm is presented and finally in the

last subsection implementation details are given and results are reported.

6.2.1 Problem formulation

Given a camera and an active flat-panel screen, both at unknown locations, our

objective is to automatically determine the fraction of this display, that is visible

in the camera image. The camera does not have to be calibrated for that purpose.

In our approach we propose to use the active flat panel screen to display a known

temporal pattern, i.e. a pattern that varies over time. The temporal pattern

encodes each pixel on the screen. Therefore each pixel oscillates in a different

assigned frequency between black and white. The camera captures an image

sequence. The pixels in this image sequence are observed over time, so that a

frequency analysis can be made for each pixel. Hence the estimated oscillation

frequency of each pixel in the camera image can be estimated and compared with

the original displayed frequencies on the active screen and therefore can be used

to determine which of those pixels are visible in the camera image.

Temporal pattern

A frequency fi is assigned to each pixel on the active screen. The grey scale

values pi of a pixel oscillates then between black and white (0 and 255) over time

t according to:

pi =
255

2
sin(2πfit) +

255

2
(6.17)

Frequency analysis

The grey value of each pixel in the images of the captured camera sequence is

recorded over n frames, in order to determine its oscillating frequency. It is

assumed, that the frames are captured with a sample frequency fs, i.e. we derive

for each pixel its grey value as a discrete time function, sampled at time intervals
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∆, where ∆ is determined by the sampling frequency fs of the image sequence

according to:

∆ =
1

fs
(6.18)

An estimation of the power spectrum is computed for each pixel. The method of

power spectrum estimation used is the so called periodogram estimate.

According to [19], given a time function, sampled at time intervals ∆, the Discrete

Fourier Transform (DFT) can be computed via

Ck =
n−1∑

l=0

cle
2πilk/n k = 0, ..., n− 1 (6.19)

The periodogram estimate of the power spectrum is then obtained according

to [19] at n/2 + 1 different frequencies fi according to:




P (0) = P (f0) = 1
n2 |C0|2

P (fk) = 1
n2 [|Ck|2 + |Cn−k|2] k = 1, ..., (n

2
− 1)

P (fc) = P (fn/2) = 1
n2 |Cn/2|2

(6.20)

where the frequencies fk are defined only for zero and positive frequencies

fk ≡ k

n∆
= 2fc

k

n
k = 0, ...,

n

2
(6.21)

fc denotes hereby the Nyquist frequency. The Nyquist frequency is given by:

fc ≡ 1

2∆
(6.22)

The oscillation frequency of a pixel may then be determined by searching for

peaks in the power spectrum. Each pixel has its global maximum at f = 0, the

DC component. Significant local maximums in the power spectrum for fk > 0,

determine the oscillation frequency of the pixel. Otherwise the pixel is approxi-

mately constant over time.

Limitations

Limitations of the above described approach derive from different aspects.

First there are physical limits: The resolution for the determination of the visible
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part on the display’s side is limited by the size of each pixel. On the cameras

side the resolution depends on the size of the captured image in pixels and on the

distance between screen and camera.

On the other hand mathematical limitations arise from the frequency analysis

procedure. The highest frequency that can be detected in a pixel, the Nyquist

frequency (Equation 6.22), is limited by the sample frequency of the captured se-

quence. The frequency resolution in which the power estimate can be calculated

in the interval [0, fc] is given by Equation 6.21. Besides from the Nyquist fre-

quency, the resolution depends on the number n of samples. Given n samples the

power estimate may be determined by the above described periodogram estimate

at (n/2) + 1 frequency bins.

The described limitation are crucial for the computation. Given a display with

for instance width w = 1600 pixels and height h = 1200 pixels, the number

of different frequencies fi displayed is 1600 · 1200 = 1920000, i.e. to determine

each frequency a power spectrum estimate at a minimum of 1920000 positive fre-

quency bins has to be calculated in order to be able to distinguish all displayed

frequencies. This implies that at least a 3840000-point DFT has to be computed.

It can be seen that the computation may be very extensive. In addition, it may

not have any positive effect to assign each pixel a different frequency, as the

camera resolution is usually much smaller as the display resolution.

6.2.2 Visibility estimation algorithm

Due to the limitations identified in the last subsection, the above described tem-

poral pattern is approximated in the actual implementation. Instead of varying

each pixel in a different frequency, we divide the screen into rectangular regions,

denoted with Kji as shown in Figure 6.6. The rectangles result from a combi-

nation of two 1D patterns displayed in sequence, the so called horizontal and

vertical pattern.
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Figure 6.6: Approximation of the ideal pattern: Resulting resolution

The horizontal pattern is illustrated in Figure 6.7. The display is divided into N

regions. A frequency fi is assigned to each of those regions, where fi is determined

according to:

fi = fH
i

N
i = 1...N (6.23)

In Equation 6.23, fH denotes the highest frequency chosen to occur in the hori-

zontal pattern. The pattern is called horizontal, because the assigned frequencies

increase in horizontal direction from left to right.

Subsequently the so called vertical pattern is displayed. Analogous to the first

one, the screen is divided into M regions, where the frequency increases here in

vertical direction from the top to the bottom.

If both patterns are combined the screen is divided into M · N rectangles Kji

each of dimension rx × ry, where

rx =
w

N
(6.24)

and

ry =
h

M
(6.25)

Each rectangle Kji is encoded by the frequency fiH , fjV its pixels oscillate in grey

value between black and white in the vertical and horizontal pattern respectively.
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Figure 6.7: Horizontal pattern: the grey-value of pixels vary between black and

white with the frequency fi assigned to the region

We have chosen to use the combination of two 1D patterns in sequence over a 2D

pattern for the following reasons. If we chose to use a 2D pattern with the same

resolution, we need to display N ·M different frequencies, and thus we need to

perform at least a (N ·M)·2-point DFT in order to estimate the power spectrum at

a minimum of N ·M frequencies (Equation 6.21) and thus to be able to distinguish

the displayed frequencies. In case we use in sequence displayed 1D patterns

(horizontal and vertical), we can derive the same resolution by performing a

N · 2-point DFT for the captured image sequence during the horizontal pattern

being displayed (in the following denoted with horizontal sequence), and a M · 2-

point DFT for the captured image sequence during the vertical pattern being

displayed (denoted with vertical sequence).

Additionally, the approach with two 1D patterns may be less sensitive to noise,
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as for a pixel, two frequencies have to be found in order to identify a certain

rectangle to be visible.

The entire algorithm for the visibility estimation of a screen in a certain camera

is summarized in Figure 6.8.

Figure 6.8: Algorithm to determine the visible fraction of a display from a certain

camera

6.2.3 Implementation details and results

The algorithm has been implemented in C++ and tested on real data. The dis-

play whose visible fraction should be detected is shown in Figure 6.9. It is divided

in the implementation in M=N=40 region in horizontal and vertical direction. As

the display illustrated in Figure 6.9 has dimensions 1600×1200 pixels, the resolu-

tion rx in x-direction is 40 pixels and the resolution ry in y-direction is 30 pixels.

100



display

Figure 6.9: Display, whose visible fraction are determined in the experiments

The highest frequencies to be displayed fH , fV is the horizontal respectively ver-

tical pattern are chosen to 4 Hz, i.e. frequencies in different regions differ at least

about 0.1 Hz. The sampling frequency fs for recording the image sequences with

the camera was chosen to 20 frames per second, i.e. 20 Hz, in most experiments.

However, some experiments were performed at a sampling frequency of 30 frames

per second, i.e. 30 Hz.
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Figure 6.10: Screen displaying the vertical pattern (a), screen displaying the

horizontal patter (b).

Figure 6.10 shows two single frames each extracted from an example image se-
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quence; at left the screen is displaying the vertical pattern, at right it is displaying

the horizontal pattern. The number of frames extracted from each captured se-

quence is 512. It is important to choose a power of two, as then the frequency

analysis can be computed faster.

In a first stage the grey-value of each pixel in the image is recorded over n frames.

The resulting discrete function of the grey-value over time is shown for the three

different pixels marked by a cross in Figure 6.11(a), in Figure 6.11(b).
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Figure 6.11: Grey-value of the three pixels, marked in (a), as a discrete function

of the frame number (b)

The discrete Fourier transform is implemented as a Fast Fourier Transform

(FFT). According to Equation 6.21, for a sampling frequency of 20 Hz the power

spectrum can be computed with a resolution of approximately 0.04 Hz (the res-

olution for a sampling frequency of 30 Hz is approximately 0,06 Hz).

The resulting power spectrum estimate for the discrete time functions shown in

Figure 6.11(b) are illustrated in Figure 6.12. On the left side the whole spectrum

is illustrated, the right side shows in detail the part that is marked with a rect-

angle in the left image.

All three power spectrums have their maximum value at f = 0, the DC com-

ponent. The power spectrums of the first two pixels show also a strong local
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Figure 6.12: Periodogram estimate of the power spectrum of the discrete functions

shown in Figure 6.11(b)

maximum for f > 0, whereas the third pixel whose discrete time function is not

varying over time (see Figure 6.11(b)) does not show a notable maximum, of

course.

The result obtained by the algorithm is illustrated in Figure 6.13. Left an exam-

ple frame from the cameras viewpoint is shown, right the resulting visible parts

of the display in the image are illustrated.

camera image visibile part of the display

display

visibile

not visibile

Figure 6.13: Camera image and result of the algorithm

Further results for different experiments are obtained with this implementation

are shown in Figure 6.14.
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In all examples the boundaries of the visible fraction of the screen are bent. This

is due to the lack of camera calibration, i.e. a direct result of the camera’s (radial)

distortion.

camera image visibile part of the display

display

visibile

not visibile

(a)

camera image visibile part of the display

display

visibile

not visibile

(b)

Figure 6.14: Further examples: Camera images and results of the algorithm
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Chapter 7

Conclusion

In this thesis we deal with the localization of video sensors and actuators in a

distributed network consisting of general-purpose computers. The objective of

our work is to put cameras and displays in a common coordinate system. The

approach is divided into two main parts.

First we are concerned with the calibration of multiple cameras. The camera

calibration problem again is solved in two stages. The intrinsic parameters of

each camera are determined one-by-one, by using different perspective views of

a known planar calibration target. As our calibration target we use a flat-panel

screen, which displays an appropriate pattern. Distortion effects are also con-

sidered by our intrinsic camera model. Based on the knowledge of the intrinsic

parameters of each camera and point-correspondences between different views,

we determine the camera positions in a global coordinate system up to a simi-

larity transform, i.e. their relative positions are estimated up to a global scale.

Therefore the algorithm arranges the cameras into triplets that share a common

view and builds a common coordinate system for each of these subgroups by cal-

culating the trifocal tensor and extracting the relative positions of the cameras

to each other. Based on cameras and 3D points common in different subsets a

global coordinate system is built hierarchically.

Second the positions of the flat panel screens in the scene are estimated and their



visibility from the various cameras is determined. The absolute position of a

flat-panel screen is calculated with respect to the camera from which it is best

visible. Therefore a known pattern is displayed on the screen and correspondences

are established. Finally we present an algorithm to estimate the visibility of a

screen from a certain camera by displaying an appropriate temporal pattern on

the screen and analyzing the respective image sequence captured by the camera.

Point correspondences between two or more images are needed in many of the

presented algorithms. Throughout this thesis we automatically establish corre-

spondences by extracting SIFT-features and matching them across the images. If

necessary, those matches are refined by an Affine Lucas-Kanade Feature Tracker.

The different modules of our approach have been implemented separately and

were validated with real and simulated data. All algorithms perform well. How-

ever, the multiple camera calibration algorithm has its limitation and fails in

some real scenarios.

The above described algorithms enable the creation of arrays of video sensors and

actuators and hereby a rich set of new multi stream applications on platforms

that are available virtually anywhere. However, until now the different stages of

the algorithm have not been integrated to a system. Forming a system would be

a subject of future work.

106



Bibliography

[1] J.-Y. Bouguet, Camera Calibration Toolbox for Matlab,

http://www.vision.caltech.edu/bouguetj/calib doc/

[2] J.-Y. Bouguet, Visual Methods for Three-Dimensional Modeling, PhD The-

sis, California Institute of Technology, USA, 1999

[3] J.-Y. Bouguet Motion and structure from three views, Internal Report, Intel

Corporation, Santa Clara, USA

[4] J.-Y. Bouguet, Pyramidal Implementation of the Affine Lucas Kanade Fea-

ture Tracker; Description of the algorithm, Internal Report, Intel Corpora-

tion, Santa Clara, USA

[5] D.C. Brown Lens Distortion for Close-Range Photogrammetry , Photometric

Engineering, pp. 855-866, Vol. 37, No 8, 1971

[6] O. Faugeras, Q.-T. Luong, (T. Papadopoulo), The Geomtery of Multiple

Images, MIT Press, London, UK, 2001

[7] A.W. Fitzgibbon, A. Zisserman Automatic Camera Recovery for Closed or

Open Image Sequences, in Proc. European Conference on Computer Vision,

pp. 311-326, Springer-Verlag, June 1998

[8] D.A. Foryth, J. Ponce, Computer Vision a Modern Approach, Prentice Hall,

New Jersey, USA, 2003

107



[9] C.J. Harris ad M. Stephens A combined corner and edge detector, in Proc.

4th Alvey Vision Conf., Manchester, UK, pp. 147-151, 1988

[10] R. Hartley, A. Zisserman, Multiple View Geometry in computer vision, Cam-

bridge University Press, Cambridge, UK, 2003

[11] R. Hartly An algorithm for self-calibration from several views, Conference

on Computer Vision and Pattern Recognition, pp. 482-488, 1998
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