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Abstract. In this paper a many-core architecture for embedded systems
is proposed. It combines timing predictability and low power consump-
tion. The so-called Distributed Memory on Chip (DMoC) architecture is
based on simple in-order cores with private scratchpad memories. These
nodes are connected by a real-time capable low power Network on Chip
(NoC). For timing analysis, DMoC applications are separated into com-
putation and communication phases, in which the latter are covered by
Parallel Communication Patterns (PCPs).
Justifications for the design decisions are given and DMoC is compared to
other many-core architectures, ranging from general purpose chip multi-
processors (CMPs) over recent research processors to graphic processing
units (GPUs).
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1 Introduction

In embedded systems, the power consumption plays a key role, as well as a
predictable execution that allows real-time guarantees. In this paper, we show
that low power consumption and predictable execution go very well together.
We propose an architecture, where an adequate network on chip (NoC) connects
small cores with private local memory to a real-time capable many-core processor
with low power consumption. The most important difference to conventional
many-cores is the absence of shared memory, hence we call this architectural
approach Distributed Memory on Chip (DMoC).

DMoC can considerably reduce power consumption and pessimism in the
timing analysis, at the expense of lower single thread performance. Only appli-
cations with a high degree of parallelism can provide enough concurrent threads
to distribute the computation on many-cores and thus speedup the overall ex-
ecution. It is not up to this paper to find such applications, but we believe
that because of the growing importance of numerical models in control systems
(e.g. fluid dynamics, combustion chamber simulation, stress analysis, etc.) we
see great potential for scientific applications with high inherent parallelism (e.g.
linear system solver, finite element method, molecular dynamics, etc.).



In the following sections, proposals for real-time capable many-core archi-
tectures are discussed with special attention on their power consumption. In
particular we discuss the processing core (section 2), the interconnection (sec-
tion 3) and the memory architecture (section 4). These considerations result in
a definition of the DMoC architecture in section 5. How parallel communication
patterns can be used for timing analysis of the DMoC architecture is presented
in section 6. In section 7 other many-core architectures are described and related
to DMoC. The concluding remarks in section 8 imply an outlook on future work.

2 Processing Core

Speculative components of a processor pipeline, like branch prediction or out-of-
order execution, indeed speed up the processor. However, they only reduce the
average execution time and do not necessarily lower the Worst Case Execution
Time (WCET) [1]. Some features even create timing anomalies that make the
calculation of an upper bound difficult or impossible. Processor architectures
without timing anomalies are called fully timing compositional architectures and
recommended to be used in real-time systems [2]. Such architectures (e.g. ARM7
[3]) have simple five stage pipelines [4] with in-order execution and a static branch
prediction.

Fortunately, such simple pipeline architectures provide a good energy effi-
ciency, because less and smaller components lead to a lower overall power con-
sumption. The energy savings are usually much higher than the gained perfor-
mance loss [5]. Hence the most energy efficient commercial processor cores are
based on simple pipelines (e.g. ARM Cortex-M0 [6], Renasas SuperH SH-2 [7] or
the discontinued Freescale M*CORE [5]). All of them are fully timing compo-
sitional and therefore the perfect choice for a predictable low power processing
core, apart from their relatively low performance. One reason for their low power
consumption is the 16 bit encodings for frequently used instructions which re-
duces the code size – another positive aspect regarding the DMoC with its tight
memory restrictions (see below).

Another fully timing compositional implementation is the Precision Timed
Machine (PRET) and its successor Precision Timed ARM (PTARM) [8]. To
avoid pipeline hazards, interleaved multithreading of 4 threads is used. This
enables nearly full utilization of the pipeline, maximum throughput and high
energy efficiency, but only if 4 threads are available. With only one thread, the
throughput is at most 25%. In the DMoC architecture, independent threads are
executed on separate cores, therefore singlethreaded performance is important
and interleaved multithreading is not an option.

The cores of the Intel Xeon Phi [9] likewise use interleaved multihreading,
but to fully utilize the pipeline only 2 of 4 threads must be active. Nevertheless
that is not the main drawback of the implementation. More importantly, the
P54C core architecture (two-way superscalar in-order pipeline) has indeed a
higher power efficiency than recent i7 cores, but the complex x86 instruction set



consumes much power and complicates WCET analysis. The same applies to the
SCC [10], that also consists of (singlethreaded) P54C cores.

Patmos [11], the processing core of the T-Crest project, was designed for
predictability. A simple five stage pipeline is essentially doubled to create a
Very Long Instruction Word (VLIW) architecture. VLIW is useful to increase
the predictable throughput, but additional functional units generally are less
utilized and result in a higher energy dissipation, if they cannot be power gated
individually. The VLIW technique is also used in the TeraScale [12], Tilera [13]
and Kalray [14] many core processors, but their instruction sets are specialized
for digital signal processing.

In summary, single-issue 5-stage pipelines with in-order execution and 16/32
bit mixed width instruction set seem to be the most energy efficient process-
ing cores with good timing predictability characteristics. Superscalar pipelines,
VLIW encodings and static branch prediction do not hurt the timing analysabil-
ity, but may increase power consumption in favour of higher throughput.

3 Interconnection

To compensate for the relatively low performance of the simple cores, multiple
cores can be used to take advantage of parallelism within the application and
provide high throughput anyway. As mentioned in the introduction, this is only
possible if the application provides enough parallelism. However, in his paper we
consider such highly parallel applications as available. Since the cores are simple
and small, a large number of cores (64 or more) can be put on a die.

To connect the cores, a Network-on-Chip (NoC) must be used, which likewise
is a source of timing overestimation and high energy dissipation. Conventional
NoC routers with virtual channels and wormhole switching – arranged in a mesh
topology – are widely used in commercial many-core processors [10, 12, 13, 15,
16]. These routers are optimised for maximum average throughput and use a lot
of buffers that consume a lot of energy.

3.1 Low Power NoCs

There are many proposals for more power efficient designs of conventional routers,
for example by utilizing idle buffers [17], emulation of an output-buffered router
by sharing buffers [18] or sharing input buffers queues [19]. Besides these three
approaches further studies on different router architectures exist.

Completely bufferless routers avoid any buffers within the network by ei-
ther deflecting packets to a wrong direction [20] or dropping packets [21], if the
required link is already in use. However, the savings due to buffer elimination
are outweighed by additional complexity due to either large crossbars [22] or an
additional network for reporting dropped packets [21].

Kim and Kim [23] propose bufferless routing in a bidirectional ring: to send
a message, the router has to wait for an empty slot where it can put the message
on the ring. Then the message is constantly transported from node to node, one



hop per cycle, until it reaches the target node. The latency is fixed and equal to
the number of hops between the source and the target node (and depending on
the direction). Therefore the latency scales linearly with the number of nodes
in the NoC and hence such an approach is not suitable for large networks with
many nodes.

The Paternoster Router [24] uses an unidirectional torus for better scalability.
Again, messages are injected on empty slots, but each message has to travel in
two rings: first a horizontal one to reach the target row, then a vertical one
to reach the target column. Since it is not guaranteed, that there is a free slot
in the vertical ring, when the message from a horizontal ring arrives, a buffer
is required for the “turning” messages. Additionally, some arbitration logic is
needed to avoid an infinite waiting time for an empty slot.

Even more links are available in the mesh topology of the Low-Cost Router
for On-Chip Networks [25]. More links increase the bandwidth and reduce the
latency, but at the expense of additional power consumption.

3.2 Guaranteed Service

All NoC implementations mentioned so far provide so-called Best Effort (BE)
service, i. e. the total throughput is maximised, but there are no guarantees for
a maximum latency or minimum bandwidth for individual messages. Therefore,
the calculation of the Worst Case Traversal Time (WCTT) of a message is
very difficult without knowing exactly the communication pattern. Without any
further information, it must be assumed that all nodes send messages in every
cycle and in every router a maximum number of conflicts must be assumed. The
resulting WCTTs cannot be bounded or are too pessimistic to be useful in a
timing analysis [26].

Time Division Multiplexing (TDM) can be used to control the number of
conflicts in the routers. Within a fixed time interval each node has certain time
slots where it can send messages to specific target nodes by injecting messages
to the NoC. These intervals must be synchronised by a global time between
nodes. Based on the deterministic injection times, conflicts can be calculated and
maximum latencies and minimum bandwidths can be computed for all mentioned
NoC architectures.

Using TDM, the messages must be injected into the NoC at exactly specified
points of time. Waiting for the injection time can be implemented in software by
monitoring a clock counter or programming a hardware timer, but the overhead
is quite high. Hence, such so-called Guaranteed Service is usually implemented
in hardware, providing injection buffers or blocking the sending core until the
message can be injected.

Aethereal [27] implements the TDM approach by giving each router an indi-
vidual switching table. For every cycle within a fixed period, this table indicates
which input port should be connected to which output port. To send a message
over the NoC, the sending node must inject the message to the appropriate out-
put port at the appropriate cycle within the period. Once injected, the message
is constantly forwarded to the destination without any intermediate buffering.



There is also a BE algorithm, but it is no longer used, since its perfor-
mance/cost ratio is much worse than for GS and BE breaks composability be-
tween applications [27]. Consequently, Aethereal has been further developed to
aelite [28], a simpler design which provides only GS and uses source routing
instead of the switching tables within the routers. The latest version of Aethe-
real, dAElite [29] uses switch tables in routers again to also support multicast
messages.

The Time-Triggered NoC (TT-NoC) by Schoeberl [30] consists of a simple
ring and schedule tables in each node. The tables indicate for each cycle within
the period if a message should be received, sent or forwarded. TT-NoC may
not be confused with TTNoC by Paukovitz and Kopetz [31]. They use source
routing in a mesh topology. The only difference of TTNoC to aelite is the coarser
granularity of the scheduling period. A time slot lasts several network cycles,
resulting in the waste of some bandwidth due to padding and constraints in
pipelining.

Typically, only the point-to-point connections that are really used by the
application are used to construct individual application-specific communication
schedules. A special case of a TDM schedule is an all-to-all schedule where all
connections between any two nodes are included in the schedule [32]. Such a
schedule can be used independently of the application, but much bandwidth is
wasted for reserving unused connections, which also reduces energy efficiency.

Another possibility to compute a WCTT is rate control. With this policy,
the number of individual point-to-point connections is restricted and each con-
nection has a fixed route through the network. Using this information, it can
be computed, how many connections are traversing a single router. Depending
on the switching policy, a maximum delay per router can be calculated and the
WCTT is the sum of these delays along the route. For example, with round
robin policy, the maximum delay per router is equal to the maximum number
of connections that may use the specific router.

MANGO [33] is an asynchronous NoC that implements rate control by virtual
channels on the output port and a fair-share arbitration. DSPIN [34] combines
rate control and TDM. By rate control it guarantees that GS messages always
have a higher priority than BE messages in every router. The TDM schedule
guarantees that no two GS messages arrive at one router at the same time.

3.3 Interconnection Summary

So far, the most important GS NoCs and other NoCs that are specially designed
for low power are discussed. For further NoCs a good overview can be found in
[35] and especially for recent GS NoCs in [29].

Using a TDM schedule, WCTTs can be computed for nearly every NoC
architecture. Therefore the choice of the appropriate NoC for DMoC mainly
depends on the power consumption of the NoC. However, the power consumption
has a strong correlation with the maximum throughput of the NoC. Therefore
general statements are hard to find, the decision depends on the network traffic



pattern of the application. The development of an optimal NoC for DMoC is a
challenge for future research.

Nevertheless there are some comments on the power consumption of timing
analysable low-power NoCs:

– Analogous to cores, downsizing dynamic features like virtual channels, dy-
namic routing and message buffers can reduce the power consumption and
WCET at the cost of lower average throughput.

– Regarding the power consumption, the clockless design of MANGO enables
zero dynamic idle power consumption, but a lot of buffers for the virtual
channels result in a large area and energy overhead [32]. Hence it is not
suitable for a low power architecture like DMoC.

– TDM is often interpreted to imply a synchronous clock. Since a chip-wide
synchronous clock is difficult to achieve as chips become larger and frequen-
cies higher, TDM is considered to be not suitable for large many-cores. How-
ever, a global notion of time can also be achieved in mesochronous and asyn-
chronous designs [27]. Therefore TDM is also adequate for massive many-core
architectures like DMoC.

4 Memory Architecture

The most difficult problem in the timing analysis of parallel applications is the
interference on shared resources [36]. Therefore such interferences shall be min-
imised to achieve an “efficiently predictable good worst-case performance” [37].

The DMoC architecture is designed to minimise the interferences between
cores: each core has its own private memory and it is the only memory a core
can access directly, i. e. instruction fetching and load/store instructions can only
access this local memory. External memory and the private memories of other
cores can only be accesses by Remote Memory Accesses (RMA), i. e. messages
that are sent and received via the NoC. Thereby, the number of memory accesses
that might interfere with other threads is dramatically reduced, since local non-
interfering memory accesses are clearly identified and must not be recognised
by a costly value analysis. Other interferences than messages that implement
RMAs do not exist.

Messages can be generated in different ways: One possibility would be to have
a second set of load/store instructions that mimic a global address space and
implement the necessary message generation and wait loops in hardware. On the
other hand, instructions that can send and receive arbitrary messages could be
used for “fine grained message passing” that enables an efficient implementation
of atomic read-modify-write operations or a more coarse grained message passing
library like MPI [38]. The choice of the message interface is a very interesting
question, that heavily depends on the application and raises many questions for
timing analysis.

The private memories must be implemented as on-chip memories, because
there are not enough pins on a chip to connect every core with an independent
off-chip memory. On the one hand area restrictions strongly limit the size of the



private memory and on the other hand the access latencies can be very low,
eliminating the need of a cache hierarchy, since the on-chip memory can already
be accessed at L1 cache speed.

Fast on-chip memories that replace L1 caches are called ScratchPad Memo-
ries (SPM). They not only simplify the WCET analysis [39], but were originally
developed to reduce the power consumption [40] in single cores. In many-cores,
the power savings are even higher, because with the increase of the number of
cores in a processor, more energy must be spend on cache coherency, which is
not needed if the memories are private.

5 DMoC Architecture Concept

Based on the considerations in the above three sections, we propose the following
characteristics of the DMoC architecture:

– To provide energy efficiency, predictability and small code size, small and
simple in-order pipelines like the ARM Cortex-M0 are used as processor
cores.

– Each core has its own private on-chip scratchpad memory, which is the only
memory a core can access directly via fetches, loads and stores. These private
memories are isolated from each other to simplify timing analysis and enforce
data locality, which in turn can reduce power consumption.

– Off-chip memories and other peripherals are connected to special I/O cores.
Each external device to exactly one I/O core. By that, software on the core
can be used to interface between the external device and the NoC.

– A NoC connects the nodes consisting of a core, a scratchpad memory and
optionally an I/0 port to an external device or memory. Messages that are
passed over this NoC are the only way to communicate between cores.

While the first three topics are largely fixed (variations have only a small impact
on the predictability and power consumption), the choice of the NoC is crucial
and offers a wide research opportunity: TDM can be used to provide timing
predictability in nearly all NoCs, therefore a low power consumption seems to
be more important. However, alternatives to TDM should be examined as well
and the most important property of a NoC is an adequate bandwidth to avoid
that the communication becomes the bottleneck. Generally, the choice of an
adequate NoC depends to a great extend on the communication pattern and
throughput demands, hence it is very application-specific.

6 DMoC Timing Analysis Support

The proposed DMoC architecture is designed to simplify the timing analysis.
It follows the PROMPT (PRedictability Of Multi-Processor-Timing) principles
[37] that recommend to simplify components and eliminate interferences. The
architectural recommendations for cores that demand fully timing compositional
pipelines and scratchpad memories [2] are also fulfilled.



By that, the WCET analysis of the sequential code parts that are executed
on the cores is simplified and can easily be done by state-of-the-art tools with-
out introducing much pessimism. The only source of uncertainty and pessimism
are the remote memory accesses (RMAs) that are implemented by messages in
the NoC. The main source of pessimism is not the uncertainty in the message
transportation due to possible conflicts in the shared NoC – this can be handled
by TDM and adequate routing algorithms.

The challenge for the WCET analysis is the possibility to construct parallel
synchronisation primitives (e.g. locks, barriers, ...) that have a huge impact on
the execution time and depend on multiple threads. Recognising such primitives
automatically in the code seems unrealistic with current analysis methods, there-
fore more abstract formulations of parallel constructs are required [41]. One such
abstract parallel programming model is Bulk Synchronous Programming [42]. It
divides the application into many supersteps where each consists of three phases:
(i) communication between the cores, (ii) isolated computation on every core and
(iii) barrier synchronisation.

The separation of communication and computation seems to be the key to
deterministic execution and timing analysis of parallel applications, as other
studies on the topic imply:

– Global barriers can be used to make the execution of parallel applications
more deterministic [43, 44].

– Boniol et al. [45] assume periodic threads with individual period length that
alternate between computation and communication phases and use a static
synchronous scheduler to avoid conflicting communication phases.

– Parallel applications with periodic threads consisting of a communication
and a computation phase can be analysed by timed automata [46, 47]

For the timing analysis of the DMoC the application shall also be divided into
sequential computation phases and parallel communication phases. But the ap-
proach should be generalised in order to not be restricted to synchronous execu-
tion with global barriers. Parallel Communication Patterns (PCPs) [48] shall be
defined that cover the communication between a subset of the threads and in-
clude a certain semantic. For example, a barrier followed by communication could
be used as PCP for bulk synchronous programming. Moreover, there could also
be PCPs for collective operations like getting the maximum error of all threads
or summing up a value of all threads. Pipelined execution of sequential code
parts is another PCP.

By combining PCPs and sequential code pieces, parallel applications can be
constructed. The DMoC architecture will be optimised to simplify the analysis
of the sequential parts as well as the construction of a communication pattern
with upper bounded timing for the PCPs.

7 Related Many-Cores

Currently, there are two dominant trends in commercial many-core design: gen-
eral purpose chip multiprocessors (CMPs) and graphics processing units (GPUs).



At the same time, these two architectures define the two borders of a wide spec-
trum of possible many-core designs. In this section, the DMoC architecture is
positioned within this spectrum and related to other many-cores.

7.1 Relation to CMPs and GPUs

At one end of the many-core spectrum there are CMPs: a relatively small num-
ber of very fast general purpose cores (typically 2–16) that are connected by a
huge shared memory. The cores run independently, occupy a large die area and
contain many high performance features (e.g. out-of-order execution, branch pre-
diction, ...) to exploit instruction level parallelism for maximum single thread
performance. To speed up memory accesses, there is a complex memory hierarchy
with multiple levels of private, shared, unified and non-unified caches.

On the other end of the spectrum there are GPUs: thousands of cores that are
specialized on floating point arithmetics. The cores run in lockstep, i.e. every core
is doing the same on different data (single instruction multiple threads, SIMT).
A group of cores (typically 8–32) share the same fast local memory, but accesses
to main memory are usually not cached and therefore slow.

The DMoC architecture proposed in this paper lies somewhere in the middle
of the spectrum: the number of cores is much higher than in CMPs, comparable
to the number of cores in GPUs. However, the cores are more flexible than
GPU-cores: they have individual execution paths and a wider instruction set.
Nevertheless, the single-thread performance of CMPs cannot be reached.

The predictability of high performance CMPs is low and they are very hard
to analyse, due to a high grade of speculation and timing anomalies [1]. The
predictability can be increased by disabling speculative components like branch
prediction or shared caches [1], but at the cost of lower performance – resulting
in a worst case performance that is not much improved comparing to simple
cores. In the DMoC architecture the area and power consumption of the disabled
features is saved by omitting them.

GPUs provide a lower single thread performance than CMPs, but for special
data parallel workloads they can provide a much higher throughput. Further, the
energy efficiency (operations per Watt) of a GPU is significantly higher than for
CMPs [49]. Based on very low power cores that can be power gated individually,
a DMoC may be even more energy efficient.

Concerning predictability, GPUs have similar properties as the DMoC: simple
pipelines without branch prediction and caches and explicit shared communica-
tion allow for a tight timing analysis [41]. Nevertheless, multiple runs of the same
program may give different results [50]. The reasons for this nondeterminism are
not documented, but several potential reasons are published: (i) multiple clock
domains, (ii) varying timing of off-chip memory accesses, (iii) uninitialised states
when ordering thread execution or memory accesses [50], (iv) uncertainty about
the warp scheduling [41]. In the DMoC architectures these issues are avoided
due to the focus on predictability.



7.2 Other Many-Core Architectures

The Intel TeraScale research processor [12] of 2007 was the first many-core with
80 cores on one chip. Its 65nm technology allowed only 5 KB of memory per
core and the core has little more functionality than a single precision floating
point fused multiply accumulate. The cores are connected by a full-featured NoC
with mesh topology, packet switching, credit based flow control and wormhole
routing. Because of the emphasis on floating point computation throughput it
can be regarded as a GPU, where each core can be programmed independently.
The chip was not build for power efficiency or predictability, but it showed that
a large number of simple cores can provide high throughput.

2010 Intel came up with Single-chip Cloud Computer (SCC) [10]. 48 cores
and 4 memory controllers are connected by a mesh interconnect. Each core has
exclusive access to a part of the global memory. These accesses are accelerated by
private L1 and L2 caches. Cache coherence is not necessary, because accesses to
the memory area of other cores are not allowed. The only way to communicate
between cores are small private scratchpad memories called Message Passing
Buffers (MPBs). When writing to the MPB of another core, the data is send via
the NoC to the other core. The heavy use of the dynamic NoC makes it very
hard to find tight upper bounds for the communication latency [51], hence it is
inappropriate for real-time applications and its power consumption is not low
either.

The parMERASA project [52] is based on a clustered memory model: several
cores build a cluster and share one memory that can either be on-chip or off-
chip. The processor consists of multiple clusters. Inter-cluster communication is
implemented by direct accesses to special regions of the other cluster’s memories.
This method is somehow comparable to the MPBs of the SCC. Both inter- and
intra-cluster connections are real-time capable and provide a predictable latency,
but low power is not an issue.

A widely used architecture is shared memory with multiple memory con-
trollers and individual L1 and L2 caches per core. The cache coherence con-
sumes a lot of energy and the WCET analysis depends on the predictability of
the interconnection network. While the Intel Xeon Phi [9] uses three rings to
connect 61 cores, the Tilera TILEPro64 [13] has five meshes and the Godson-T
[15] two meshes. All NoCs are very dynamic and highly optimized for maximum
throughput and their timing details are confidential. Therefore a WCET analysis
comprises a lot of uncertainty and thus overestimation.

However, some similarities with the DMoC architecture can also be found:
all three architectures are based on simple in-order cores with low power con-
sumption and the TILEPro64 uses only three of the meshes for memory data
transfers and cache coherence, the other two can be used by the software for
explicit message passing. In the Godson-T, the L2 cache is shared between the
cores, but the L1 cache can partly be reconfigured to be used as scratchpad
memory.

Scaling down supercomputer architectures inspired the design of the Kalray
MPPA-256 processor [53]. 16 compute cores, a resource managing core and 2 MB



of shared memory build a cluster. 16 clusters and 4 I/O subsystems are connected
by a rate controlling NoC with torus topology. The shared memory inside the
clusters can be partitioned to provide 128 KB of private memory for every core.
These memory partitions, timing compositional VLIW cores with one level of
private cache and the predictable NoC are similar to the DMoC architecture
and enable real-time capabilities. However, the shared memory communication
within clusters differs significantly from the message oriented communication
between clusters, unlike the flat communication in the DMoC architecture.

The Epiphany architecture [16] is a true distributed memory many-core. Each
core has 32 KB of fast local memory, but can access the local memory of ev-
ery other core via a mesh interconnection. It is designed for high floating point
performance and low power consumption. A prototype is yet to be released, but
the spare documentation allows the interpretation that the NoC might be pre-
dictable. Hence this architecture most closely resembles the DMoC architecture,
but there is no possibility for explicit messages and the instruction set is very
specialized for floating point signal processing [16].

8 Conclusion and Outlook

Simple in-order pipelines are power efficient and ease timing analysis. By bundling
them with small private scratchpad memories and connecting many of these bun-
dles by a predictable low power NoC, a promising architecture for future parallel
real-time systems – called DMoC – can be constructed.

To further investigate the suitability of DMoC for parallel real-time applica-
tions, in a first step applications must be ported to DMoC. For that purpose,
it is necessary to examine parallel real-time applications, separate computation
and communication phases, identify parallel communication patterns (PCPs)
covering the communication phases and analyse the timing of the PCPs.

In a second step, the technical implementation of a DMoC will be studied: (i)
determine the best memory size per core, (ii) find the most efficient integration of
remote memory accesses and/or communication primitives into the instruction
set, (iii) characterize the traffic on the NoC, (iv) find suitable NoC implementa-
tions and finally (v) compare the average performance / WCET performance /
power consumption with existing many-core architectures.
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