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Chapter 1

Introduction

1.1 Motivation

At least since the Olympic Games 2008 in Beijing, where he won eight gold medals,

everyone knows the swimmer Michael Phelps who is said to have one of the most

perfect swimming techniques. Not only since then there are many competitive

athletes who seek to improve their own techniques by video evaluation. Usu-

ally, this is still a manual process where the swimmer watches every video frame

together with her/his coach and discusses obvious mistakes and possible improve-

ments, so that adjustments to the own technique can be made. Many athletes are

thus interested in rich statistics of their swimming performances. These include,

for example, stroke frequencies, split times, and limb angles at speci�c time points

during a stroke cycle. The �eld of analyzing the swimming technique according

to these statistics is called performance diagnostics.

Manual performance diagnostics are very time�consuming and cumbersome

since, although computers are usually used, they predominantly can only calcu-

late the desired statistics after the swimmer was manually marked in a speci�c

way in each frame. In order to simplify, quicken, and enhance the possibilities of

the performance diagnostics as it is now, an automatic approach is aspired which

can process the swimming videos and return the relevant information automati-

cally. For doing so, the system has to know the location as well as the pose of

the swimmer in every frame of the video. The �rst step toward such a system

is to develop a three�dimensional representation of a swimmer and to describe

the swimming motion by modeling the change of this representation over time.

The system will then have to track the swimmer in every frame. In other words,

it has to detect the location of the swimmer in each frame and then derive its

corresponding three�dimensional con�guration.

1



2 CHAPTER 1. INTRODUCTION

In this thesis we introduce a probabilistic motion model for swimmers that

estimates the pose of the swimmer in a frame, given the previous one. This is

done by incorporating simple kinematic properties and training data featuring

sample swimming motion. The motion model corresponds to the prediction step

of a technique for computing posterior probability distributions over states, called

the Bayes �lter [24]. The advantage of modeling the motion of a swimmer in a

probabilistic way is that the future pose is not considered to be one single pose

but rather a whole distribution of poses, where each pose is assigned a certain

probability and is never disregarded. We hence have the ability to cope with

uncertainties because unlikely poses are not completely eliminated, but only as-

signed a very low probability, so that even a very unlikely pose still remains a

possibility.

The developed motion model will be put into a particle �lter [24] framework,

which is an implementation of the Bayes �lter, together with a simple appear-

ance model that provides the visual update on the predicted pose. We will then

experimentally evaluate the performance of the motion model in this framework

using the example of backstrokes.

1.2 Overview

The motion model makes predictions about future poses according to the previous

pose and sample motion from training data. Chapter 2 will thus �rst elaborate

how the three�dimensional motion of swimmers is extracted from videos and how

a corresponding training data set is built. Before introducing the motion model

basic knowledge about probability theory and the incorporated �lters is required,

which will be discussed in chapter 3, and chapter 4 then develops the actual motion

model. In chapter 5 we will introduce a simple appearance model that corresponds

to the update step of the Bayes �lter and which is required for the visual update

of the estimated poses. As mentioned, we will put the motion model in a particle

�lter framework which implements the theoretical Bayes �lter. This framework

will brie�y be explained in chapter 6, while chapter 7 presents the experimental

results of the framework based on the motion� and appearance model. Lastly,

chapter 8 gives a summary of the work of this thesis, states publications of related

work and provides information about our future work.



Chapter 2

Extracting Motion Data

As pointed out earlier it is our aim to model the motion of a human swimmer

in a probabilistic way. The �rst step toward this probabilistic motion model is

to de�ne a representation of the swimmer and to acquire data that describes the

three�dimensional movement of her/him over time. Since no motion capture data

is available to us, we are forced to work with standardized two dimensional video

sequences of several swimmers. Our task is then to infer the third coordinate to

create a three�dimensional model of a swimmer.

This chapter describes in detail the used representation of a swimmer, the over-

all process of reconstructing the three dimensional model from two-dimensional

joint locations, and �nally how this data is preprocessed to obtain the training

data for the probabilistic motion model.

2.1 Representation of a Swimmer

In order to model the motion of a swimmer, a representation is required that

covers the high�dimensional and non�linear human motion while simultaneously

simplifying this motion so that the number of parameters of the resulting motion

model stays within computable bounds. A representation that complies with

these requirements is the stick �gure model depicted in �gure 2.1. The model is

composed of eleven rigid body parts, namely hip, torso, shoulder, two thighs, two

legs, two upper arms, two forearms, which are colored green in the �gure, and

additionally of the fourteen joints shown in the same �gure in black color. Note

that the used model exhibits three dimensions although the �gure only shows two

of them.

As can be seen easily, each segment is de�ned by exactly two joints, thus

in order to build the whole model the only knowledge needed are the three�

3



4 CHAPTER 2. EXTRACTING MOTION DATA
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Figure 2.1: The stick �gure model used to represent a swimmer. The joints are
colored in black whereas the segments are colored in green.

dimensional joint locations. The pose of a swimmer can hence be modeled by

only these locations with respect to a speci�ed coordinate system. Furthermore,

the structure of the human body already imposes a hierarchy on its joints, meaning

that, for example, the movement of the elbow directly yields a movement of the

hand. It is thus more convenient to model how a joint moves with respect to

its parent joint than to model only the joint locations, because this implicitly

incorporates the relationship between the di�erent limbs. This is why we choose

the hips to be the root joint and de�ne the hierarchy as shown in �gure 2.2.

From now on, we will assume that the coordinates of each joint are speci�ed

relative to a given global coordinate system whose x, y�plane is de�ned by the

�oor of the pool and the y�axis points straight out of the water. When the length

of each segment is known, the movement of a joint over time with respect to

its parent can be modeled by only two parameters. Assuming we translate the

origin of the global coordinate system to the location of the parent joint, then the

zenith angle θ describes the angle from the positive y�axis to the child, and the

azimuthal angle φ the one from the positive z�axis to the orthogonal projection

of the child onto the x, z�plane. Figure 2.3 explains these relationships between

the parent joint P and the child joint C. It should be clear that all points on

the three�dimensional sphere with radius r, which corresponds to the length of

the segment, can be described by these two angles. In general, given the three�

dimensional Cartesian coordinates of two points, (x0, y0, z0)T and (x1, y1, z1)T ,
the angles can easily be computed using:
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Figure 2.2: The hierarchy imposed on the joints of the stick �gure model. The
angles of each joint are calculated with respect to the parent's location in a global
coordinate system.

φ = atan2 (x0 − x1, z0 − z1)

θ = atan2
(√

(x0 − x1)2 + (z0 − z1)2, y0 − y1

)
(2.1)

where atan2(y, x) is a common extension of the arcus tangent of y
x and is

de�ned by [24]

atan2(y, x) =


arctan

( y
x

)
if x > 0

sign(y)
(
π − arctan

(
| yx |
))

if x < 0

0 if x = y = 0

sign(y)π2 if x = 0, y 6= 0

(2.2)

which results in angles within [−π, π].
It may be summarized that a swimmer is represented by a simple, three�

dimensional stick �gure model where each joint is described by means of its angles

with respect to its parent joint within a global coordinate system. Moreover, each

of the joints, except the root joint since it has no parent, has two angles associated

with it, leading to an overall number of 13 · 2 = 26 parameters of the stick �gure

model. During the rest of this work we will use the notations pose of a swimmer

and joint locations to denote a speci�c con�guration of the angles of this stick

�gure model.
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Figure 2.3: Using spherical coordinates, the movement of child C with respect to
the parent joint P can be described by the zenith angle θ and the azimuthal angle
φ.

2.2 Prior Knowledge

Fortunately, the motion of swimmers features two characteristic properties that

facilitate the task of reconstructing the three dimensional model.

First, swimming is cyclic. This means in order to extract the complete motion

data of a swimmer over time, it is su�cient to know how the joints move during

only one cycle of this motion, since all other cycles are considered nearly identical.

Furthermore, the beginning and the end of a cycle can be labeled what makes it

possible to denounce exactly in which part of the cycle the swimmer is when it

features a speci�c pose.

Second, swimming is symmetric or antisymmetric with respect to one half of

the body and the swimming style. Thus, if the swimming style and the locations

of the joints of one half of the body is known the rest of the joints can easily be

derived. For example, if one considers breaststrokes, butter�y or butter�y under-

water kicks, it is suggested that (to a certain degree) both halves of the body are

moving symmetrically, meaning that knowing the joint locations of the left half

the locations of the right half can directly be inferred. On the other hand, if a

swimmer swims freestyle or backstrokes, and if it is assumed that both halves of

the body move in nearly the same way and with nearly the same velocity through

the cycle, the movement of the left body half is deferred by exactly the half of

the length of the cycle, since otherwise both halves of the body would move with

di�erent velocities. The positions of the left half of the body can thus be inferred
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if the positions of the right half are known for one cycle.

The knowledge of these properties and of additional anthropometric data, like

the relative lengths of human limbs, is applied in the following sections to easily

reconstruct the three�dimensional swimming motion from series of di�erent video

sequences.

2.3 Challenges

Before talking about the actual reconstruction of the body we state the challenges

we face in the overall process.

The main challenge, of course, is to infer the third coordinate of each joint of

the stick �gure model when only two dimensions are visible.

The two�dimensional locations of the joints can easily be extracted from the

video sequences by manually marking the positions in every frame, and the task

then is to infer the third coordinate of each joint. This gives us for every frame

in a video sequence the three�dimensional stick �gure model explained in section

2.1 and the complete three-dimensional motion data of the swimmer.

In the next sections it will be seen that the video sequences often feature dif-

ferent views of a swimmer. We consequently have to incorporate the information

from multiple videos and combine them in a way that allows the extraction of the

three�dimensional pose of a swimmer.

Lastly, not all of the video sequences available are synchronized. In this case,

this means that there may exist an unknown o�set between two videos showing

the same swimmer and featuring the same sample rate (frames per second). So in

addition, we need to �nd a way to synchronize (that is, to �nd the correct o�set)

these sequences so that they can still be utilized for the extraction of the motion

data.

2.4 Extracting Motion from a Single View

The available video data can roughly be classi�ed into two categories: single

view and multiple view. All videos that feature only one view of a swimmer

are categorized as single view. That is, all videos that show only one side of a

swimmer belong to this category. Consequently, all videos featuring more than

one view of a swimmer are categorized into multiple view videos, meaning that

they show at least two sides of a swimmer.
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This section covers an approach to reconstruct the three�dimensional stick

�gure model from single view videos. The following section then presents an

alternate approach that deals with videos that show multiple views of a swimmer.

2.4.1 Video Data

The videos we work with that show only one view of a swimmer can further be

organized into videos that were recorded using only one camera and videos that

were recorded with two cameras. In general, shots from one camera will show a

swimmer in the canal where both, the parts under water and the parts over water

are visible. This is bene�cial since in every frame of the video all relevant joints

are visible. However, due to refraction small distortions occur between regions

over and under water that could lead to distorted stick �gure models and therefore

have to be considered.

The di�erence between the videos recorded with only one camera and the

videos recorded with two is solely that in the latter one camera shows the parts

under water, and the other one the parts above water. This means that one

camera always compensates for the parts invisible to the other camera and by

combining the views from both cameras all relevant joints of a swimmer are again

visible, but the same as before, feature a distortion.

Figure 2.4 shows samples from videos that are used to extract the motion data

and feature only a single view of a swimmer.

Figure 2.4: Sample frames from videos that feature only a single view on a swim-
mer. Only one camera was used to record the video on the left hand side, whereas
two cameras were used to record the one on the right hand side. (Source: IAT
Leipzig [1])
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Markers

In order to create the stick �gure model of a swimmer from the speci�ed videos

it is necessary to de�ne which joints in each frame have to be marked for the

reconstruction approach to work properly.

Based on prior knowledge we already know that if we label the frames where

a swimming cycle begins and ends respectively, and if we know the swimming

style, it is su�cient to mark only one half of the body in the video sequences

and still be able to reconstruct the three�dimensional coordinates of the whole

model. However, the pose of the swimmer that de�nes the beginning and end of

a cycle should have two characteristics. First, it should be distinctive and easy

to identify within a cycle and second, it should represent a position within the

cycle that features high velocity. While the former is self�explanatory the latter

needs explanation. Since we wish to mark the precise frame where a swimmer

possesses a speci�c pose in every cycle, this pose should only be present during

one frame. If it were present in subsequent frames, we could not decide which

frame to use. Figure 2.5 shows an example of a pose that represents a position

with high velocity. It is clearly seen that the arm moves a great amount between

these two successive frames and thus the frame where the arm is upright can be

speci�ed precisely.

Figure 2.5: Two successive frames that show a pose that features high velocity.
(Source: IAT Leipzig [1])

Applying the characteristics to all swimming styles, we present the resulting

possible signi�cant poses in �gure 2.6. The poses for backstrokes, freestyle and

butter�y are easily identi�ed since they feature phases where the arms move above

water with a high velocity. Therefore, a suitable pose for freestyle is when the

upper arm points straight out of the water, which is akin to the pose de�ned for

swimming backstrokes. For butter�y the arms have a very high velocity when

they are elongated and feature a nearly orthogonal angle to the torso. To �nd a

characteristic pose for breaststrokes is rather di�cult because the movement of
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the arms is almost completely under water and the head itself does not feature

a high velocity. The pose mostly complying with the requirements is when the

head is out of the water and the elbow are maximum drawn back.

(a) (b)

(c) (d)

Figure 2.6: Possible signi�cant poses for the four swimming styles. The �rst row
shows backstrokes (a) and freestyle (b), and the second row butter�y (c) and
breast strokes (d) respectively. (Sources: IAT Leipzig [1], ZDF Olympia 2008 [2]

These considerations lead to the following joints we mark in a frame: foot,

knee, hip joint, shoulder, elbow, hand. Additionally we de�ne a pose that satis�es

the mentioned characteristics and label the frame in each cycle where this pose

occurs. Furthermore, the refraction in both types of videos entails that joints near

the rim of the water have to be marked under and above water to overcome the

resulting distortion of the stick �gure model. So in order to combine these parts

we specify for each linked segment over water the corresponding segment under

water to where it should be linked.

2.4.2 Reconstruction Using Relative Segment Lengths

In the following we present an approach that tries to reconstruct the missing

third coordinate of each joint from video sequences described in section 2.4.1.

That means, each joint location in a frame is de�ned by its x� and y�coordinate

and we compute the corresponding z�coordinate.
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Theory

The approach after Taylor [23] assumes that the object, in our case the swimmer,

in the image was created by applying a scaled orthographic projection to the

original scene, meaning that the relationship between the image coordinates (u, v)
of a point and the coordinates of the same point in the scene (X,Y, Z) can be

de�ned by [23] (
u

v

)
= s

(
1 0 0
0 1 0

)XY
Z

 (2.3)

where s is the scale factor. This implies that the depth of the object itself should

be small with respect to the camera, which is why we chose to use videos that

show the side of the swimmer. By incorporating our prior knowledge, that is, the

lengths l of the limbs of the swimmer in the scene are known, it is obvious that

the following holds for a speci�c limb bounded by two joints with coordinates

(X1, Y1, Z1) and (X2, Y2, Z2) respectively

l2 = (X1 −X2)2 + (Y1 − Y2)2 + (Z1 − Z2)2 (2.4)

which simply denotes the squared Euclidean distance. Moreover, we know that

under the scaled orthographic projection u = sX and v = sY , and therefore [23]

(u1 − u2) = s(X1 −X2)

(v1 − v2) = s(Y1 − Y2) (2.5)

dZ = (Z1 − Z2)

where (u1, v1) and (u2, v2) are the projected coordinates of the joints onto the

image plane. Substituting equation 2.4 into equation 2.5 results in [23]

dZ =

√
l2 − (u1 − u2)2 + (v1 − v2)2

s2
(2.6)

Hence, knowing the original length of the limb and the location of the joints in

the image allows us to compute the relative depth of these joints against the

parameter s which represents the scale factor of the orthographic projection. As

the reader may notice, this solution for dZ is still ambiguous since we don't know

which joint exhibits the smaller z�coordinate. We overcome this ambiguity by

specifying for each marked segment which of the two joints is positioned closer to

the camera.

By constraining the distance dZ to be a real number we are furthermore able

to derive a lower bound for the scale factor s, since the quantity under the square

root must be positive [23]

s ≥ (u1 − u2)2 + (v1 − v2)2

l
(2.7)
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Reconstruction

The �rst step toward the reconstruction of the stick �gure model is to combine

the segments marked underwater and the segments marked overwater to a fully

linked body half, which turns out to be pretty simple.

For each segment that was marked over water we identify the corresponding

joint that was marked under water and thus represents the point to which this

segment should be translated to. We then calculate the translation vector and

simply translate the positions of all joints of the over water segment according

to it. Before the computation of the three�dimensional coordinates of each joint

we normalize all coordinates since we now might face negative coordinates in the

moved segment.

Having combined the segments, the next step is to �nd a suitable value for

the scale parameter s, which is also a very easy task, since we already de�ned the

lower bound in (2.7). According to this inequation we compute the scale factor

for each of the segments and set the �nal parameter to the smallest possible value

that is the maximum of the minimum scale factors of all segments.

Incorporating s, the relative depth of each marked segment of one body half

can be evaluated using (2.5), and knowing for each segment which joint is po-

sitioned closer to the camera, the whole half of the body can be put together.

Depending on the swimming style the construction of the second body half dif-

fers. For breast strokes, butter�y and butter�y underwater kicks, this is fairly

easy since the halves of the body are supposed to move symmetrically. Hence,

we are able to create the arm and leg of the second body half in each frame by

simply mirroring the already reconstructed ones and attaching them to the hip

and shoulder respectively.

For the remaining swimming styles, namely freestyle and backstrokes, this

reconstruction is a bit more complex, since from the pose of only one body half

we can't directly deduce the pose of the other without using further knowledge.

Luckily we already have this knowledge because �rst of all, we know that swim-

ming is cyclic as explained in section 2.2, and furthermore the marked sequences

already feature the frame numbers where the swimmer features the distinctive

poses, giving us the length of a cycle.

So, obviously, in order to reconstruct the second body half the �rst one has to

be constructed for a whole swimming cycle at �rst. Subsequently, in each frame

where we wish to infer the pose of the second body half we subtract half of the

cycle length from the current frame number, giving us the frame where to retrieve

the pose of the already reconstructed body half from. This pose can then easily

be mirrored and be attached to the hip and shoulder of the body in the original

frame.
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2.5 Extracting Motion from Multiple Views

In addition to the presented technique for recovering the body pose from a single

view of a swimmer, we describe an alternative approach to extract the motion

of a swimmer that can be applied when two complementary views are available.

This means we require at least one view showing the side of the swimmer and

another one that shows the top or the bottom of it.

2.5.1 Camera Setup

Before beginning to talk about the reconstruction of the three�dimensional model

of a swimmer from multiple views, it is necessary to de�ne a suitable setup for

the cameras showing the top or bottom of a swimmer so that the resulting videos

may be used for the reconstruction. Since we want to label consecutive cycles of

the same swimmer the only requirement is that the camera should record at least

three lengths of the body of the respective swimmer. We thus need to determine

the minimum distance from the camera to the water plane so that at least three

lengths can be recorded.

From the projective projection it is known that the projection of a three

dimensional point (X,Y, Z)T onto the image plane is given by [9]

(X,Y, Z)T 7→ (αxX/Z + x0, αyY/Z + y0) (2.8)

Here αx = mxf and αy = myf represent the focal length of the camera with

respect to the pixel dimensions mx and my of the CCD camera sensor. Moreover,

the origin of the image and the location of the principal point (px, py) do not

necessarily correlate and therefore the added translation about x0 = mxpx and

y0 = mypy is required, again scaled according to the pixel dimensions of the CCD

sensor. Figure 2.7 points out the relationship between the principal point o�set

and the image origin.

Figure 2.8 depicts the desired setup where the camera C is above the swim-

mer and the whole range from Ymin to Ymax is projected onto the image plane.

Moreover, the angle between the principal axis and the water plane is equal 90◦,

and all units are speci�ed in camera metrics, thus pixels.

The minimum distance is the distance Z that results in Ymin being projected

to the minimum y�coordinate ymin of the image plane, and Ymax being projected

to the maximum y�coordinate ymax respectively. This results in two equations

ymin =
αyYmin
Z

+ y0

ymax =
αyYmax
Z

+ y0
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y
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xcam

ycam

p

x0

y0

Figure 2.7: The principal point is speci�ed with respect to the camera coordinate
system (xcam, ycam), which corresponds to (x0, y0) in image coordinates, since the
origin of the image is in the lower left corner.

and solving for Z gives:

Z(ymax − ymin) = αy(Ymax − Ymin)

Z = αy
dY

dy
(2.9)

Note that only one direction (in this case the y�direction) is regarded in the

equations, but it should be easy to see that this technique can also be applied

to the second direction, and the distance then is the maximum of the distances

computed for each direction.

It has been shown how the distance between the camera and the water plane

can be computed in theory where all metrics are assumed to have the same unit,

here pixels. However, in practice the desired range of the scene will mostly be

given in a di�erent unit, for example meters, and the distance will also have to

be speci�ed in this unit. In order to compute the required distance from the

swimmer for a speci�c video camera, one has thus to know the mapping between

these units, for example, the width or height of each sensor pixel in millimeters.

We use Sony HDR�HC9E cameras with 0.5x wide angle lenses. When zoomed

out completely we require these cameras to be at least 6m away from the swimmer

if we assume three strokes correspond to about 8m to cover. Three body lengths

correspond to approximately 6m, and the additional 2m arise from taking into

account the forward motion of the swimmer.
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C

Ymin Ymax

dY

ymin ymax

Z

f

Figure 2.8: Example camera setup. The distance Z from the camera C has to
be big enough so that the range from Ymin to Ymax is projected onto the image
plane.

2.5.2 Video Data

Figure 2.9 shows an illustration of how the video data from multiple views look

like. Each of the both cameras shows a complementary view of the swimmer

so that one coordinate overlaps. In the example the view showing the top of

the swimmer can specify the x� and z�coordinate whereas the one from the side

features the x� and y�coordinate.

Markers

Clearly, each of the available views features the two�dimensional coordinates of

the respective joints. That is, the view from the side provides the x� and y�

coordinate whereas the view from the top or the bottom shows the x� and z�

coordinate. Thus, they already provide all the information needed to reconstruct

the stick �gure model which is explained in the following section. In order to do
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x

z
x

y

Figure 2.9: Illustration of multiple view video data. Each image has its own
local coordinate system, and the complementary views overlap in exactly one
dimension.

this, however, again the respective joint locations have to be marked in both views,

meaning that the same joints of one half of the body are marked as described in

section 2.4, and the pose denoting the beginning of a cycle is labeled additionally.

2.5.3 Reconstruction Using Joint Locations

Contrary to the previous approach where the third coordinate is inferred from

only one set of two�dimensional joint locations, multiple views allow to directly

combine the locations marked in both views.

The di�culty one has to overcome, however, is the di�erence in scale of both

views which is caused by the fact that two di�erent cameras from two di�erent

positions are used to record the swimmer. That is, the cameras vary in their

distance to the swimmer, their lenses, and their calibrations. This means the

two�dimensional length of a limb seen from the side is not equal the length of the

same limb seen from the top. Before the correlating coordinates can be combined

they consequently have to be scale�normalized.

When assuming a nearly constant scaling factor between both views over every

frame of the marked cycles this factor can be computed using the pseudo inverse

[5, 18]. In general, given a linear model

Φ ·w = t (2.10)
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with known matrix Φ and vector t the pseudo inverse yields the solution for vector
w that minimizes the sum of squared errors:

w = (ΦTΦ)−1ΦT t (2.11)

If we consider the lengths of the limbs in both views, we want to determine the

correct scaling factor for all marked frames. That is, for one limb the following

correspondences are given 
dx0

dx1

dx2
...

 · s =


dx′0
dx′1
dx′2
...

 (2.12)

where dxi is the length of the limb in the �rst view and dx′i the length of the

same limb in the second view, both at frame i. The pseudo inverse then yields

the approximated scale factor s between both views.

Under the assumption that the scale factor is the same in both directions it

su�ces to compute the pseudo inverse solution for the correspondences between

a single limb that is visible in every frame in both views. The spine, for instance,

is suitable.

Having computed the scaling factor, the coordinates of both views can be

combined by simply scaling the coordinates of one view according to this factor,

and the three�dimensional stick �gure model can be constructed.

2.6 Handling Not Synchronized Videos

In general, the videos used to extract motion data that were recorded using two

cameras are synchronized. This means that both cameras show the same tem-

poral process of the swimmer in every frame. However, the available data may

not always be synchronized. In order to synchronize the videos we impose two

assumptions. First, the o�set (in frames) between both videos has to be constant

throughout the whole sequence. That is, we assume that the cameras record with

the same speed, and with the o�set once computed we can align the sequences

perfectly. Second, we require both recordings to show the same swimmer and the

same take.

This reduces the task of synchronizing two videos to the task of computing

the correct o�set between them. This is done by determining a certain pose of

the swimmer that is clearly visible in both video frames, meaning that it should

be characteristic and easy to determine. Since the pose marking the beginning
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of a swimming cycle already features similar properties it stands to reason to

determine exactly the frame where this pose occurs the �rst time within both

videos. The di�erence between these frame numbers is then the desired o�set.

2.7 Training Data

We have de�ned a way to build the stick �gure model of a swimmer from the

available video data where each joint is manually marked in each frame. This

section will describe how a training data set of one swimming style is built that

will later be used by the motion model to predict the pose of a swimmer.

Basically the training data used is merely a composition of several cycles of

the swimming motion given by the con�guration of the stick �gure model in each

frame of the cycle. In order to capture a wide spectrum of possible con�gurations

a swimmer may have within a cycle, and in order to generalize among the cycles in

the training data so that the later de�ned model can be applied to any swimmer,

di�erent cycles from di�erent swimmers and di�erent recordings are used to build

the data set. Each cycle in the training data thus will be represented by ordered

sets of pose vectors, where each set corresponds to one cycle of a swimmer, and

the pose vectors contained represent the con�guration of the stick �gure model

in exactly one frame of the cycle.

Naturally, each of the sets may have a di�erent number of elements since the

number of frames needed by a swimmer to complete a cycle depends on many

parameters which even vary within the cycles of one swimmer. These parameters

include the temporal velocity of a swimmer as well as speci�c characteristics of

her/his way to swim the style. For our training data to contain normed cycles

with identical length, each dimension, that is, each angle separately, of the pose

vectors of each set is resampled so that all sets have the same number of ele-

ments or pose vectors. Resampling is done by assuming each individual value

sampled from a continuous function, and approximating this function by inter-

polating between the discrete values using a cubic spline interpolation [25]. The

desired number of values is then sampled from this interpolated function. Figure

2.10 shows two examples of the resampling process. The left hand side depicts

the angles between knee and hip as well as between hand and elbow during one

cycle of 71 frames. These are then resampled in order to obtain 100 values, which

are depicted on the right hand side of the �gure.

The training data can now be thought of as a matrix of concatenated cycles,

each row representing one pose vector having the angles as components. This

matrix thus features as many rows as there are pose vectors and should be a

generic representation of the underlying motion of the swimming style covered.
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Figure 2.10: Example of the resampling process. The left hand side shows the
values of angles over time as they occurred in the original cycle of 71 frames.
After resampling 100 values are extracted and plotted, resulting in the �gures on
the right side.

The drawback of marking the joint locations by hand instead of using a mo-

tion capture system to get the exact locations is that the extracted motion is

predestined to be very noisy. This stems from the fact that it is nearly impossible

for a human to label even the same location, that is, the precise pixel given the

same picture, twice, making it extremely di�cult to mark the exact location of

a joint of a swimmer in two consecutive frames. In order to, at least partially,

overcome this problem the motion of each angle throughout each cycle in the

training data is additionally smoothed using a simple Gaussian �lter. Figure 2.11

shows an example of the values of one angle over time from four cycles (of the

same swimmer) before applying the �lter and afterwards. It can be seen that

the smoothing process successfully removes most of the edges and thus the noise

while keeping the underlying motion.

To point out that this is a suitable choice for the training data allowing the

resulting motion model to make predictions according to, in �gure 2.13 the train-

ing cycles of two di�erent swimmers swimming backstrokes are compared visually

by means of two angles. The original videos were recorded at completely di�erent

locations using di�erent cameras. The data for the �rst swimmer (in the �gure

this swimmer corresponds to the cycles 0 to 3) is a recording of the swimmer

swimming in a swimming canal, �lmed from the outside with only one camera,

depicted in �gure 2.12a, whereas the second recording (in the �gure this corre-
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(a) (b)

Figure 2.11: The temporal change of the angle between knee and hip for four
cycles. Figure (a) shows the original angles between the joints whereas (b) shows
the angles after smoothing with a Gaussian �lter.

sponds to cycle 4) was �lmed with two cameras (one above and one below the

water surface) at an open air pool, which can be seen in �gure 2.12b. The length

of each cycle is normed to 50 frames. Clearly, although comparing the cycles of

two di�erent swimmers at di�erent locations, the angles follow nearly the same

motion pattern with only small variance. Thus, the training data should be able

to give precise hints on how the underlying swimming motion looks like while still

featuring enough variance to prevent over�tting and to make the later de�ned

model as general as possible so that it can be applied to any swimmer.

(a) (b)

Figure 2.12: Examples of the recordings used for the comparison of the training
data. Figure (a) shows the setup for the recording leading to the angle values of
cycle 0 to 3, and �gure (b) the one for the values of cycle 4. (Source: IAT Leipzig
[1])
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(a) (b)

Figure 2.13: Comparison of the angle between knee and hip (�gure (a)) and
between hand and elbow (�gure (b)) of two di�erent swimmers. Cycles 0 to 3
belong to a di�erent swimmer than cycle 4 (see text). The x-axis shows the steps
over time and the y-axis the corresponding angle.





Chapter 3

Basics

This chapter will �rst elaborate the probability theory basics required to de�ne

a probabilistic motion model and then dwell deeper into how these basics are

applied to derive the methods used in our �nal probabilistic framework for prob-

abilistically modeling and predicting the motion of a swimmer.

3.1 Probability Theory

Throughout this work nearly all quantities will be modeled in a probabilistic

way, that is, they will be governed by probability distributions or probability

densities. This includes the con�guration of a swimmer, but also its location and

its appearance in an image. In probability theory these quantities are referred to

as random variables. Random variables are subject to speci�c probabilistic laws

and can take multiple values, where the probability of a random variable X taking

a speci�c value x is denoted by p(X = x), or simply p(x). A common example for

such a random variable is a coin �ip of a fair coin. Here, the outcome obviously

is either heads or tails, and the probability for X having one of these two values

is p(X = heads) = p(X = tails) = .5.
In general, if a random variableX can takeN discrete values xi, i ∈ 0, 1, . . . , N−

1, the individual probabilities have to sum to one, that is
∑

i p(X = xi) = 1. Fur-
thermore, if we consider an additional random variable Y which can take M

values yj , j ∈ 0, 1, . . . ,M − 1 the joint probability of X taking xi and Y taking yj
is denoted as p(X = xi, Y = yj) or simply p(xi, yj), stating the probability that

both events occur.

So far, we were only interested in the probability that a random variable

X takes a certain value x, for example the probability of a coin toss resulting

23
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in the coin showing tails. However, often we are rather interested in the whole

distribution of that variable and not only in the distribution evaluated at a speci�c

value, and thus the distribution of a certain random variable X will simply be

written as p(X). This allows us to de�ne two important rules concerning random

variables on which all methods utilized in this work are based, the sum rule and

the product rule:

p(X) =
∑
Y

p(X,Y ) (3.1)

p(X,Y ) = p(X|Y )p(Y ) (3.2)

The sum rule states that the distribution of a random variable X is obtained by

summing out the other variables of a joint distribution. p(X) is then referred to as
the marginal distribution. The quantity p(X|Y ) is called a conditional probability

and states the distribution of X given Y .

From the product rule it can also be derived that, if the joint distribution

of two random variables is simply the product of the marginal distributions,

p(X,Y ) = p(X)p(Y ), then p(X|Y ) = p(X) and X and Y are called indepen-

dent of each other.

Exploiting p(X,Y ) = p(Y,X) and the product rule leads to the following

equation

p(X|Y ) =
p(Y |X)p(X)

p(Y )
(3.3)

which is commonly known as the Bayes' theorem or Bayes' rule and lays the

foundation to the Bayes �lter that will be discussed in the next section. Here

we wish to infer the quantity X conditioned on Y . The probability distribution

p(X) represents our knowledge prior to incorporating the observation of Y and is

therefore called the prior probability distribution or simply prior. Analogously, we

call p(X|Y ) the posterior probability distribution or just posterior. Note that the

denominator in the original form does not depend on X and will be the same for

every value X can take. We therefore often consider it as a normalization factor

η and abbreviate the theorem to

p(X|Y ) = ηp(Y |X)p(X) (3.4)

Obviously, since the individual probabilities of this distribution must sum to one,

the normalization factor can easily be computed.

3.1.1 Probability Densities

The previous section considered only random variables taking a discrete number

of values. The probabilistic laws however can be extended so that they apply to
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continuous random variables as well. These random variables can take a contin-

uum of values and p(x) is then called a probability density. Such a density has

to satisfy the conditions p(x) ≥ 0 and
∫
p(x)dx = 1, which is obviously just a

generalization of the discrete case. However, opposed to discrete probabilities,

continuous probabilities are not upper bounded by 1. The sum and product rule

can also be generalized to

p(x) =
∫
p(x, y)dy (3.5)

p(x, y) = p(x|y)p(y) (3.6)

3.1.2 Statistical Quantities

Two very important quantities describing probability distributions as well as den-

sities are the expectation and the variance. In general, the expectation of a random

variable X is de�ned by

E[X] =
∑
x

xp(x) (3.7)

E[X] =
∫
xp(x)dx. (3.8)

Equation (3.7) corresponds to discrete random variables, while equation (3.8) to

continuous ones. The expected value hence is the average value that we expect to

get when drawing from this distribution. Often the expected value is called the

mean value or simply mean.

The variance of X de�nes the degree of variation within X around its mean

and is given by

var[X] = E[(X − E[X])2]

= E[X2]− E[X]2 (3.9)

Furthermore, if we want to measure to which extent two random variables X and

Y vary together, we can use the covariance

cov[X,Y ] = E[(X − E[X])(Y − E[Y ])]

= E[XY ]− E[X]E[Y ] (3.10)

For uncorrelated variables the covariance is zero, cov[X,Y ] = 0, whereas for

correlated variables it will take a non-zero value. We can say that if cov[X,Y ] > 0
Y increases when X is increased, and if cov[X,Y ] < 0 Y tends do decrease with

X increasing.

Often, a random variable x not a scalar but a vector of random variables. The

covariance of two such random vectors then is a matrix

cov[x,y] = Ex,y[(x− E[x])(yT − E[yT ])]

= Ex,y[xyT ]− E[x]E[yT ] (3.11)
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which is called the covariance matrix, where an individual matrix entry (x, y) is
given by the covariance of dimension x and y, that is, cov[Xx, Yy].

3.1.3 Gaussians

A very common and important probability distribution for continuous variables

which is used extensively in many machine learning and pattern recognition ap-

plications and also in this work, is the normal or Gaussian distribution. For

one�dimensional real�valued variables, the univariate distribution is completely

de�ned by its mean µ and its variance σ2:

N (x;µ, σ2) =
1√

(2πσ2)
exp

{
−(x− µ)2

2σ2

}
(3.12)

Figure 3.1 shows an example Gaussian with mean µ = 0 and variance σ2 = 1.
It is easy to see that N (x;µ, σ2) > 0 and

∫∞
−∞N (x;µ, σ2)dx = 1, making the

Figure 3.1: Plot of a univariate Gaussian with µ = 0 and σ2 = 1.

Gaussian a proper probability density. To denote a normal variable distributed

according to a speci�c Gaussian, we will write X ∼ N (µ, σ2).

The Gaussian distribution can also be de�ned over random vectors, that is, for

D�dimensional vectors x where each component is a separate random variable.

These Gaussians are called multivariate Gaussian distributions and are given by

N (x;µ,Σ) =
1

(2π)D/2
√

det(Σ)
exp

{
−1

2
(x− µ)TΣ−1(x− µ)

}
(3.13)
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with a D-dimensional mean vector µ and a D×D�dimensional covariance matrix

Σ.

Gaussians are popular because they feature some very bene�cial properties

[25]:

1. LetX ∼ N (µ, σ2) be a normal variable and Y = aX+b for two real numbers
a and b, then Y ∼ N (aµ+ b, (aσ)2)

2. LetX ∼ N (µx, σ2
x) and Y ∼ N (µy, σ2

y) be two independent normal variables

and U = X + Y , then U ∼ N (µx + µy, σ
2
x + σ2

y)

3. Let again X ∼ N (µx, σ2
x) and Y ∼ N (µy, σ2

y) be two normal variables and

U = XY then U ∼ N (µxσ
2
y+µyσ2

x

σ2
x+σ2

y
,
σ2
xσ

2
y

σ2
x+σ2

y
)

These properties are very fortunate because they say that if we use normal vari-

ables and perform linear transformations, the result will again be a normal variable

which is a very useful property.

3.2 Bayes Filter

The Bayes �lter is the most general technique for calculating posterior probability

distributions over believes and it also lays the foundation to today's most popular

�lters like the Kalman �lter [11] and the particle �lter [8] that enjoy great success

in the pattern matching domain. However, before stating the actual algorithm, it

is necessary to de�ne what is meant by belief and also to explain the terminology

that will be used.

3.2.1 Terminology

The term state will describe all information regarding a swimmer and its environ-

ment that has in�uence on its future. This can be the con�guration of the stick

�gure model but also, for example, the position of the swimmer in the image or

certain velocities.

The state will always be written as x. However, most of the time we want

to specify the state at a speci�c time t, and hence we will write xt. In general,

the state can be thought of a simple vector or state vector where each entry xjt
speci�es a certain information of the state x at time t.

Every piece of data that provides information about the state is called a mea-

surement. Typically, in the computer vision domain, these measurements are

images or information inferred from images. If we, for example, assume the state



28 CHAPTER 3. BASICS

of a swimmer being merely its position, an image of the swimmer can provide in-

formation about this position, hence its state, and can thus be considered a mea-

surement. Of course, this data may not only consist of a single data source but

can come from several sources. However, independent of the number of sources,

a measurement at time t will always be denoted by zt. Sometimes, we wish to

express a range of measurements, starting at t1 and ending at t2 with t1 ≤ t2,

which is written as

zt1:t2 = zt1 , zt1+1, . . . , zt2

There are also control actions that in some way modify or in�uence the current

state. A good example is the speed of a swimmer. If we again assume that the

state of a swimmer is only the position, than the speed directly in�uences this

state, because obviously, if the swimmer swims faster, he will cover a greater

distance and will thus feature a di�erent position. The speed can therefore be

considered as a control variable∗. These variables are denoted by ut, meaning

that the control actively in�uenced the state in the time interval (t− 1; t]. Again,
we can express a sequence of controls by

ut1:t2 = ut1 , ut1+1, . . . , ut2

for t1 ≤ t2.

Since the Bayes �lter computes posterior probability distributions, all vari-

ables introduced are considered random variables governed by speci�c probability

distributions, and the Bayes �lter assumes the state xt to be generated stochas-

tically from the state xt−1 [24]. The relationships of the variables are depicted in

the Bayesian network in �gure 3.2. Nodes in such a network represent random

variables and the directed arrows indicate that the variable at the origin directly

in�uences the variable at its end and hereby imposes a dependency between these

variables. Obviously, the state xt depends stochastically on the control ut and

furthermore in�uences not only the future state xt+1 but also the measurement

zt. To reproduce this, take again the example where the state is the position of

the swimmer, the control is his speed and the measurement is represented by an

image. It is easy to see that a di�erent speed will lead to a di�erent position of

the swimmer which in turn will in�uence the image. It is further important to

note that all gray nodes are observable, that is, we know the value of the control

variable and the measurement variable. However, the state itself is not directly

observable but must be inferred from the observed variables.

∗It is worth noting that in robotics, the control action is a direct command to the robot. In
the case of our swimmer, however, the control action cannot be directly be in�uenced, and will
thus only be estimated.
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xt-1 xt xt+1

ut-1 ut ut+1

zt-1 zt zt+1

Figure 3.2: The Bayesian Network showing the relationship between states, con-
trols and measurements.

Probability distributions of certain nodes in a Bayesian network can also be

expressed in probabilistic terms, which we do for the state and the measurement:

p(xt|x0:t−1, z1:t−1, u1:t) = p(xt|xt−1, ut) (3.14)

p(zt|x0:t, z1:t−1, u1:t) = p(zt|xt) (3.15)

In these equations a property of Bayesian Networks is utilized that is called the

Markov assumption [15] which states that in a Bayesian network a node is in-

dependent of all its non�descendants given its parents. In order to see that this

assumption is reasonable the complete state [24] is introduced. Whenever a state

is called complete it is assumed to be the best predictor of the future, meaning

that no further information can be gained by knowing previous states, measure-

ments or controls. If the state xt−1 is assumed to be complete, the state xt in

(3.14) obviously only depends on the control ut if xt−1 is known. Furthermore if

xt is assumed complete in (3.15), knowing this state is su�cient to predict the

measurement zt.

One last term necessary for the following discussion on the Bayes �lter is the

belief [24]. It was already mentioned that since the true state is not known, it

has to be inferred from data, hence previous states, controls and measurements.

However, it cannot be assumed that the true state can always be inferred correctly,

and thus the belief bel(xt) over a state x at time t represents our current belief

on what the true state might be.

3.2.2 Filter Formulation

The belief will always be represented by a probability distribution, and conse-

quently assigns each possible value for the true state a corresponding probability:

bel(xt) = p(xt|z1:t, u1:t) (3.16)
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Here it is assumed that the measurement zt is already known before computing

the belief. In order to distinguish between this belief and the belief computed

before the actual measurement is incorporated, the latter is de�ned by

bel(xt) = p(xt|z1:t−1, u1:t) (3.17)

In fact, the Bayes �lter's sole goal is to compute the belief bel(xt) from control

data ut and measurement data zt, based on the previous belief bel(xt−1). The

resulting distribution thus indicates how our belief over the true state changed,

after the control in�uenced the previous belief and the measurement data was

seen.

The basic �lter is depicted in algorithm 1, which takes as input the previous

belief bel(xt−1), the control ut and the most recent measurement zt, and returns

the current belief bel(xt).

Input: bel(xt−1), ut, zt
Output: bel(xt)

for all xt do1

bel(xt) =
∫
p(xt|ut, xt−1)bel(xt−1)dxt−12

bel(xt) = ηp(zt|xt)bel(xt)3

end4

return bel(xt)5

Algorithm 1: The general Bayes �lter algorithm

The algorithm is composed of two essential steps. Line 2 updates the belief

before incorporating the measurement zt. This step is called the prediction step

because it predicts the new state only according to the prior belief bel(xt−1) and
the control ut. Line 3 then takes the most recent measurement into account, that

is, it corrects the prediction with the probability that this measurement could

have been produced from the state xt, and is therefore called the correction step.

Since the algorithm updates the belief recursively, it is necessary to de�ne an

initial belief bel(x0) at time t = 0.

With the Bayes �lter a technique for computing state distributions from data,

hence controls and measurements, was introduced. The following section will

explain how this basic algorithm can be used to track objects in videos.

3.3 Bayesian Tracking

Tracking objects in videos by incorporating the Bayes �lter necessitates the de�-

nition of a parameterized model of the object itself that represents the state x of

the object. Typical parameters for tracking people for example are the location of
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a reference point (for example the hip), the angles between limbs, and their cor-

responding angular velocities. Furthermore, the only information regarding the

con�guration of the object is given by the video frames which thus constitute the

measurement variable z. The problem of tracking an object in a video is then to

�nd the model con�guration of this object in each image (that is, at each time t),

which can be expressed by the posterior distribution over the model conditioned

on the images [20]:

p(xt|zt) = ηp(zt|xt)
∫
p(xt|xt−1)p(xt−1|zt−1) (3.18)

Note that this equation resembles the basic Bayes �lter of algorithm 1, however,

without the control variable u. From the probabilistic view, the equations still

hold after dropping the conditioning on u, but the reason might not be clear im-

mediately. Remember that the control variable was meant to be an observable

action that in�uences the future state. When tracking people, the control action

is mostly assumed to be unobservable, because one does not know the command

given to the single limbs, meaning that it cannot be directly controlled, and there-

fore is mostly not considered in this case. We will see, however, that the motion

model introduced in this work will very well incorporate and estimate this control

variable.

The distribution p(xt|xt−1) is called the temporal prior [20] or the state transi-

tion probability [24], and expresses how the state changes over time. Because this

distribution de�nes the dynamics of moving objects it is also often referred to as

the dynamic model or motion model [24]. In the tracking domain this distribution

is often learned from training data consisting of sample motions of the objects to

track.

The likelihood [20] of seeing the image z at time t given a speci�c state x is

expressed through the distribution p(zt|xt). Since the appearance of the object to
track in images is crucial for this distribution, we often refer to it as the appearance

model, which is very di�cult to de�ne since an object can have countless di�erent

appearances in images and is also subject to clutter and occlusions. Typically,

the appearance of an object is also acquired from training data, where foreground

and background distributions of characteristic image features are learned.

Starting with a proper initialization of the object parameters for each frame

the tracking framework predicts the con�guration of the object according to the

dynamic model and then updates this prediction by incorporating the appearance

model.
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3.4 Particle Filter

The last section shows how the basic Bayes �lter algorithm can be implemented

for the task of tracking objects in videos. Equation (3.18) requires the integral

over all possible values of xt−1 which is not possible to implement for continuous

spaces. Very popular implementations of the Bayes �lter such as the Kalman

�lter [11] that try to overcome this problem, assume parameterized distributions

of the belief. For example, the belief in the Kalman �lter is represented by a

multivariate Gaussian, hence by only two parameters: the mean vector µ and the

covariance matrix Σ.
The problem with parameterized distributions is that a speci�c distribution is

imposed on the belief. By using Gaussians for example, the belief is assumed to

be unimodal, having a single maximum. While this may apply in many cases, the

parametric assumptions are not well-suited for tracking objects in videos, since

the distributions are often not unimodal. Moreover parameterized posteriors can

neither adapt to changes in the distribution nor can they cope with phases of

uncertainty. This section introduces the Particle Filter [8], a non-parameterized

algorithm where the belief is represented by a �nite set of samples or particles [24],

and which overcomes the di�culties of parameterized �lters but also entails some

limitations that have to be dealt with.

3.4.1 Filter Formulation

As already mentioned, the Particle �lter is a non-parametric implementation of

the Bayes �lter (see section 3.2). That means the posterior is not represented

by a �xed set of parameters, like for example the mean and covariance. Instead,

the Particle �lter represents the belief by a �nite set of samples. Each sample

is assumed to be drawn from the true posterior distribution. Figure 3.3 shows

an example of samples drawn from a Gaussian distribution. It can be seen that

the density of the samples represents the probability of the random variable. The

denser the samples, the higher the probability. It is also observable that farther

away from the mean, lesser samples are placed. Obviously, the set of samples

will always just be an approximation of the true distribution; however, for very

large numbers of samples this approximation becomes more and more equivalent

to the original distribution. The representation of the belief by a set of samples

moreover still allows to obtain the statistics of the corresponding distribution, for

example the mean and covariance.

The basic task of the Particle �lter is to propagate an initial set of samples

over time according to the Bayes �lter, that is, to predict their new positions

in state space according to the temporal prior, and afterwards to correct these

predictions according to the measurement model at each time step t. Following
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Figure 3.3: 250 samples (green) drawn from a Gaussian with µ = 0 and σ = 1.
The spacial density of the samples corresponds to the probability of the random
variable x.

the notation of [24] we will denote the set of M samples at time t by

Xt := x
[1]
t , x

[2]
t , . . . , x

[M ]
t (3.19)

The resemblance among the designators of the samples and the state stems from

the fact that each sample indeed is a concrete instance of the state variable. If

we go back to the example where the state of a swimmer is only its position then

each sample represents a speci�c position and the whole set of samples represents

the distribution of the state.

The basic �lter algorithm is depicted in algorithm 2. Similar to the original

Bayes �lter it gets as input the belief at time t− 1, here represented by the set of

M samples Xt−1, the control action, and the measurement, and outputs the new

belief at time t, hence the set Xt. Line 3 corresponds to the prediction step where

each sample's position in state space is predicted according to the state transition

distribution p(xt|ut, xt−1). After sampling M times, the set hence corresponds to

bel(xt) of the original Bayes �lter.
Note that each sample is associated with a weight w

[m]
t what is known as the

importance factor. This weight represents the probability that the measurement

zt occurred conditioned on the sample x
[m]
t . The more likely a measurement

given the sample, the higher is the importance factor of the sample. Lines 7 to 10

correspond to the measurement update step. Here the set of weighted samples X t
is transformed to another set of samples, where each sample is drawn according to



34 CHAPTER 3. BASICS

Input: Xt−1, ut, zt
Output: Xt
Xt = Xt = ∅1

for m = 1 to M do2

sample x
[m]
t ∼ p(xt|ut, x[m]

t−1)3

w
[m]
t = p(zt|x[m]

t )4

Xt = Xt + 〈x[m]
t , w

[m]
t 〉5

end6

for m = 1 to M do7

draw i with probability ∝ w[i]
t8

add x
[i]
t to Xt9

end10

return Xt11

Algorithm 2: The general Particle �lter algorithm

its weight. As a result, samples with a higher weight, hence samples that are more

likely to have generated the measurement zt, are drawn with a higher probability

and the measurement is incorporated this way. It also means that samples with

nearly zero weight will not be drawn, since it is drawn with replacement, and that

there may exist duplicate particles. This step is known as importance sampling

and resampling. The set of samples before resampling is distributed according

to bel(xt), whereas afterwards it is distributed according to the desired bel(xt),
because the samples are forced to the correct posterior using the measurement.

3.4.2 Sampling from Densities

The generic Particle �lter algorithm predicts for each sample its new position in

state space by sampling from the motion model p(xt|ut, xt−1) (see algorithm 2).

This section will brie�y explain how samples are drawn from such a conditional

density.

The advantage of sampling from a density is that the density does not have

to be computed. In other words, in order to sample from a density, it su�ces to

know the probability of sample xt under this density, instead of the whole density.

To be able to generate a random sample, �rst the motion model or dynamic

model has to de�ne how a state xt depends on the state xt−1 given the control ut.

Let us just assume that this relationship is already de�ned as the state transition

function ft : Rn × Rm → Rn where n is the dimension of the state vector and

m is the dimension of the control variable. Later chapters will show how such a
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function is de�ned. This function thus states that

xt = ft(xt−1, ut) (3.20)

In order to draw a random sample from this model, we simply add a Gaussian

noise εt with zero mean and a variance that is de�ned by the current control:

xt = ft(xt−1, ut) + εt (3.21)

where εt ∼ N (0, σ2
ut), and the resulting xt is generated from the density p(xt|ut, xt−1).

Note that by using a Gaussian noise, we do not contradict ourselves with the pre-

vious statement that we do not wish to impose a certain distribution to our poste-

rior. That is, each sample is generated from a state transition function and added

Gaussian noise, however, this does not implicate that the samples themselves are

distributed according to a Gaussian.

3.4.3 Limitations

It was already hinted above that the Particle �lter entails some limitations. The

�rst results from the �niteness of the number of samples used. Obviously, using

in�nitely many samples, one would assume that the distribution represented by

the set of samples would equal the true distribution. However, because the num-

ber is limited by memory or processing power there will always be a di�erence

between the distribution estimated by the samples and the true distribution. This

variance is called sampling variance and �gure 3.4 shows an example of a distri-

bution approximated by 50 samples (�gure 3.4a) and one by 500 samples (�gure

3.4b. Clearly, when compared, the 50 samples are only poorly approximating the

true Gaussian. One thus has to trade the required memory or processing power

o� against the error committed by the samples.

Another limitation arises through resampling. Although it presents a decent

technique to incorporate the measurement into the �lter algorithm, it can also

amplify the sampling variance. By repeatedly resampling the extreme case could

occur where with probability 1 all samples at the same position in state space

would exist. This can be overcome by limiting the frequency of resampling or

by incorporating di�erent resampling techniques like low variance sampling. The

idea behind this is that the selection of the samples follows a sequential stochastic

process. That is, instead of choosing M random numbers, only one random

number in the interval [0;M−1] is generated that serves as the o�set. Then

subsequently M−1 is added M times to obtain the index i that speci�es which

sample x
[i]
t to use. The pseudo code for a low variance sampling implementation is

shown in algorithm 3, and �gure 3.5 clari�es how samples are selected according

to their associated weight.
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(a) (b)

Figure 3.4: Illustration of sampling variance. Figure (a) shows 50 samples drawn
from a Gaussian whereas �gure (b) shows 500 samples drawn from the same
Gaussian.

Input: Xt,Wt

Output: Xt
Xt = ∅1

r = rand(0;M−1)2

c = w
[1]
t3

i = 14

for m = 1 to M do5

U = r + (m− 1) ·M−1
6

while U > c do7

i = i+ 18

c = c+ w
[i]
t9

end10

add x
[i]
t to Xt11

end12

return Xt13

Algorithm 3: Low variance sampling algorithm. A single random number
is used to sample M times from the particle set X with associated weights
W

w
t
[1] w

t
[2]

.  .  .

r r+M-1 r+2M-1

Figure 3.5: An example of the selected samples using low variance sampling.



Chapter 4

Motion Model

As discussed in the previous chapter, the particle �lter algorithm is composed of

two steps. First, the position in state space for each sample x
[m]
t is computed given

its predecessor sample x
[m]
t−1 and the control ut according to the dynamic model,

and second, the weight of each particle is updated according to the appearance

model.

While later chapters deal with the appearance model and the �nal sampling

framework, this chapter will discuss the dynamic model or motion model, and

thus the prediction step of the algorithm. For that purpose we will �rst give

a brief overview of the complete dynamic model where all necessary parameters

are introduced, and the reminder of the chapter will then explain each of these

parameters in detail.

4.1 Model Overview

It is our goal to model the motion of a swimmer, in other words we want to �nd

a state transition function and a noise vector that, given the previous state of

the swimmer computes the future state. From physics it is known that motion,

which can also be regarded as a change in position of the joints over time, is

only in�uenced through a single force: the acceleration. That is, the acceleration

at a joint in the interval [t, t + ∆t] directly in�uences its velocity, which in turn

in�uences the displacement of the joint over this time interval. Consequently,

knowing the velocity and position of a joint at time t, the velocity and position at

time t+ ∆t can be computed through the acceleration in the interval [t, t+ ∆t].
These simple kinematic properties, which will be derived in the next section, al-

low us to easily de�ne a state transition function that computes the future state

37
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xt given the previous state xt−1, which is solely governed by kinematic properties.

Unlike other approaches we do not try to approximate the state transition

function by a parameterized function and learn the optimal parameters by means

of the training data. Instead, our state transition function is built upon standard

kinematics and the training data will in�uence this function only through a single

parameter: the acceleration. The training data were already introduced in section

2.7. They consist of sample cycles of the swimming motion, where each cycle was

normalized to the same length, hence the same number of frames. These training

data can be thought of a reference cycle of the respective swimming motion. The

accelerations of the joints of these cycles will, according to kinematics, completely

de�ne the underlying swimming motion, and can thus be incorporated into the

state transition function.

Figure 4.1 depicts an overview of the �nal motion model in form of a depen-

dency graph that will be derived throughout this chapter.

Training Data

State Transition

Figure 4.1: The overview of the motion model showing the dependencies of the
parameters

We will begin the discussion of the motion model by de�ning the state vector

that will contain all necessary information about the swimmer and its environ-

ment. Figure 4.2 depicts this vector.

The state vector is basically composed of three groups of parameters, high-

lighted in di�erent colors for convenience. The �rst group, colored yellow, denotes

the con�guration parameters. That is, they yield information about the stick �g-
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Figure 4.2: The complete state vector with highlighted groups of parameters.

ure model representing the pose of the swimmer and the swimming motion itself.

The green colored group represents temporal parameters. They contain informa-

tion about the velocity and the progress within the swimming cycle of a swimmer.

The last group, consisting of only one parameter is the red colored position, stat-

ing where exactly the swimmer is positioned within the video.

The following sections will �rst introduce the necessary kinematic properties,

and afterwards explain each group of parameters in detail, concluding with the

complete motion model and the �nal state transition function.

4.2 Kinematic Properties

In order to understand how the motion model is de�ned, it is necessary to brie�y

explain the needed kinematic properties that state the relationship between po-

sition, velocity and acceleration.

First, we note that the acceleration is the derivative of the velocity with respect

to time

a(t) = at =
dv

dt
=
∂v(t)
∂t

(4.1)

Thus, the integral of a certain interval [T1, T2] over the acceleration results in a

change in velocity between T1 and T2:∫ T2

T1

atdt = vT2 − vT1 (4.2)

The velocity again is the derivative of the position with respect to time

v(t) = vt =
dp

dt
=
∂p(t)
∂t

(4.3)

which again means that the integral of the interval [T1, T2] of the velocity gives

us the displacement, hence the di�erence in position∫ T2

T1

vtdt = pT2 − pT1 (4.4)

This is all information we need in order to derive the formulas that state the

relationship between the three quantities.
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When we assume a constant acceleration in the interval [0, T ] then we know

that ∫ T

0
atdt = vT − v0

att|T0 = vT − v0

atT = vT − v0

vT = v0 + atT (4.5)

We have thus established a direct relation between the velocity and the accelera-

tion in a certain interval. Furthermore∫ T

0
vtdt = pT − p0∫ T

0
(v0 + att)dt = pT − p0

(v0t+
1
2
att

2)|T0 = pT − p0

pT = p0 + v0T +
1
2
atT

2 (4.6)

which states the relationship between position, velocity and acceleration that is

needed in the following sections to derive the motion model. Note that often a

more general form of this equation is used

pt+∆t = pt + vt∆t+
1
2
at(∆t)2 (4.7)

where ∆t is the width of the interval.

Another important property utilized by the motion model is the dependency

between the acceleration of a moving object and the time needed to cover a cer-

tain distance. We will de�ne this relationship in the following:

Assume that the original velocity and acceleration to cover a certain distance

in the interval [t, t + ∆t] is given by vt and at respectively. Assume further

that the object now moves k times slower, that is, v′t = 1
kvt. This means it

takes the object k intervals to cover the same distance, and in each interval, the

corresponding velocity is only 1
k times the original one, and the acceleration is

constant in [t, t+ k∆t], a′t = const. The following equation thus has to hold:

v′t+k∆t =
1
k
vt+∆t (4.8)
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Furthermore we know that v′t+k∆t = v′t+a′t(k∆t). The proof is found in appendix

A. Then

v′t + a′t(k∆t) =
1
k
vt +

1
k
at∆t (4.9)

v′t + a′t(k∆t) = v′t +
1
k2
atk∆t (4.10)

a′t =
1
k2
at (4.11)

For k intervals, the new acceleration is thus de�ned by a′t = 1
k2at.

4.3 Position Parameter

The �rst parameter of the state vector we talk about is coevally the last component

of it, the position p at time t. Clearly, in order to detect and predict the pose of a

swimmer in a video frame we need to know its location within the frame at �rst.

Once estimated, the position will allow us to describe the joint locations relative

to it, in other words, we can estimate them independently from the absolute

position.

Section 2.1 already introduced the joint hierarchy of the stick �gure model,

stating that the angles of all joints are computed relative to the parent joint, and

that the whole hierarchy is built upon a root joint. The estimation of the position

of the swimmer thus simply involves �nding the position of this root joint within

the frame, and since the angles of all other joints can be described relative to the

root, their absolute positions can also be computed easily.

Note that the position of the swimmer is not part of the overview depicted in

�gure 4.1 because although being of great importance for the �nal particle �lter

framework, the estimation of the position is beyond the focus of this work. In

the following we will thus assume that the position of the swimmer is known, and

will drop it from equations whenever the state vector is used.

4.4 Temporal Parameters

The parameter ct describes the progress of the swimmer within the cycle with

respect to the length of the reference cycle at time t. If we for example assume

a reference cycle length of l = 100 then ct = 0, 1/100, 2/100, . . . , 99/100 de�nes

these positions. Obviously, if we want to use the accelerations of the training data

to compute the future pose of a swimmer, we have to know where the swimmer is

with respect to the reference cycle, that is, where to extract the necessary training

data accelerations.

Unfortunately, although the training data completely describe the swimming

motion, they only provide accelerations for the reference velocity denoted by vref .
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The reference velocity states how fast the reference swimmer moves through a cy-

cle, and is thus de�ned by vref = 1/l, with l being the length of the cycle. Clearly,

if a swimmer moves with a di�erent velocity, the accelerations at the joints will

di�er, leading to a di�erent state. Thus, the velocity of the swimmer itself at

time t has to be part of the state vector, and will be denoted by vt, and the state

transition function needs to be de�ned upon the ratio between vt and vref .

Luckily the kinematic properties derived in section 4.2 already specify how

the acceleration of a moving object depends on the time needed to execute this

motion. Applied to our model this means that knowing the velocity of the stroke

cycle of the swimmer vt at time t and also the reference velocity vref allows us to

de�ne the ratio k = vref/vt which implicitly states the di�erence in time needed

to complete a cycle. This ratio can then be utilized according to the kinematic

properties to determine the factor for the acceleration of the single joints, and

this factor is given by 1/k2.

The state transition function of the temporal parameters also follows simple

kinematics and is de�ned by:

vt = vt−1 + at−1∆t

ct = ct−1 + vt−1∆t+
1
2
at−1(∆t)2 (4.12)

Here at is called the temporal acceleration describing the acceleration of the swim-

mer, which must not be confused with the accelerations of the swimmer's joints.

The temporal acceleration simply states whether the swimmer accelerates or de-

celerates. Since swimming is a steady motion the temporal acceleration will not

change drastically within the period of a single frame, and that is why it will be

modeled as Gaussian noise with zero mean and variance σ2
at :

at ∼ N (0, σ2
at) (4.13)

With the temporal parameters de�ned, we know where to extract the accel-

erations of the training data from (by means of ct), and also how to alter this

acceleration with respect to the reference velocity (by means of vt).

4.5 Con�guration Parameters

In section 2.1 we already de�ned the stick �gure model used to represent a swim-

mer that describes the position of each of the thirteen joints j ∈ [0, ..., 12] at
time t by two angles φjt and θjt , which are computed with respect to the posi-

tion of each of the joint's parent. Furthermore, in order to model the motion of
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these joints based on the kinematics introduced earlier, we additionally require

the angular velocity of each joint to be part of the state vector, and because each

joint can rotate around two angles with di�erent velocities, each joint's angle in

the state vector has a corresponding angular velocity. vjφ,t thus represents the an-

gular velocity of joint j around the angle φ whereas vjθ,t corresponds to the angle θ.

It is not surprising anymore that the state transition function for con�guration

parameters can again easily be derived from the kinematics above:

φt =φt−1 + vφ,t−1∆t+
1
2
aφ,ct−1(∆t)2

vφ,t =vφ,t−1 + aφ,ct−1∆t (4.14)

Note that without a loss of generality this equation only states the state transition

function for a single joint and only angle φ, however, it should be easy to see that

this function will be identical for each joint and angle.

aφ,ct is the angular acceleration of the joint at time t around angle φ, and

the index ct indicates where this acceleration is extracted from the training data.

This acceleration will be the only parameter in the �nal model directly in�uencing

the state transition function, and also the only means by which the training data

guide the motion model.

4.6 Complete Motion Model

Having de�ned all necessary parameters we will now derive the �nal motion model.

That is, we will �rst introduce the complete state transition function of the state

vector, and then explain in detail how the noise vector required for sampling from

this function is de�ned.

When introducing the Bayes �lter in section 3 we already mentioned the con-

trol variable ut that, in a very general sense, speci�es an action that in�uences the

future state in a certain way. Equation (4.12) already suggests that the position

ct of a swimmer within the reference cycle depends on the temporal acceleration

at. Moreover, equation (4.14) also shows that the angles of each joint j depend

on the angular acceleration ajγ,ct , γ ∈ {φ, θ}. Hence, the only quantity directly

in�uencing the change in temporal and con�guration parameters, and therefore

the future state, is the acceleration. It is therefore appropriate to let the control

action ut be represented by the acceleration because di�erent accelerations at time

t − 1 yield di�erent states at time t, which is thus compliant with the de�nition

of the control variable.
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The transition functions of the temporal and con�guration parameters can be

combined and rewritten in matrix and vector form:
φt
vφ,t
ct
vt

 =


1 ∆t 0 0
0 1 0 0
0 0 1 ∆t
0 0 0 1



φt−1

vφ,t−1

ct−1

vt−1

+ ut−1 + εt−1 (4.15)

where

ut =


1
2aφ,ct(∆t)

2

aφ,ct∆t
1
2at(∆t)

2

at∆t


is the control variable which contains the accelerations that govern the motion

model and εt is a Gaussian noise vector that is required to sample from this func-

tion (see section 3.4.2 for details). Again for the sake of simplicity we de�ned the

function for only one joint and one angle φ, and we will stick to that simpli�cation

for the rest of the chapter. Each equation, however, can easily be extended so

that it is applicable whenever the complete state vector is used.

We have seen in section 3.4.2 that sampling from a state transition function

f involves computing xt = ft(xt, ut) and adding a noise vector εt. Thus, when

sampling from the state transition function one has to de�ne the noise vector εt
properly. That is, if a Gaussian noise is assumed, at least the covariance matrix

has to be speci�ed (if a Gaussian with a mean di�erent from zero is used, the

mean has to be speci�ed as well). This is mostly done empirically, meaning

that di�erent values are evaluated and the ones leading to the best results are

used. However, by incorporating training data into the state transition function

we already assume that the variance in these accelerations is enough to sample

properly. This will enable us to de�ne a single random noise vector with mean

µct and covariance matrix Σct determined solely through the training data.

Since we assume that the angular acceleration aφ,ct is probabilistically in-

dependent from the temporal acceleration at, the noise vectors can be derived

separately and later be combined to form the �nal one.

Angular Noise Vector Starting with the angular accelerations taken from the

training data, we impose the assumption that the accelerations of the joints at

position ct of the cycle to be a random variable drawn from a Gaussian:

aφ,ct ∼ N (µaφ,ct ,Σaφ,ct
) (4.16)

So the mean is simply the mean of all the accelerations in our training data at

position ct, and the covariance is given by the variation within these accelerations.
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Furthermore, from Gaussian properties (see section 3.1.3) it is known that if a

random variable X is normally distributed, X ∼ N (µ,Σ), and another random

variable Y is a linear combination of X, Y = CX + b, then Y is also normally

distributed with mean Cµ+b and covariance CΣCT , hence Y ∼ N (Cµ+b, CΣCT )
[25]. Clearly, the angular accelerations can also be written as a linear combination

of Gaussians: (
1
2aφ,ct(∆t)

2

aφ,ct∆t

)
= Kaφ,ct

where obviouslyK =

(
1
2(∆t)2

∆t

)
. According to the Gaussian properties (now aφ,ct

represents X and
[

1
2aφ,ct(∆t)

2, aφ,ct∆t
]T

resembles Y ) the mean and covariance

are de�ned, leading to the following noise vector for the angular acceleration

εaφ,ct ∼ N (Kµaφ,ct ,KΣaφ,ct
KT ) (4.17)

Note that we still use the simpli�cation where only a single acceleration aφ,ct
is considered. Here the covariance Σaφ,ct

is obviously only a one�dimensional

variance. However, when considering all joints and all angles, the acceleration at

ct is indeed a random vector (containing all accelerations at ct), and the covariance

matrix is computed over the whole training data. This is why the notation for

the covariance matrix was chosen instead of the variance.

Temporal Noise Vector The mean and variance of the temporal noise vector (over

the acceleration at) obviously cannot be extracted from training data as well, since

the data is normalized with respect to the reference cycle length and consequently

with respect to speed as well, meaning we have a constant temporal acceleration

throughout the training data. Nevertheless, when introducing the temporal ac-

celeration in section 4.4, it was already said that it is modeled as Gaussian noise

with zero mean and a certain covariance. The temporal acceleration is thus also

a normal variable at ∼ N (0, σ2
at) and the temporal noise vector can be de�ned

by incorporating the Gaussian properties in the same fashion as we did for the

angular noise vector, leading to

εat ∼ N (0, Lσ2
atL

T ) (4.18)

where L =

(
1
2(∆t)2

∆t

)
.

With both means and covariances of the angular and temporal noise vectors

de�ned, the �nal state transition function f(xt−1, ut) we will sample from can be

stated by combining the mean vectors and covariance matrices in the right way:
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φt
vφ,t
ct
vt

 =


1 ∆t 0 0
0 1 0 0
0 0 1 ∆t
0 0 0 1



φt−1

vφ,t−1

ct−1

vt−1

+ εt−1 (4.19)

where εt ∼ N (µct ,Σct) and

µct =

(
Kµaφ,ct

0

)
,Σct =

(
KΣaφ,ct

KT 0
0 Lσ2

atL
T

)
(4.20)

which follows directly from (4.17), (4.18), and the fact that covariances of inde-

pendent random variables can be combined into one covariance matrix. Note that

the zeroes in this equation do not necessarily represent a single matrix entry but

rather indicate that all entries not covered by the angular and temporal covariance

and mean matrices are set to zero.

4.7 Summary

Having explained all parameters of the motion model and the �nal state transi-

tion function used to sample future poses from, we will step by step recapitulate

the whole idea of modeling motion by means of the dependency graph depicted

in �gure 4.1.

The prediction of a new pose of a swimmer always starts with the previous

state of that swimmer xt−1 at time t − 1. This state contains the progress ct−1

of the swimmer with respect to the reference cycle, the velocity of the swimmer

vt−1 and the con�guration parameters.

The training data feature joint accelerations for every frame of the reference

cycle, and the progress ct−1 speci�es where to extract these accelerations with

respect to the length of the reference cycle. The training data and the progress

thus in�uence the accelerations ajφ,ct−1
, ajθ,ct−1

at each joint j. This is depicted

in �gure 4.3a. The accelerations constitute to the control variable ut, however,

their in�uence additionally depends on the velocity of the swimmer. That is, if

the swimmer moves with a di�erent velocity than the reference velocity vref the

accelerations have to be altered according to the ratio k = vref/vt−1, which can

be seen in �gure 4.3b.

Finally, both, the previous state xt−1 and the control ut govern the state

transition function where the random noise vector is controlled by ut. The state

transition function thus calculates the new state xt, depending on the previous

state xt−1 and the control variable ut, which is shown by �gure 4.3c.
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(a) (b)

State Transition

(c)

Figure 4.3: Step�by�step recapitulation of how the model is in�uenced by its
parameters.

4.8 Computation of Derivatives

We have seen that the training data are used to model the motion of a swimmer

by means of the angular accelerations of joints. Since the data themselves only

contain the angles of the joints with respect to the parent joint, these acceler-

ations have to be computed from the angles �rst, in order to be used. This is

done by di�erentiating each angle twice with respect to time. In other words,

we know for each angle its value (which kinematically speaking corresponds to

the position), and how this value changes over time, and can thus di�erentiate

twice. Obviously, the computed derivative can only be an approximation to the

true derivative, because we know the values only at discrete time instances, but

we will defer the discussion about the quality of the approximation until section

7.1, and just explain brie�y how the derivative can be approximated.

Taking the derivative of the angles is fairly easy if we consider how the training

data are constructed. We know that one pose vector per row corresponds to the

time instance, and each component of this vector is a di�erent angle. One can

thus imagine a discrete grid of values which corresponds to the representation of

digital images. Hereby it is possible to use derivative �lters known from image

processing in only one direction of this grid by convolving the training data with

a suitable �lter kernel.

Examples of common �rst order derivative �lter kernels are [10]:

D1x = [1 −1] (4.21)

D2x = 1/2[1 0 −1] (4.22)

They stem from the known approximations to the derivatives of a function f
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where values are only known at discrete locations [10]:

∂f(x)
∂x

≈ f(x+ ∆x/2)− f(x−∆x/2)
∆x

≈ f(x+ ∆x)− f(x−∆x)
2∆x

(4.23)

It has been shown [10] however, that these �lters are only poor approximations

to the true derivative, and it is suggested that �lters optimized with Taylor series

methods lead to more accurate results. Table 4.1 shows examples of such �lters.

r Mask

2 1/12[−1 8 0 −8 1]
3 1/60[1 −9 45 0 −45 9 −1]
4 1/840[−3 32 −168 673 0 −672 168 −32 3]

Table 4.1: First order derivative �lters optimized with the Taylor series method.

Applying a �rst order derivative �lter twice is the same as applying a second

order derivative �lter once, which in case of the simple �rst order kernel of equation

4.21 results in

D2 = D2
1 = D1D1 (4.24)

which can also be written as

[1 −1] ∗ [1 −1] = [1 −2 1] (4.25)

In this work only �rst order �lters are considered and evaluated but for the

sake of completeness, table 4.2 introduces some good second order �lter kernels

that were optimized with a weighted least-squares method [10] and lead a good

approximation to the true derivative.

r Mask Coe�cients

1 −2.20914 1.10457
2 −2.71081 1.48229 −0.126882
3 −2.92373 1.65895 −0.224751 0.0276655

Table 4.2: Second order derivative �lter coe�cients that were optimized with a
weighted least-squares optimization method. All masks are symmetric thus only
r + 1 coe�cients are depicted.

The single application of a second order derivative �lter or the repeated ap-

plication of a �rst order �lter in the direction that corresponds to time in the

training data gives us thus the angular accelerations we are interested in.



Chapter 5

Appearance Model

Although the focus of this work lies on the motion model described in the previous

chapter, a simple appearance model (that corresponds to the update step of the

Bayes �lter) is introduced so that qualitative conclusions on the benignity of the

overall framework can be drawn. The next section will give a brief overview of

how the appearance of a swimmer is modeled and subsequent sections will explain

the speci�cs in detail.

5.1 Overview

The appearance model will update the prediction of the motion model with the

most recent measurement. That is, the weight of each sample x
[m]
t will be com-

puted, and in the resampling step, samples are drawn proportionally to their

respective weights. In the following, when we say updating or correcting the pose,

we refer to the update step in the general Bayes �lter, which in the particle �lter

framework corresponds to the computation of the weights and the resampling.

The measurement will always be an image of the swimmer, and the aim of

the appearance model is to correct the predicted pose of the swimmer according

to this image. Again, we will start the discussion of the appearance model by

stating the basic idea behind it.

We are obviously interested in the quantity p(zt|xt), thus the probability of

seeing measurement zt when the state is xt. Speaking in terms of modeling the

motion of a swimmer, this quantity states how likely it is that the predicted three�

dimensional pose of a swimmer, projected into the image, leads to the image seen.

We are only interested in updating the predicted angles of the state vector and

the progress within the cycle, which is obvious since the angular velocities cannot
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be measured using a single image, and the same goes for the temporal velocity.

Moreover it should be noted beforehand that we will update the joint angles only

with images showing the side of the swimmer, that is, only the angle θ will be

corrected since the extent of angle φ cannot be captured by a single image as

well. The measurement probability can hence be expressed more conveniently as

p(zt|Θt) where Θt = {θ0
t , θ

1
t , . . . , θ

12
t } are the respective angles of the swimmer's

joints.

This probability will be modeled by the likelihood of observing edge �lter

responses conditioned on the predicted angles and positions of the joints, given

the projection of the three�dimensional pose into the image. We will express this

likelihood by p(fe|Θt) where fe indicates the edge �lter responses of regions around
the limbs rather than the complete image. Clearly, one expects this probability to

be high when edge response distributions generated from the currently predicted

pose are similar to known distributions of this pose.

The appearance model can basically be separated into two steps, training the

model and applying the model. The model is trained solely from labeled training

videos, where the distributions over generic edge �lter responses are learned for

each limb. The learned distributions give an idea of how di�erent angles are

depicted in an image. When applying the model, these distributions are then used

to infer the likelihood of seeing the edge responses generated from the predicted

joint angles in the current image. Figure 5.1 depicts the basic idea behind the

appearance model for a single joint, and the subsequent sections will explain in

detail how the model is trained and applied.

5.2 Training the Appearance Model

For each joint j the distributions over edge �lter responses fe are learned from

training data. They represent the appearance of the corresponding limb in the

training data when projected into the image and featuring a certain angle. The

distributions thus specify the likelihood of seeing the edge responses under this

angle, p(fe|j, θj), which means they are conditioned on the limb direction, that

is, the angle between the projected joint and its parent. Each distribution will be

represented by a separate normalized histogram for each angle. However, since

our angles are continuous, a condition on each angle is impossible, so they have

to be quantized into a discrete number of bins, specifying the overall number of

edge response histograms per joint.

The training videos already provide the joint locations and limb directions,

and the histograms describing the appearance of the joints in the frames can eas-

ily be computed from them. The following explains the process of learning the

distributions for a single joint j.
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Figure 5.1: The overview of the appearance model that shows the training and
the application of the model.

For every frame in the training videos, the locations of the joint and its parent

are extracted, providing the direction of the limb θ. Furthermore, the bin θ̂ in

which this angle falls, if the number of bins is denoted by anglebins, is given by

θ̂ = b(θ + π) · (anglebins− 1)
2π

c (5.1)

This is due to the fact that θ ∈ [−π, π] and the range of possible angles is 2π.
Note that θ̂ is a zero�based discrete index and the right hand side of the equation

has to be rounded to the correct index.
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Figure 5.2: An example of how limb regions are extracted, here in case of the
thigh. The positions of both corresponding joints are extracted and angle θ is
computed from them. Afterwards the frame is rotated around −θ and a suitable
region around the rotated limb selected.

Being interested in the appearance of this limb in the image, we specify a region

around that limb over which the edge response distribution will be computed.

Before this is done, however, the extracted region is rotated about −θ so that

the limb faces a vertical direction. This is necessary since edges in an image tend

to strongly depend on the direction of the objects in the image, so in order to

compare the histograms later, we require all edges to be computed in the same

way. Figure 5.2 depicts the steps so far.

After the rotation the edge responses of the region can be computed and the

corresponding histogram be updated. There are several ways to compute edge

responses in images and their corresponding histograms, for example one could

either compute a histogram over the edge directions or over the edge intensities,

and use di�erent �lters to obtain the edges themselves. However, this section will

rather state the general approach of learning the appearance of joints than discuss

the possible techniques for computing edge responses and histograms. Di�erent

edge response �lters and their in�uence on the appearance model will be discussed

later in section 7.2.

After the training, each of the normalized histograms represents the condi-

tional probability p(fe|j, θ̂), of edge responses fe conditioned on limb j and all

limb directions θj that are quantized into bin θ̂.

5.3 Applying the Model

The motion model provides the predicted future state of the swimmer xt at time t,

and especially the angles of signi�cance for the appearance model after projecting

the pose onto the image, Θt. The appearance model should then correct these

predictions according to the learned edge response distributions. It should thus

provide the probability p(fe|Θt) representing the likelihood of the edge responses

generated from the predicted Θt.
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We will assume the appearances of each joint j to be conditionally independent

which allows us to write this probability as the product of the likelihoods of each

joint:

p(fe|Θt) = η
12∏
j=0

p(fe|j, θj) (5.2)

The following will describe how the likelihood of the edge responses is computed,

again for a single joint.

In order to determine the likelihood of the edge responses fe generated from

the joint's predicted angle θ, �rst, these edge responses have to be computed. This

is done similarly to training the model. At �rst the predicted pose is projected

onto the image, where then a region around the limb is extracted. This region

now obviously shows the appearance of the limb at the predicted location. Again,

this region is rotated about −θ and a normalized histogram over the occurring

edge responses computed. In order to determine how likely this appearance, and

hence edge responses is, we employ the learned distribution for that joint and

angle, which is easily identi�ed by quantizing the predicted angle θ into the angle

bin θ̂.

Up until now we know two distributions. The edge response distribution of the

limb obtained from training videos, and the distribution at the currently predicted

location. Simply comparing these two histograms would result in a scalar value

stating the di�erence of the two distributions. We, however, are interested in the

probability that we see the computed distribution at the current location. Since

we expect this probability to be highest when both distributions are identical,

we simply use a multivariate Gaussian to obtain the probability. Treating both

histograms as multidimensional vectors, the mean of this Gaussian is the vector

representing the trained distribution. The farther away the actual distribution is

from this mean, the lower the assigned probability.

Having computed the likelihood for each joint j, the overall probability of

seeing the edge responses given the predicted angles Θt can be computed accord-

ing to equation (5.2) by simply multiplying the likelihoods, which concludes the

update step of the Bayes �lter.

5.4 Summary

Similar to the last chapter we will step�by�step recapitulate how the appearance

of a swimmer is modeled in our framework.
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Before the appearance model can be used it has to be trained from training

videos. For each limb the angle θ is extracted at every frame of the videos. The

angle is quantized into the correct bin θ̂ and the corresponding edge response

histogram is updated using the computed region around that limb. This step is

shown in �gure 5.3a.

Training Data

Edge Response Likelihoods

. . .

(a)

Predicted Response

(b)

Edge Response Likelihoods

. . .

Predicted Response Trained Response

(c)

Figure 5.3: Step�by�step recapitulation of the appearance model. Shows how the
appearances of limbs are learned in form of edge response distributions, and how
the learned distributions are utilized to obtain the desired likelihood.

After learning the edge response distributions we know what edges to expect

for each limb under a certain direction and the model can be applied, that is, it

can be used to update the predicted angles based on the likelihoods.

For each limb, the motion model provides the predicted angle θ that arises

from projecting the whole limb onto the image. According to this angle the edge

response distribution at the predicted location can be computed similar to the

computation of the learned distributions, which is depicted in �gure 5.3b. Finally

the predicted edge response distribution is compared to the learned distribution

that corresponds to angle θ, and assigned a probability according to a Gaussian.

This �nal step can be seen in �gure 5.3c showing that the output is the desired

likelihood p(fe|j, θj) for seeing the edge responses of limb j in the current image.



Chapter 6

Final Sampling Framework

This chapter will explain how the motion model and the appearance model are

combined to form the �nal sampling framework that implements the particle �lter

algorithm that computes the posterior distribution over the state of a swimmer

in every frame.

Remember that the particle �lter algorithm approximates the posterior dis-

tribution over the state by a set of M samples

Xt := x
[1]
t , x

[2]
t , . . . , x

[M ]
t (6.1)

where each sample i has a corresponding weight w
[i]
t .

Based on the initial state X0, which is assumed given, for every frame the

framework propagates and updates each sample so that the resulting set is ap-

proximately distributed as bel(xt).

6.1 Prediction

The prediction step corresponds to sampling from the motion model of chapter

4. This means each sample is passed through the state transition function (4.19)

developed in section 4.6:

xt
[i] = f(x[i]

t−1, ut) (6.2)

The resulting set of samples

Xt := xt
[1], xt

[2], . . . , xt
[M ] (6.3)

is then distributed according to bel(xt).
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6.2 Update

In order to update the state of each sample according to the most recent measure-

ment, �rst the weight of each sample is computed from the appearance model of

chapter 5 and a new set of samples is selected according to the respective weights.

The appearance model provides the probability p(zt|xt[i]) and the normalized

weight of each sample is computed as

w
[i]
t =

p(zt|xt[i])∑M
i=1 p(zt|xt[i])

(6.4)

In order to generate the �nal set of samples Xt, we resample M times so that for

any sample i, Pr{x[i]
t = xt

[i]} = w
[i]
t . Samples are thus drawn according to their

corresponding weights.

To overcome problems arising from resampling the low variance sampling al-

gorithm 3 is used to resample M times proportionally to the samples' weights.



Chapter 7

Evaluation

7.1 Comparing Derivative Filters

When discussing the computation of the accelerations of the training data in

section 4.8 it was brie�y mentioned that the computed derivative can only be

an approximation since the angles are only available at discrete instances. This

section will discuss the quality of the approximations of three di�erent �rst or-

der derivative �lters and suggest the ones suitable for computing the accelerations.

In order to compare the derivative �lters, the training data introduced in

section 2.7 are used where each �lter is applied to obtain the approximated velocity

vt and the approximated acceleration at at each time instance t of the training

data. These quantities are then used to approximate the angles (and thus the

position):

p̂t = pt−1 + vt−1∆t+
1
2
at−1(∆t)2 (7.1)

where ∆t = 1 and pt is the true angle at time t, which is also known from the

training data. For each angle and each time instance we have thus the true value

from training data and the approximated value from the derivatives, and can

de�ne the error committed by utilizing a certain derivative �lter:

E ≡ 1
2

∑
i

(pi − p̂i)2 (7.2)

This resembles simply the squared error between the target value and the approx-

imation over all angles and time instances i of the training data.
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Figure 7.1: Three derivative �lters and the committed errors on the training data.

The two simple derivative �lters D1x = [1 −1], D2x = 1/2[1 0 −1] and
one optimized with the Taylor series 1/12[−1 8 0 −8 1] are compared in

�gure 7.1, showing the committed errors of the corresponding �lter.

As assumed the most simple derivative kernel is a very poor approximation,

having the highest error over the training data. However, it is surprising that the

di�erence between the second kernel and the one optimized with the Taylor series

is so small that it is nearly negligible. This suggests that the choice between these

two kernels will not in�uence the resulting acceleration, meaning that both �lters

are suitable for the computation of the angular accelerations of the training data.

7.2 Edge Response Distributions

Chapter 5 dealt with the appearance model, showing how generic edge �lter re-

sponses are incorporated to model the appearance of a swimmer in videos. In this

section two di�erent edge �lters will be compared as well as two di�erent ways of

computing the corresponding histograms. It will be evaluated which technique is

most suitable for the given task, and on which technique the distributions of the

appearance model should be based.

The edge �lters we will compare are the well known sobel operator [22] which

uses �rst order derivatives to compute edges in images, and the oriented edge

channels [4]. For details on both �lters the reader is referred to the original

publications. Figure 7.2 shows examples of both edge �lter outputs for a given

source image.
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(a) (b) (c)

Figure 7.2: Examples of edge �lters applied to the source image (a). Figure
(b) shows computed edges using the sobel operator whereas �gure (c) shows the
computed oriented edge channels (for only a single direction).

In addition, we will compare intensity histograms against direction histograms.

Intensity histograms contain the relative frequency of edge intensities, meaning

they simply count how often a certain pixel intensity occurred in the edge image.

In the case of the sobel operator this intensity is given by the approximated

magnitude of the gradient:

|G| =
√

(Gx)2 + (Gy)2 ≈ |Gx|+ |Gy| (7.3)

where Gx and Gy denote the gradients in x�direction and y�direction respec-

tively. The output images of the oriented edge channel �lter already contain the

magnitudes.

Edge direction histograms quantize the edges into a �nite number of direction

bins and contain the frequency of edge pixels featuring a certain direction. The

direction of an edge is de�ned by the arcus tangent of the gradients when using

sobel:

α = tan−1(Gy/Gx) (7.4)

Oriented edge channels are already quantized into a �nite number of directions

meaning each channel speci�es the number of pixels featuring this direction.

7.2.1 Setup

The distributions over edge responses have to be similar for same poses and rather

di�erent for di�erent poses so that the update step will update the predicted angle

correctly. In other words, if we, for instance, take the upper arm of a swimmer

that comes straight out of the water, we want the resulting edge response distri-

bution to be akin to all other distributions originating from arms coming straight

out of the water but not to background regions or other poses of the upper arm.

The requirements for the distributions can thus be stated: �rst, they should be

able to generalize between the appearances of swimmers in di�erent videos, and

second, they should be speci�c enough to be di�erent from the background and

other poses.
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In order to evaluate which edge �lter and technique for computing histograms

results in distributions that ful�ll the �rst requirement, distributions over edge re-

sponses of the upper arm in two di�erent videos are computed using the respective

technique. The appearance of the upper arm in both videos di�ers considerably.

The videos were already introduced in section 2.7. The �rst video shows �ve swim-

ming cycles, and was recorded with one camera in a swimming canal, whereas the

second video features only one swimming cycle, recorded with two cameras at

an open air pool. Example frames can be found in the respective section. The

distributions are computed over all frames where the angle between the upper

arm and the shoulder lies between −180◦ and −170◦ (which corresponds to the

�rst bin when using 36 bins to quantize the angles). The resulting distributions

of both videos are then compared according to their similarities.

According to the second requirement the distributions should as well di�er

from distributions of other poses and the background. In order to evaluate ac-

cording to this, �rst edge response distributions over random regions in swimming

videos are computed, under the assumption that they represent the background.

Second, distributions of the upper arm are computed again, however, this time

over all frames where the angle lies within −160◦ and −150◦, hence, where the

arm features a di�erent pose. The distributions are then compared to the distri-

butions mentioned above in order to evaluate how discriminative the distributions

of the respective techniques are.

We presume that edge intensity histograms will not ful�ll the requirements,

because each limb is rotated to face a vertical direction before computing the

edges, and therefore the intensities will not change, and thus be the same for dif-

ferent limb directions. Nevertheless, the experiments are conducted for intensity

histograms to con�rm or deny our assumption.

7.2.2 Comparison

Edge Intensities

Figure 7.3 depicts the normalized edge intensity histograms of the upper arm of

the swimmer for 32, 128 and 256 intensity bins. While the top row shows the

distributions obtained using the sobel operator the bottom row shows distribu-

tions computed from oriented edge channels. The red curve in each histogram

represents the distribution for the video with �ve cycles whereas the green curve

corresponds to the video with only one cycle.

It has been said that the distributions of a limb have to be quite similar

in di�erent videos when having the same pose. This means that the red curve
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Figure 7.3: Distributions over edge intensities for di�erent edge �lters (upper and
bottom row) and di�erent intensity bins (from left to right). Each histogram
compares the intensity distribution of the upper arm computed from �ve cycles
(red) and from one cycle (green).

and the green curve in each diagram should only di�er slightly. Examining the

distributions computed using the sobel operator, we note that the curves in the

�rst diagram ful�ll this requirement best because both curves are pretty smooth

and are quite similar. The higher the number of intensity bins, the more di�erent

the curves, what mostly stems from the fact that the green curve gets very noisy.

The number of intensity bins does not seem to in�uence the distributions

obtained from oriented edge channels as signi�cantly. It can be seen that both

curves are nearly identical for all chosen numbers of bins. The �rst diagram from

the left resembles both, the best technique when using the sobel operator, and

the worst technique when using oriented edge channels, because the curves there

show the most similarities or diversities respectively. Also, one can see that even

the worst technique for oriented edge channels is able to generalize better between

the distributions than the best technique for the sobel operator.

One may also observe that the oriented edge channel distributions themselves

do not seem to be very characteristic. Distributions obtained from the sobel

operator cover a much wider range of values than the ones from oriented edge

channels. Here, the most frequent intensities reside all within the �rst ten per-

cent of all possible values. How this in�uences the ability of the distributions to

distinguish between foreground and background can be seen in �gure 7.4. Again,

edge intensity histograms were computed using the sobel operator (left image)

and oriented edge channels (right image). For the sobel operator 32 intensity bins

were used and for oriented edge channels 256 respectively.



62 CHAPTER 7. EVALUATION

(a) (b)

Figure 7.4: Comparison of distributions of the upper arm (red curves) and back-
ground regions (green curves). Figure (a) shows the distributions obtained from
sobel edge images and (b) the ones from oriented edge channels.

Remember that in order to distinguish between foreground and background,

we require the distributions to be di�erent from each other, meaning the red and

green curves in the diagrams should show few similarities. Clearly, when exam-

ining the distributions, they show the required dissimilarities. However, despite

being able to distinguish between foreground and background, �gure 7.5 shows

that both distributions fail to di�erentiate between di�erent poses of the upper

arm. The �gures depict the distributions of poses that at least di�er about 20◦.

Since they obviously are quite similar, an appearance model based on them would

not be able to keep apart for instance an arm with an angle of 180◦ from an arm

with an angle of 160◦, which however is a very considerable change in the pose of

the arm.

Although the representation of the appearance of a limb using intensity his-

tograms over edge responses is able to generalize among the possible appearances

of a limb in videos, it is not appropriate to base the appearance model on this

representation since it cannot distinguish a certain pose of a limb from di�erent

poses of the same limb, which is crucial for the appearance model to update the

poses properly.

This was the expected behavior of intensity histograms and con�rmed our

assumption. The number and strengths of edges do not vary under di�erent

directions of the corresponding limb. Yet, the directions of edges do vary and

the next section will evaluate whether or not edge direction histograms succeed

in ful�lling the proposed requirements.
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(a) (b)

Figure 7.5: Comparison of distributions for the upper arm for frames where the
angle between upper arm and shoulder was between −160◦ and −150◦ (red curves)
and between −180◦ and −170◦ (green curves). Again, �gure (a) shows the dis-
tributions obtained from sobel edge images and (b) the ones from oriented edge
channels.

Edge Direction

Similar to the previous section, this section will evaluate the quality of distribu-

tions based on direction histograms over edge responses. Therefore we conduct

the same experiments as before, but use the edge direction instead of the intensity.

The directions are quantized into eight direction bins.

Figure 7.6 shows the edge direction distributions computed from the two di�er-

ent videos. It can again be seen that the distributions obtained from the oriented

edge channels are more similar than the ones obtained from sobel edge images,

thus generalize better between di�erent appearances of the same limb under the

same angle.

Moreover, both histogram computation techniques are likewise able to distin-

guish between foreground and background region. This is depicted in �gure 7.7

where the original distributions of the upper arm are compared against random

distributions, and little similarities can be seen.

While, regardless of the used edge �lter, the distributions over edge intensities

failed to distinguish between di�erent poses of the same limb, distributions over

edge directions are able to do so, however, only when using oriented edge channels

as �gure 7.8 clearly shows. The distributions vary in a considerable amount that

should be su�cient to distinguish di�erent poses of the same limb.

Solely from the resulting distributions, one could thus presume that edge di-
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Figure 7.6: Distributions of edge directions for sobel (left) and oriented edge
channels (right). The histograms were computed using eight direction bins. Each
histogram compares the distribution of the upper arm computed from �ve cycles
(red) and from one cycle (green).

(a) (b)

Figure 7.7: Distributions over edge directions of the upper arm (red curves) and
background regions (green curves). Figure (a) depicts the distributions obtained
from sobel edge images and (b) the ones from oriented edge channels.

rection histograms computed from oriented edge channels would make a good

feature to base the appearance model on. However, while testing the framework

with these features it turned out that the appearance model completely failed to

update the poses predicted by the motion model. This is due to the fact that only

few regions under water show signi�cant edges that let one derive the direction

of the limb. Mostly, the high amount of noise then leads to unfeasible edge images.

That said, edge responses alone turned out to be a bad choice for the appear-

ance model, because images of swimmers � especially the parts under water � are

in general very noisy, and a good feature should clearly be able to distinguish the
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(a) (b)

Figure 7.8: Comparison of distributions over edge directions of the upper arm
for frames where the angle between upper arm and shoulder was between −160◦

and −150◦ (red curves) and between −180◦ and −170◦ (green curves). Again,
�gure (a) shows the distributions obtained from sobel edge images and (b) the
ones from oriented edge channels.

pose of a limb from other poses in and out of water. Adding di�erent features, like

motion cue and ridge cue, as done by [21], and combining them would possibly

be a far better approach to learn the appearance of the swimmer, however, much

work will have to be invested in the correct choice of features used. It is also yet

to be explored whether color or texture features like the popular SIFT [12] or self

similarity [19] would lead to better results, or whether completely new features

will have to be developed.

7.3 Framework Performance

As mentioned in the last section, it turned out that the introduced appearance

model is not able to decently update the angles predicted by the motion model be-

cause the used features are inappropriate for the task of tracking swimmers. Since

we are mostly interested in the performance of the developed motion model, and

because the appearance model plays a crucial role in the tracking framework, we

therefore choose to only evaluate the motion model combined with a di�erent

update step that is based on ground truth data rather than the introduced ap-

pearance model. That is, we will let the motion model predict the poses of a

swimmer for several frames where the true poses are known, and let the measure-

ment be simply a noisy observation of the true pose. This allows us to de�ne

an error measure and to evaluate experimentally the performance of the model

dependent on the number of samples used and the amount of measurement noise

added.
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7.3.1 Determining the Best Pose

The particle �lter framework returns for each frame a set of samples that approx-

imates the posterior distribution of the state. We will evaluate two approaches to

determine the pose to display out of this distribution of poses.

The �rst and most evident is to simply take the sample with the highest prob-

ability. This sample corresponds to what is known as the maximum a posteriori

(MAP) hypothesis [13], which in turn is the sample with the highest weight before

resampling in the particle �lter framework.

It has already been said that the probability of a state is higher the denser

the spacial density of these samples. The above approach is compared to an

additional approach to select the sample to display according to this property of

the resulting distribution. Here, we cluster the samples using k-means clustering.

The cluster with the most members should then correspond to a region with a

high spacial density of the samples, and the center of this is then considered the

pose with the highest probability and thus the pose to display.

7.3.2 Results

Even though the motion model is de�ned for three dimensions, the labeled videos

feature only two dimensions and only labels for one half of the body. The model

is thus adjusted so that only the angles between joints of one half of the body are

predicted, so that the already existing ground truth data can be utilized. Since

the estimation of the position of the root joint and the lengths of the limbs is not

covered in this work, we assume these information to be given as well.

The training data was built from 412 marked frames which corresponds to

six sample cycles of swimmers swimming backstrokes. Five cycles were obtained

from a female in the swimming canal, and one cycle from a female in an open

air pool, and all reference cycles are normalized to a length of l = 100. The test
set is built from 235 frames and contains four cycles of a male in the swimming

canal.

We will evaluate the performance of the motion model on the parts of the

training set that correspond to the �ve cycles of the swimming canal and also on

the test set. The model is initialized using the correct angles and approximately

correct velocities of the �rst frame of the respective video. We then let the model

predict 200 frames of the swimming motion and update each sample's weight ac-

cording to the distance of the predicted pose to the true pose. That is, a Gaussian

is laid over the predicted pose which assigns the true pose the appropriate mea-

surement probability. The amount of measurement noise introduced is controlled
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by the standard deviation of this Gaussian. The error the model commits is sim-

ply the least square error between the true angles and the estimated ones.

Figure 7.9 shows the committed error when applying the motion model to

parts of the training set. The diagrams show the number of samples used against

the error, for a varying standard deviation σ. While �gure 7.9a shows the error

when using the MAP hypothesis, �gure 7.9b depicts the error when determining

the predicted pose by utilizing the k�means algorithm. The number k of clusters

was chosen to be 1% of the number of samples.

(a) (b)

Figure 7.9: Performance of the motion model on a video already used for training.
Shows the number of samples used against the committed error for a varying
amount of measurement noise. Figure (a) shows the error for the MAP pose and
�gure (b) shows the one corresponding to the pose obtained using the k�means
clustering method with k chosen to be 1% of the number of samples.

We �rst notice that the k�means approach to select the �nal pose from the

distribution does not determine the best pose correctly since the error is perma-

nently higher than the one committed by the MAP approach. Moreover, one can

see a clear decrease in the error with an increasing number of samples when look-

ing at the left diagram, leading to a clear minimum for one million samples and a

standard deviation of σ = .5. This is the expected behavior of the particle �lter,

because the higher the number of particles, the more accurate the approximation

of the true distribution. A higher number of samples will lead to more samples

being in the vicinity of the correct pose and these samples will with a high prob-

ability be propagated into the next iteration, whereas less accurate samples are

bit by bit eliminated.

It can also be seen that for standard deviations smaller than σ = .5 the error

committed is a great amount higher than for bigger values. This stems from the

nature of the particle �lter itself. Remember that the predicted poses of each sam-

ple are not directly updated, as for example the Kalman �lter does, but only the

weight of each sample is adjusted according to the measurement update. When
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the standard deviation of this measurement is too small, nearly all samples will

receive a very small probability and thus a weight very close to zero. In order to

obtain a high probability the prediction of a sample would be required to deviate

from the correct pose about at most .0025 radians in each direction for each joint,

when we take for example σ = .05. This corresponds to approximately 0.14◦.
Clearly, a precision this high cannot be expected from the motion model. Thus,

with all weights being close to zero, the samples are also nearly distributed uni-

formly. The samples selected by the resampling process are consequently chosen

in a nearly random fashion, and it should be easy to imagine that the resulting

poses are far from the true ones. Therefore, a very small standard deviation cor-

responds to a very high measurement noise, which results in the error being a

multiple of the error for convenient deviations, or small measurement noise.

Note that although the video was already used to construct the training data,

the results are still meaningful for the model, because each cycle of the training

data is normalized to a length of 100 frames. The swimmer in the video, how-

ever, actually needs only 71 frames to complete the cycles. The small error thus

indicates that the model successfully adapted to the faster speed of the swim-

mer. This is illustrated in �gure 7.10, where two snapshots of the true pose (in

green) and the predicted pose (in red) are depicted. Figure 7.10a shows the third

predicted frame. One can see at the upper arm that just after the beginning,

the model fails to adapt to the higher speed of the swimmer so short after the

initialization, because the predicted pose is clearly behind the true one. This is

due to the fact that a single frame cannot initialize the velocities of the angles

properly, and we only initialized the �rst pose according to one frame. After 40

frames, however, as shown in �gure 7.10b, the model is successfully adapted to

the higher speed.

Figure 7.11 illustrates the error of the motion model on 200 frames of the

test set. This time we only use the MAP pose to compute the error because we

have seen in the previous experiment that the k�means approach did not correctly

return the most probable pose. Moreover, we set the standard deviation to σ = .1
to avoid a too accurate measurement. In other words, we still want to incorporate

measurement noise so that the performance of the motion model itself is evaluated,

and the standard deviation with the lowest error (σ = .5) obviously corresponds

to a measurement with low noise.

We notice that the graph follows the same trend as the ones obtained previ-

ously, that is, with an increase of samples the error decreases signi�cantly. The

curve even shows lower absolute errors than the one for the training video when

looking at the highest numbers of samples. This means that the developed mo-

tion model can successfully predict the poses of a swimmer in a previously unseen
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(a) (b)

Figure 7.10: Snapshots of the results on a known video that point out that the
model can adapt to velocities di�erent from the ones in the training data. (a)
shows the predicted (red) and true (green) pose after only three frames, whereas
(b) shows the same after 40 frames.

Figure 7.11: Performance of the motion model on an unseen video. Again, the
number of samples used is shown against the committed error for a standard
deviation of σ = .1.

video, and that by only using six training cycles.

Up until now the framework was initialized with correct angles and approx-

imately correct angular velocities. In order to deduce the importance of the

initialization, we present the results obtained with randomly initialized states in
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Figure 7.12: Results of applying the motion model to 200 frames of the training
and test video, with a completely random initialization and σ = .1.

�gure 7.12, both, for the training and the test video. The committed error here

clearly indicates that even with a very high number of samples an incorrectly

initialized model is unable to track the swimmer with this measurement update.

A random initialization means that during the �rst frames the bulk of all

samples will not be in the vicinity of the correct pose, and as mentioned, this leads

to a nearly random selection of the samples for each iteration, and thus the model

fails to provide decent predictions. We therefore repeat the same experiment on

the test video using one million samples. This time, however, we use higher values

for the standard deviation of the measurement update. The reason is that we want

to select samples that are not as far away from the true pose as others, and by

raising the standard deviation these samples will be assigned a higher weight than

before. The results of these experiments are depicted in �gure 7.13. We notice

that all errors are below the ones of the previous experiment, and moreover,

mostly only a little higher than the ones committed with a correctly initialized

model, which is also expected since it takes the framework more frames in the

beginning to eliminate most of the incorrect samples, and during these frames

the error is higher than the one committed by the correctly initialized model.

We have hence shown that with a more good�natured measurement update the

randomly initialized framework also yields feasible results on an unseen video.

7.3.3 Discussion

It has been shown that the particle �lter framework is quite capable of tracking

a swimmer, even in an unseen video showing a di�erent swimmer, and that the
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Figure 7.13: Committed error of the model on the test video. The model was
initialized randomly and one million samples were used.

developed motion model itself, although incorporating only training data from six

swimming cycles, yields suitable predictions of future states. It has to be pointed

out, however, that the performance is very dependent on the used appearance

model, because, as we have seen, for a higher measurement noise the error rises

considerably. The predictions of the motion model hence have to be updated

using a decent appearance model.

Also, the model should be able to adapt to di�erent swimming velocities faster.

The slow adaption stems from the fact that the initialization cannot correctly set

the temporal and angular velocities from a single frame. Therefore, a more so-

phisticated approach is required that would, for instance, use the �rst bunch of

frames to extract the velocities to initialize the model with.

Another issue arising from the initialization is that the particle �lter usually

is preferred when the initial state is unknown. Normally, particles are placed

everywhere in state space and the �bad� ones are iteratively eliminated. In our

case in contrast, we have seen very poor results from a random initialization of

the swimmer when using the same standard deviation that was used to evaluate

the performance of a correctly initialized model. Not until we raised the standard

deviation considerably did the framework with a random initialization lead to

better results.

Moreover, the number of samples needed to correctly track the swimmer is

very high. The prediction of 200 frames took 2123.46 seconds when using one

million samples, which constitutes thus a high amount of processing time. Addi-
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tionally, we have seen that if the standard deviation of the measurement update

is very small, by only updating the samples' weights and not the actual angles,

the particle �lter implementation fails at tracking the swimmer.

These statements lead to the question whether the use of the particle �lter

is a good choice and whether a Kalman �lter implementation would yield better

results, because, despite the fact that the Kalman �lter works with parameterized

distributions, it is said to perform best when the initial state is known. The

Kalman �lter also does not have to cope with the resampling problem, and it

really updates the predicted poses. What additionally speaks for the Kalman

�lter is that it is not as computationally intensive as the particle �lter.

In the future, the developed motion model will therefore additionally be put

into a Kalman �lter framework and extensively compared to the framework used

here.
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Conclusion

In this work we have proposed an approach to model the motion of a swimmer in a

probabilistic way. The developed motion model is based solely on kinematics and

sample cycles of the swimming motion serve as training data that in�uence the

model by means of extracted angular accelerations. The motion itself is described

by the change of angles between the segments of a three�dimensional stick �gure

model representation of a swimmer over time.

Additionally, a simple appearance model was introduced that was originally

intended to function as the measurement update. It turned out, however, that it

could not model the appearances of swimmers in images correctly. The motion

model was thus evaluated within a particle �lter framework where the update

step was based on ground truth data of the tracked swimmer. This enabled us to

experimentally measure the performance of the motion model itself, because we

assumed a correct update by the appearance model. The results demonstrated

that � in the context of the particle �lter framework � the introduced model could

correctly predict future poses of the swimmer when initialized properly and when

a su�cient amount of samples was used.

The experiments further showed that the model had di�culties in quickly

adapting to the swimmer's velocity when di�erent from the velocity in the train-

ing data. This has two reasons. First, the initialization of the model was done

according to only one frame, where obviously the correct velocities of the joints

could not be extracted. Second, the nature of the particle �lter is that it elimi-

nates bad samples step by step, and not in only a single iteration. The samples

featuring correct velocities thus prevail not until several iterations have passed.

These issues, and in addition, the required computing power to propagate the

samples let us question whether the particle �lter was the right choice. Initially,

this implementation was favored because we did not want to impose a certain

distribution on the posterior, like the Kalman �lter does, for instance. Under the

73
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mentioned aspects, however, it is de�nitely worth to test the performance of the

motion model in a Kalman �lter framework, because it is said to perform best

when the initial state is known, and it is not as computationally intensive as the

particle �lter.

In order to conclude this thesis, the following sections will brie�y deal with

related work in the �eld of pose estimation and stochastic tracking and will give

an outlook on our future work.

8.1 Related Work

In the recent years plenty of research was conducted on stochastic tracking of

people in videos. A solid overview on the large �eld can be found in Moeslund et

al. [14]. Our work was mainly inspired by [24] which covers the complex �eld of

robot motion. The kinematic motion models for robots introduced in this book

provide the basis for our model. The appearance model is largely inspired by the

work of Sidenbladh and Black [21]. They model the appearance of humans in im-

ages by distributions over edge�, ridge� and motion cues. The learned statistical

model is then put into a particle �lter framework in [20] which is successful in

tracking complex motion of humans in two�dimensional videos.

The exponential computational complexity of the stochastic particle �lter

framework lead to approaches that try to overcome this drawback. Deutscher

et al. [6], for example, propose a modi�ed particle �lter for tracking complete hu-

man motion. Instead of using kinematic constraints or prior knowledge about the

trajectories to cope with the complexity of models with many degrees of freedom,

they use a deterministic annealing approach to reduce the number of samples re-

quired by the framework. Rius et al. [16] use a mean cycle of the training data to

reduce the number of samples required by measuring the distance of each sample's

pose to the mean pose, and disregarding samples with a distance greater than a

speci�ed threshold.

Agarwal and Triggs [3] pursue a completely di�erent approach. Instead of

trying to delimit the number of samples, they reduce the dimensionality of the

motion model by learning a linear model in a lower�dimensional subspace. During

tracking, the model is applied to each sample in the subspace, and only afterwards

lifted back to the original dimension. Something similar is introduced by Gonzales

et al. [7], called aSpaces or action spaces, which is a compact, lower dimensional

representation of training data for a single action, for example, walking. This

representation is then used by Rius et al. [17] to provide a motion model which

can be used for tracking human actions in videos.
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8.2 Future Work

Future work will mostly address the appearance model, since the motion model

performed well in the tested framework. We will, however, apply the motion

model to di�erent swimming styles than backstrokes, use more training cycles,

and, as mentioned, will put it into a Kalman �lter framework and compare the

results to the particle �lter framework.

The appearance model showed signi�cant �aws so that a completely new model

will have to be developed. The �rst step toward this is to �nd features that allow

to distinguish between di�erent poses of swimmers while still being able to be used

generically and to separate a swimmer from the background. Such features could

be a combination of existing features, for instance, combining edge, ridge and

motion cues as done in [21], but also completely new ones, developed speci�cally

for this purpose. It is yet to be explored whether such features should consider

edges, colors or textures, however, they should be very robust to noise in the

image, and preferably be invariant to the viewpoint.

In this work we only tracked the two�dimensional pose of a swimmer. Af-

ter �nding a suitable feature for the appearance model, it is therefore impor-

tant to train this model properly so that the framework can estimate the three�

dimensional pose of a swimmer from di�erent viewpoints and under possible par-

tial occlusions of the simmer.

There are also di�erent ways to enhance the performance of the used particle

�lter framework. One approach is to compute the mean cycle from training data.

If a de�ned error between the pose suggested by a sample and the pose suggested

by the mean cycle is above a certain threshold, the sample should be disregarded

and a new one drawn. This would assure that the majority of samples propagated

is close to the true pose, and possibly reduce the number of samples needed to

track a swimmer, because particle wastage is avoided. A similar approach is also

used by [16].

It was already mentioned that the initialization plays an important role in

the framework. Moreover, we have seen that the framework only slowly adapted

to swimmers having a di�erent velocity than the training data specify. We have

already stated the reasons, and that future work will consist of �nding a way

to initialize the �rst state properly, for example, using several frames in order

to correctly extract the angular velocities. The hardest part of the initialization

then is an automatic approach that could infer the angles and velocities automat-

ically from several frames. Again, features suitable for this purpose have to be

developed.

In our experiments we assumed that the limb lengths and the position of the

tracked swimmer in the frame was given. In our future work, we will try to
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enhance the framework so that these quantities can also be inferred by the model.

Last but not least, one could improve the way to determine the pose to dis-

play in each frame. We have seen that the k�means approach did not work out,

however, the pose with the highest weight might also not always be the most ac-

curate one. Another approach is to save the distributions of several frames, and

then subsequently compute the most probable sequence that could have produced

these distributions, instead of the most probable pose for each frame.

Much work has also to be invested in data acquisition. The sample cycles

used came from manually labeled videos, where the three�dimensional pose was

inferred from only two visible dimensions. This obviously is a source of error

and additionally leads to noisy training data which is to be avoided. We would

thus like to have data acquired from a motion capture system or other less noisy

sources.
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Appendix A

Proof

Assume the acceleration at is constant in [t, t+ k∆t], k ∈ N+, i.e.

at = at+1 = at+2 = . . . = at+k∆t (A.1)

then

vt+k∆t = vt + at(k∆t) (A.2)

pt+k∆t = pt + vt(k∆t) +
1
2
at(k∆t)2 (A.3)

The proof is by induction on k. The basic case, where k = 1, is easily veri�ed:

pt+∆t = pt + vt∆t+
1
2
at(∆t)2 (A.4)

which is simply the equation linking position, velocity and acceleration (see section

4.2). For the induction step, k = k + 1, we write

pt+(k+1)∆t = pt+k∆t + vt+k∆t∆t+
1
2
at+k∆t(∆t)2 (A.5)

i.h.= pt + vt(k∆t) +
1
2
at(k∆t)2 + (vt + at(k∆t))∆t+

1
2
at(∆t)2 (A.6)

= pt + vtk∆t+
1
2
atk

2(∆t)2 + vt∆t+ atk(∆t)2 +
1
2
at(∆t)2 (A.7)

= pt + vt(k + 1)∆t+ at(∆t)2[
1
2
k2 + k +

1
2

] (A.8)

= pt + vt(k + 1)∆t+
1
2
at(∆t)2[k2 + 2k + 1] (A.9)

= pt + vt(k + 1)∆t+
1
2
at[(k + 1)∆t]2 (A.10)

This completes the proof. �
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Appendix B

Program Fetch

Listing B.1 depicts a sample Windows batch script �le to run the sampling frame-

work. The script �rst builds the training data from the *.marker �les containing

the joint locations. That is, it extracts the angles from the marker �le, smoothes

them, and resamples them to the normed length. Afterwards, the angular veloci-

ties and accelerations are computed. The speci�ed number of frames will then be

predicted, with the described method for updating the predictions using ground

truth data, and drawn on top of the speci�ed video.

1 @echo off

2 cls

3

4 rem the number of frames to predict

5 set NFRAMES =200

6

7 rem the number of samples to use

8 set NSAMPLES =50000

9

10 rem the standard deviation for the measurement update

11 set STDDEV =.5

12

13 rem the video file to lay over the predicted pose

14 set VIDEO="video.avs"

15

16 rem the length of the reference cycles in the training data

17 set CYCLE_LENGTH =100

18

19 rem the index file , stores at which index each cycle begins

20 set CIDXNAME=cycle_idx.txt

21
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22 rem the joint hierarchy

23 set HIER_NAME=hierarchy.txt

24

25 rem the projected lengths of the limbs

26 set LENGTHS_NAME=lengths.txt

27

28 rem the marker files with training positions and test

positions

29 set MARKER_TRAIN=train.marker

30 set MARKER_TEST=test.marker

31

32 rem vector file with joint positions (training)

33 set VEC_NAME=tr_pos.vec

34

35 rem vector file with joint angles (training)

36 set VEC_ANGLE_NAME=tr_angles.vec

37

38 rem vector file with smoothed angles (training)

39 set SMOOTHNAME=tr_smooth_l%CYCLE_LENGTH%.vec

40

41 rem vector file with normed angles (training)

42 set NORMNAME=tr_norm_l%CYCLE_LENGTH%.vec

43

44 rem vector file with angular velocities (training)

45 set VELNAME=tr_vel_l%CYCLE_LENGTH%.vec

46

47 rem vector file with angular accelerations (training)

48 set ACCNAME=tr_acc_l%CYCLE_LENGTH%.vec

49

50 rem vector file with predicted angles for each frame

51 set PREDICTED_NAME=pred_s%NSAMPLES%_c%NCLUSTERS%.vec

52

53 rem vector file with the positions of the root joint in

every frame

54 set ROOTPOS_NAME=rootpos.vec

55

56 rem vector file where the ground truth angles are stored

57 set GROUND_TRUTH=groundtruth_n%NFRAMES%.vec

58

59

60 rem extract root joint positions from markerfile

61 marker2vec.exe -i %MARKER_TRAIN% -o %VEC_NAME% -H

%HIER_NAME% --rootpos --posvec %ROOTPOS_NAME% -I

%CIDXNAME%

62

63 rem extract angles from markerfile for training data

64 marker2vec.exe -i %MARKER_TRAIN% -o %VEC_ANGLE_NAME% -H
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%HIER_NAME% -c -I %CIDXNAME%

65

66 rem preprocess training data data (normalize , smooth ,

compute derivatives)

67 data_preprocessing.exe -i %VEC_ANGLE_NAME% -n %NORMNAME% -s

%SMOOTHNAME% -v %VELNAME% -a %ACCNAME% -I %CIDXNAME% -l

%CYCLE_LENGTH% -d 2

68

69 rem get the groundtruth data (i.e. the true angles for each

frame)

70 get_groundtruth.exe --input %MARKER_TEST% --output

%GROUND_TRUTH% --hierarchy %HIER_NAME% --nframes

%NFRAMES%

71

72 rem predict nframe poses

73 sampling_groundtruth.exe --acc %ACCNAME% --truth

%GROUND_TRUTH% --length %CYCLE_LENGTH% --lengths

%LENGTHS_NAME% --hierarchy %HIER_NAME% --output

%PREDICTED_NAME% --nframes %NFRAMES% --nsamples

%NSAMPLES% --angles %SMOOTHNAME% --vel %VELNAME% --stddev

%STDDEV%

74

75 rem visualize poses and draw over video

76 pose_visualization.exe --input %PREDICTED_NAME% --hierarchy

%HIER_NAME% --lengths %LENGTHS_NAME% --overlay --video

%VIDEO% --rootpos %ROOTPOS_NAME% --foffset 6

Listing B.1: A sample batch script �le to run the sampling framework with ground

truth data.
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