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Abstract. The Reduced Complexity Many-Core architecture (RC/MC)
targets to simplify timing analysis by increasing the predictability of
all components. Since shared memory interference is a major source of
pessimism in many-core systems, fine-grained message passing between
small cores with private memories is used instead of a global shared
memory.
In this paper, the RC/MC architecture is presented and evaluated by
three models: a VHDL model that can be used to synthesise prototypes
with up to 6 × 6 cores on an FPGA; a simulation model written in C
that can be used for cycle-accurate simulation of more than 4096 cores;
and a timing model for static timing analysis.

1 Introduction

Applications with a computational complexity that only can be satisfied by
multicore architectures have reached the embedded systems domain. Computer
vision for autonomic driving, physical simulation to optimise combustion or ma-
chine learning to improve machine-human interaction are only a few examples.
So far these applications do not need to pass a timing analysis. Sooner or later,
they will reach safety critical domains and timing analysis will be unavoidable.
But timing analysis of recent shared memory multicores is difficult. While single
threaded execution on one core is already hard to analyse, the interference of
cores via shared memory further complicates the timing model [27].

Speculative features like dynamic branch prediction, out-of-order execution
and caches reduce average execution times significantly. However, for timing
analysis the (probably extremely exotic) worst case has to be considered and
not every detail can be modelled exactly, resulting in pessimistic worst case
execution time (WCET) estimates for single threaded execution, possibly far off
the average execution time. Additionally, memory accesses from different cores
compete for the bus, interconnect, shared cache or memory controller and again,
worst case scenarios can be constructed that are very unlikely, but increase the
overall WCET of a parallel application.

The final publication is available at Springer via http://dx.doi/org/10.1007/978-3-319-54999-6
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Fig. 1. Core architecture: the message in-
terface is directly integrated into a classic
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Fig. 2. The PaterNoster router
consists of only one FIFO and 4
multiplexers that connect 3 input
ports with 3 output ports.

To overcome the problems of multicore timing analysis, we propose to use a
completely different architecture that is optimised for predictability and static
timing analysis. It is strongly influenced by the recommendations of Wilhelm
et al. for future architectures in time-critical systems [27], but we go one step
further and replace shared memory communication by message passing [17].

Each core consists of a simple in-order pipeline and private memory. A core
cannot access any other memory than its own memory, the only way to commu-
nicate with other cores is to send messages via the predictable network on chip
(NoC) that connects all cores. In contrast to other message passing architectures,
solely small messages of 64 bit can be sent, which simplifies router design and
increases predictability. Since all components (pipeline, memory hierarchy, net-
work interface, router and message size) are minimised, we call this architecture
Reduced Complexity Many-Core (RC/MC).

The basic idea of using message passing and private memories to increase
many-core predictability was already presented in [17], but now these recommon-
dations were applied to design the RC/MC architecture. Further contributions
of this paper are three concrete models of the RC/MC architecture: a VHDL
model to evaluate the hardware costs, a cycle-accurate simulator for performance
measurements and a timing model for static timing analysis.

In the next section, the architecture is described in detail, while in section 3
the timing analysis on the RC/MC platform is presented. Section 4 provides
guidance, how to deal with the local memory restriction. Related many-core
architectures are discussed in section 5, in particular the difference to other
message passing architectures that use direct memory accesses to transport mes-
sages. Finally, the hardware costs are evaluated and a case study on the WCET
computation for RC/MC is presented in section 6. Section 7 concludes the paper.



2 RC/MC Architecture

To avoid shared memory interference, each RC/MC core has its own private
memory. The processor core consists of a classic in-order RISC pipeline with five
stages (see Fig. 1), a pipeline design that is well suited for timing analysis [4].
The instruction set follows the 64 bit RISC-V specification [26]. However, we
extended it by some instructions to support message passing at processor word
granularity. Table 1 lists the new instructions.

The send instruction is used to send a 64 bit message to another core, speci-
fied by its unique core id. If the message cannot be sent (due to congestion in the
interconnect), the pipeline is stalled. To receive a 64 bit message from a specific
core, recv is used. Again, the pipeline is stalled if the node has not received a
message from the specified core yet.

To support non-blocking communication, the remaining three instructions
can be used to check the state of the network interface. congest returns 0 if a
message can be sent or 1 if sending is blocked. To check if there is a message from
a specific core, probe is used. The instruction any tests if a message from any
core has arrived and returns the core id from the sender of the oldest available
message.

The send instruction puts messages in the send buffer, which is a simple first-
in first-out (FIFO) buffer. The network router reads these messages from the
FIFO. When messages arrive at the target node, the network router writes the
message into the receive buffer, where the recv instruction can fetch it. However,
the receive buffer is more complex than the send buffer, because the pipeline
does not necessarily process the messages in the same order as they arrive at the
buffer. The reason for that is that recv fetches a message from a specific core,
which need not be the oldest message in the receive buffer. This feature increases
the hardware costs, but simplifies programming, since disruptive messages that
arrive ahead of time from other cores stay in the buffer and can be temporarily
ignored by the software.

Via the send and receive buffers, each core is connected to its private router
(Fig. 2). The routers are connected to their neighbours and form a NoC that
implements PaterNoster [18] routing. The PaterNoster NoC has an unidirectional
two-dimensional torus topology (Fig. 3) and is optimised to send small messages

Table 1. Instruction set extension for fine-grained message passing

dest. source source
mnemonic register register 1 register 2 function

send coreid message send a 64 bit message to core
recv message coreid receive a 64 bit message from core
congest flag check if send buffer is full
probe flag coreid check if a message from core has arrived
any coreid check if any message has arrived and return

the sender’s coreid, otherwise -1



Fig. 3. Torus with wrap-around links. Fig. 4. Folded torus with uniform links.

of constant length with minimal hardware costs. To avoid the long wrap-around
links, a torus can be folded (Fig. 4). There are two routing modes: guaranteed
service (GS) [16] and best effort (BE) [18].

In GS mode, time division multiplexing (TDM) is used to guarantee a maxi-
mum latency and minimum bandwidth for each message transfer. Depending on
the core id of the target core, a message is sent only at a specific point of time
within a fixed time interval. By fixing the time, when a message can be send,
any collisions of messages within the NoC are avoided and the transfer time is
not influenced by other messages. If no real-time guarantees are necessary, BE
mode can be used to achieve a higher throughput. In BE mode, messages can
be injected into the NoC, as long as it is not congested by other messages.

Apart from the injection time, both modes use the same x-y-routing algo-
rithm: it is quite simple, since there are only two input and two output ports
in a two dimensional unidirectional torus. During horizontal or vertical trans-
portation, a message is not buffered but constantly forwarded to the next node.
Only when the message has to be switched from west to north, it is buffered in
the so-called corner buffer. In GS mode, the TDM schedule restricts the message
injection and ensures that the corner buffer cannot overflow, but in BE mode
messages have to take an extra trip around the horizontal ring if the corner
buffer is full. Nevertheless, the order of messages forwarded between two cores is
always preserved, providing a simple way to send messages that are longer than
64 bits.

An important feature of the GS mode is that the timing guarantees are
independent of the placement within the NoC [16]: the threads of an applica-
tion can be mapped arbitrarily to any nodes without affecting the worst case
traversal time. Additionally, the communication between a group of nodes is not
influenced by the communication in another group of nodes, as long as there is
no communication between the two groups. Conseqently, several multithreaded
applications can be mapped simultaneously to the same NoC and a single appli-
cation can be stopped and replaced by another multithreaded application while
other applications on the remaining nodes continue execution.

All components – pipeline, network interface and router – were designed for
maximum timing predictability at minimal hardware costs. The small size of the
nodes permits to put a large number of nodes on one chip. Consequently, high
performance can be achieved by massive parallelism. Single core performance is
only a subordinate design goal, which is not as important as predictability.



3 Timing Analysis of the RC/MC

Because of the isolation of cores in RC/MC, sequential computations on one core
can be easily analysed by standard static timing analysis tools for single threaded
programs. Additionally, the parallel interaction between sequential code parts
must be modelled to get a full timing analysis of a parallel application.

To analyse the timing of a parallel application, we separate sequential parts
from parallel operations which connect the sequential parts. In the sequential
code parts, a core performs some computation on its own in its local memory,
without any interference with other cores. The parallel operations are responsible
for communication and synchronisation between cores. From a WCET-centric
view, the parallel operations are rules, how the WCETs of sequential code parts
have to be combined to get an overall WCET of a parallel program.

To provide a widely accepted programming interface, a subset of the Mes-
sage Passing Interface (MPI) [15] was ported to the RC/MC architecture. The
network traffic generated by these functions and the code of the functions itself
is highly predictable to provide tight WCET bounds for the functions that only
depend on the number of participating cores and data size [23]. Using this pre-
dictable MPI library, parallel applications with a tight WCET can be written [9].

The MPI programming model is ideal for timing analysis: each process ex-
ecutes the same program (single program multiple data, SPMD) and commu-
nication between processes is restricted to MPI function calls. As long as only
barriers and collective operations (gather, scatter, reduce, broadcast, all-to-all
and their variants) are used, timing analysis is straight forward [9], provided
that the hardware and the MPI implementation are predictable.

The parallel operations and their dependencies define the structure of the
parallel application, in particular which code sequences are executed in parallel.
This parallel execution graph given by the parallel operations is complemented
by the WCETs of the sequential code sequences and the WCETs of the concrete
instantiations of the parallel operations. The latter only depend on the number
of participating cores and the transferred data size.

A large number of MPI programs require no more than the afore mentioned
predictable MPI subset, but there are also more sophisticated applications that
use load balancing between cores to reduce the overall execution time. Dynamic
load balancing is good for average performance, but bad for timing analysis. The
effects on timing analysis of dynamic load balancing are similar to the effects
of out of order execution: both techniques schedule threads/instructions accord-
ing to their dependencies, for maximum exploitation of thread/instruction level
parallelism. Consequently, dynamic load balancing can induce large overestima-
tion or even timing anomalies that inhibit the calculation of an upper timing
bound. For a tight timing analysis of applications with load balancing, appropri-
ate WCET-aware load balancing algorithms must be used that provide a tight
timing model. The RC/MC architecture provides the hardware platform for such
a timing model, but specialists have to develop predictable load balancing algo-
rithms and their timing models.



MPI programs that use send and receive instead of collective operations
are another class of MPI programs that cannot be analysed so far. However,
pairwise communication can usually be replaced by collective communication
and its application has some more advantages apart from predictability [11].

4 Private Memory Restriction

RC/MC is intended to be a minimal starting platform and baseline for further
research on predictable many-core architectures with distributed memory and
message passing. The main inconvenience when programming RC/MC is the
small amount of available memory. More memory can be emulated by using
messages to swap memory to another core which exclusively acts as memory
controller for its private memory. However, such software memory paging is slow
and should be avoided. Programs and algorithms must be adapted to the new
constraint instead: computation is cheaper than memory space, thus compact
(potentially compressed) data structures should be used and re-computation
might be faster than storing an intermediate result.

The memory restriction in combination with the message passing paradigm
demands a tremendous change of the programming model. However, the advent
of GPGPUs shows, that a completely different and complicated programming
model will be accepted, if in return the gain is big enough. This paper presents
early hints, that the gains of a distributed memory model in terms of timing
predictability might outweigh the costs of changing algorithms and program-
ming models. Compared to the SIMT programming model with instruction set,
scheduling and register usage restrictions, the memory and communication re-
strictions in RC/MC seem acceptable.

Nevertheless, weaker memory restrictions can simplify programming and
porting legacy software. To minimise the influence on timing predictability, a
partitioned shared memory could be added: Each core gets a distinct part of the
shared memory to store its private memory. No two cores are allowed to access
the same memory region, therefore the shared memory cannot be used to trans-
fer data between cores. Transfers are still restricted to messages between cores.
This way, private, isolated memory accesses are clearly separated from synchro-
nisation or communication that might interfere with other cores. Consequently,
the timing analysis of accesses to the partitioned memory is independent from
the other cores. Strictly speaking, there is still some interference on the intercon-
nect between core and memory and the arbitration between cores at the memory
controller, but for this problem tight timing models do exist [24].

With partitioned memory, caches can replace the local memories, as long as
they are not shared between cores. A tight timing analysis is possible, because
each core - cache - memory partition triplet is isolated and well-studied cache
models from single core processors [20] can be applied. Since the caches and their
address ranges are completely separated, no cache coherence is necessary. In
other words, cache coherence in a shared memory system is replaced by message
passing in a partitioned memory system.



5 Related Work

A widely used many-core architecture is shared memory with multiple memory
controllers and individual L1 and L2 caches per core. The timing analysis de-
pends on the predictability of the interconnection network. While the Intel Xeon
Phi [12] uses three rings to connect 61 cores, the Tilera TILEPro64 [3] has five
meshes and the Godson-T [8] two meshes. All NoCs are very dynamic and highly
optimised for maximum throughput and their timing details are confidential.

However, there are some similarities with the RC/MC architecture: all three
architectures are based on simple in-order cores and the TILEPro64 uses only
three of the meshes for memory data transfers and cache coherence, the other
two can be used by the software for explicit message passing. In the Godson-
T, the L2 cache is shared between the cores, but the L1 cache can partly be
reconfigured to be used as scratchpad memory.

In the parMERASA project [25], a timing predictable shared memory many-
core was developed. The memory model is clustered: several cores build a cluster
and share one memory that can either be on-chip or off-chip. The processor con-
sists of multiple clusters. Inter-cluster communication is implemented by direct
accesses to special regions of the other cluster’s memories. Both inter- and intra-
cluster connections are real-time capable and provide a predictable latency, but
message passing is not supported.

Each of the 48 cores of the Intel Single-chip Cloud Computer (SCC) [14]
has exclusive access to a single part of the global memory. These accesses are
accelerated by private L1 and L2 caches, but accesses to the memory area of other
cores are not allowed. The only way to communicate between cores are small
private scratchpad memories called Message Passing Buffers (MPBs). Therefore,
the SCC is a message passing many-core with isolated memories like the RC/MC,
but its DMA-based message passing is completely different from the fine-grained
message passing of RC/MC:

To send a message from core A to core B, the DMA (direct memory access)
controller is programmed to copy the message from the private memory of core
A to the MPB of core B. The DMA controller uses the NoC to transfer the
data from core A to core B. When the transfer is finished, a flag in the MPB
of B is set. Core B waits until the flag is set and then copies the message to its
private memory to free the MPB for the next message. This message passing
variant comprises a lot of overhead, demanding long messages for efficient com-
munication. The pipeline integrated message passing of RC/MC is much more
lightweight.

The SCC NoC does not provide any timing guarantees [5], therefore it is not
real-time capable. However, the T-CREST architecture [22] uses the same DMA-
based message passing in connection with a TDM controlled NoC. A second NoC
that connects the cores with the shared memory is also timing predictable due to
TDM scheduling. Hence, T-CREST unifies shared memory and message passing
in a timing predictable way. The per-core memory architecture is also hybrid:
private scratchpad memory is combined with predictable caches for instructions
and data. DMA-based message passing is also used by CompSOC [10]. Due to
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Fig. 5. Synthesis results for RC/MC processors depending on the number of cores

its strong emphasis on predictability and isolating cores it is the architecture
with the most similarities with RC/MC.

Anyway, in T-CREST and CompSOC message passing is only an additional
feature to the dominating shared memory architecture. Both architectures of-
fer a plethora of mechanisms, paradigms and programming models to enable
predictable parallel programming, while RC/MC concentrates on the thorough
examination of one alternative programming model.

Scaling down supercomputer architectures inspired the design of the Kalray
MPPA-256 processor [6]. 16 compute cores, a resource managing core and 2
MiB of shared memory build a cluster. 16 clusters and 4 I/O subsystems are
connected by a rate controlling NoC with torus topology. The shared memory
inside the clusters can be partitioned to provide 128 KiB of private memory for
every core. However, messages are passed only between clusters, within clusters
the shared memory must be used for communication.

The Epiphany architecture [19] is a true distributed memory many-core with
up to 1024 cores. Each core has up to 64 KiB of fast local memory, but can
access the local memory of every other core via a mesh interconnection. It is
designed for high floating point performance and has a timing predictable NoC.
Hence, this architecture closely resembles the RC/MC architecture, but there is
no possibility for explicit messages.

6 Evaluation

A prototype of the RC/MC architecture was written in VHDL. For design space
exploration with a larger number of cores, a cycle-accurate in-house simulator
was written in C. Its accuracy was tested against the VHDL model for up to
4 × 4 cores with several parallel benchmark programs that run up to 5 million
cycles. In every single cycle the register contents in the VHDL and the C model
were identical.

6.1 FPGA Prototype

We used Altera Quartus Prime 16.0 for an Altera Stratix V E FPGA to synthe-
sise RC/MC prototypes with different numbers of cores. Only the integer ISA



Table 2. Approximate size of the components of a RC/MC core

component ALMs registers memory bits

pipeline (incl. send buffer) 1800 1600 0
receive buffer 2500 2300 0
router 800 1400 0
memory 100 8 512Ki

subset (RV64I) is supported and every core has 64 KiByte of local memory. As
Fig. 5 shows, the architecture scales very well. Area in terms of ALMs1 scales
linearly with the number of cores, hence the size of each core is fixed within
the usual statistical fluctuations. Thus it is possible to estimate the sizes of the
components, shown in Tab. 2.

While the send buffer is so small, that it can only hardly be separated from
the pipeline logic, the size of the receive buffer is large. The reason for its size
is that messages can not only be removed in total temporal order, but also on a
per-sender basis (see section 2). Therefore, a FIFO is used for storing incoming
messages, but additional hardware is used to search a specific sender core id in
the FIFO and remove the message, when the recv instruction is executed.

Since the costs of the receive buffer are so high, we are planning to replace it
by a simple FIFO like the send buffer. However, in this case, other instructions
must be defined, the MPI interface must be rewritten to buffer messages from
other cores and last but not least, the additional branches and loops for buffering
messages must undergo a completely new timing analysis.

6.2 Number of Cores

How many RC/MC cores can be put on a chip? To estimate this number, the
RC/MC architecture is compared to exisiting many-cores with published hard-
ware costs.

As mentioned in section 5, the Parallela architecture is very similar to the
RC/MC architecture. Local memory, predictable NoC and even the pipeline (64
bit integer and floating point, in-oder issue) are comparable. The tape-out of
a processor with 1024 cores was recently announced [19]. Therefore, 1024 cores
with 64 KiB memory each seem to be achievable on 117mm2 in 16nm technology
for the RC/MC architecture, too.

Rocket [13] is a RISC-V implementation with a 64 bit single issue in-order
pipeline from the University of Berkeley. In 45nm technology, a core with vector
accelerator and 56 KiB of cache fits into 1.46mm2 at a clock rate of 1.3 GHz.
Assuming that the vector accelerator of Rocket is not larger than the RC/MC
receive buffer and that 64 KiB local memory are not larger than 56 KiB cache,
100 RC/MC cores with 64 KiB memory each fit into 150mm2. Without the costly

1 Altera uses the term Adaptive Logic Module (ALM) for their elementary logic block,
basically a lookup table with 6 inputs and 2 outputs (6-LUT). One ALM is equivalent
to approximately 2.5 lookup tables with 4 inputs and 1 output (4-LUT).
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Fig. 6. WCET of CG depending on the number of cores

receive buffer and only 16 KiB of RAM, the size of one RC/MC core should be
around 0.39mm2, the size of a Rocket without accelerator and 16 KiB of cache
in 45nm technology.

The cores of the Kalray MPPA-256 processor [6] consist of a 5-issue VLIW
pipeline with 7 stages and 16 KiB of cache. Additionally, the 288 cores have
access to 32 MiB of local private memory, about 100 KiB per core. Since the
RC/MC pipeline is of comparable complexity, and the Kalray die comprises a
lot of other logic, 288 cores with 100 KiB each in 28nm technology would be
realistic for an RC/MC implementation, too.

6.3 Case Study: WCET estimation

The RC/MC architecture is designed for massively parallel applications. Un-
fortunately, available real-time benchmarks are still mostly designed for single
core systems or multicore systems with only a few cores. If parallel systems are
studied, often several independent single threaded applications are executed con-
currently to provide a massively parallel workload. However, we believe that in
future real-time systems, massively parallel computations will be required, too.
For example, the object recognition for autonomous driving or physical simu-
lation of aerodynamics or combustion are scientific applications that might be
used in future real-time systems. An application with a close correlation to the
typical computation and data access patterns of real scientific applications is
the CG (conjugate gradient) method for solving linear equation systems [7]. It
is used to benchmark the performance of high performance supercomputers, be-
cause its behaviour is less computation bound than the currently used LINPACK
benchmark [7].

Therefore we choose the CG implementation of the NAS parallel benchmark
suite [1] as typical case study for the WCET estimation of a future scientific
real-time application. After porting the program from FORTRAN to C, the cus-
tom implemented collective operations had to be replaced by the official MPI
collective functions. These functions were implemented in a timing predictable
way, using the One-To-One schedule of PaterNoster for a real-time capable com-
munication. WCET estimates for the sequential code parts resulted from a static



timing analysis with OTAWA [2]. Details on the WCET estimation methodology
can be found in [9].

Fig. 6 shows the results for CG with a matrix size of 7000 × 7000 and 3500
non-zero values. The WCET halves, if 4× the cores are used. Therefore, the
scalability is much better than in shared memory systems, where the WCET
per core can even increase, when more cores are used [21].

7 Conclusion

The RC/MC architecture is composed of simple, predictable cores that are con-
nected by message passing. Thereby, the cores are isolated and a timing analysis
can easily be applied. The programming model is different from shared memory
programming, but fits very well to the demands of timing analysis and therefore
promises tighter WCET estimates.

So far, the RC/MC architecture is simple, but there are a lot of features that
can be added, as long as the predictability is conserved. The FPGA prototype
and the corresponding 100% cycle accurate simulator are a strong foundation
for future research on predictable many-core architectures. Their source code is
available at https://github.com/unia-sik/rcmc/.
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